
Chapter 8
Understanding measures of 
central tendency

Contents:
8.1. Long vowels, short vowels, and schwa
8.2. Clustering around the “middle” of the distribution
8.3. The mode
8.4. The mean
8.5. The median
8.6. Comparing the mode to the mean and the median
8.7. Comparing the mean and the median
8.8. Stability of mean and median for symmetrical distribu-
tions
8.9. Asymmetrical distributions
8.10. Distributions with multiple peaks
8.11. Answering the research question
8.12. Summary
8.13. R code
8.14. Exercises
8.15. References and data sources



8.1. Long vowels, short vowels, and schwa
In Chapter 3, we talked about how the length and clarity of a 
word’s pronunciation can vary depending on where it is in a 
sentence. When it occurs in a “stressed” position, where there 
is a high degree of unpredictability about what the word 
should be, a word tends to be longer and more clearly pro-
duced, with all or most of the vowel and consonant sounds in 
its “dictionary form” audibly pronounced. By contrast, in an 
“unstressed” position, where it is more predictable or ex-
pected, a word tends to be shorter and less clearly pro-
nounced. So when a speaker says a word for the second or 
third time in a conversation, he or she might weaken or even 
completely delete some of the vowels and consonants that are 
specified in the word’s dictionary form. For example, the word 
government occurred three times in speaker s10’s interview in 
the Buckeye Speech Corpus, and it had a measured duration 
that ranged from 475 ms (when the speaker said the word the 
first time) to 253 ms (when he said it the last time). We looked 
at histograms of differences in measured durations for first to-
kens versus second or third tokens of all of the “big words” 
that occurred more than once or twice in this interview and 
concluded that this pattern of variation in the measured dura-
tion across the three tokens of the word government was 
probably typical. That is, when a big word occurs later in the 
interview, where it is no longer unpredictable “new” informa-
tion, it tends to be reduced in length. 

In chapter 3, we talked about the reduction in terms of the 
whole word duration. If we look more carefully at this pattern, 

however, we can see that the component vowel and consonant 
sounds do not seem to be equally affected by the variation in 
the word’s overall duration. Figure 8.1 shows time plots of the 
measured duration of each of the consonant and vowel sounds 
for each of the three tokens of the word government in this in-
terview. You can see that the durations of the later sounds in 
the word are much more variable, and the durations of the 
sounds in the first syllable are much less variable. The meas-
ured durations of the vowel sound in the first syllable, for ex-
ample, are 76 ms in the first token, 81 ms in the second, and 
70 ms in the third. By contrast, the measured durations of the 
vowel in the third syllable are 106 ms in the first token, 20 ms 
in the second token, and 23 ms in the third token. And the 
measured durations of the vowel in the second syllable are 60 
ms in the first token, 25 ms in the second token, and 0 ms in 
the third token (where the entire second syllable is effectively 
deleted). 

There is also a difference in the consistency of the vowel qual-
ity across the three syllables. In the original transcripts from 
the interview, the vowel in the first syllable of government is 
always transcribed as the same clear ʌ sound that we hear in 
words like hut, done, and must. By contrast, the quality of the 
third vowel is quite inconsistent. In the first token, speaker 
s10 seems to pronounce the ɛ vowel that the dictionary speci-
fies for this third vowel. That is, he produces the same vowel 
sound that he pronounces in the words head, den, and 
messed. In the second and third tokens, however, the speaker 
says something that sounds more like a very short version of 
the ʌ vowel or possibly the ɪ vowel of hit, din, and missed. But 
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the vowel is so short that, all in all, it’s harder to match the 
vowel quality in these later mentions to any of the “strong” 
vowel sounds that the speaker produces in stressed syllables 
of other words. In other words, in these two later tokens in 
s10’s interview of the word government, that third vowel has 
been reduced so much that it has become the sound that Peter 
Ladefoged (2005, p. 29) describes as “the most common 
vowel in … English, the small, indistinct sound that occurs in 
the usual pronunciation of many little words, such as a, the, 
to, at.” It is the vowel that we call “schwa” and transcribe with 
the IPA symbol ə.

What does it mean to say that this sound is “indistinct”? The 
opposite of “indistinct” is “distinct” – that is, recognizably dif-
ferent from other sounds of the same type. For example, we 
can say that the English vowel sounds in the words hut and hit 
are recognizably different types, because they differentiate 
these two English words. The characteristic property that dis-
tinguishes hut from hit is that the vowel is ʌ in hut but ɪ in hit. 
Since changing the vowel quality slightly to say ʌ instead of ɪ 
results in pronouncing a different word, we can say that the 
vowel ʌ is distinctive, which means it can distinguish words 
such as hut (or done or must) from words such as hit (or din 
or mist) as well as from every other CVC word that begins and 
ends in the same way (such as hat, den, mast, messed, etc.). 
Conversely, saying that “the most common vowel” of English 
is “indistinct” signifies that it does not differentiate words. 
Varying the quality of the vowel in the third syllable from a 

longer clearly ɛ-like sound to this very short ə vowel doesn’t 
result in a different word. It is still the word government. 

Figure 8.1. Time plots of the measured durations of each of 
the vowel and consonant sounds in the three tokens of the 
word government in speaker s10’s interview in the Buckeye 
Speech Corpus. Any of the nine sounds specified in the 
dictionary that is not audibly pronounced in a particular 
token is recorded as having a duration of 0 ms.

Now, this “most common vowel” ə is identified sometimes as 
a “weak” form of the full vowel ʌ, particularly when it is the 
“indistinct” sound that occurs, for example, in casual pronun-
ciations of words such as what or some, where the dictionary 
form has the full vowel ʌ. Peter Ladefoged notes that the re-
duced vowel differs from the “strong” version of ʌ in that 
there are restrictions on where it can occur: “It occurs only in 
syllables that are not receiving any particular stress.” In dic-
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tionary forms, for example, it occurs in a few monosyllabic 
words such as but and the, which typically are not stressed 
even in careful speech, but otherwise it is limited to occurring 
in the unstressed syllables of polysyllabic words, such as the 
first syllable of the words balloon and potato or the second syl-
lable of the words Texas and Rosa’s.1  The “strong” version of 
this vowel, on the other hand, can occur in stressed syllables 
where it can differentiate pairs of words such as what versus 
whit, some versus SIM, and butter versus bitter (as well as 
hut versus hit, done versus din, and so on, as noted above). 

By contrast, the quality of the “small, indistinct sound” that oc-
curs in casual pronunciations of the words what and some (as 
well as in dictionary forms in words such as but and the, and 
in the second syllables of Texas and Rosa’s) is not really very 
informative, and Ladefoged leaves it out of his table of IPA 
symbols and sample words distinguished by the 15 different 
distinctive American English vowel sounds in his book Vowels 
and Consonants. Ladefoged leaves the “small, indistinct 
sound” out of his table because, he says, “it is not, strictly 
speaking, a vowel that contrasts with any of the other vowels 
in the table.” For example, replacing the full ɛ vowel in the last 
syllable of government with ə as speaker s10 did in later uses 
of this word in his interview only resulted in a more casual 
form. It did not change the meaning of the word. In much the 
same way, replacing the full vowel ʌ in the words what and 
some with the reduced vowel ə is not like replacing the ʌ with 
ɪ. The result is just a more casual form of the same words, 

rather than the dictionary form of the distinct words whit and 
SIM. 

You can see the IPA symbols that Peter Ladefoged uses to tran-
scribe the 15 vowel sounds that he identifies as distinctive in 
American English in Table 8.1. The first words in the first col-
umn of Table 8.1 are the same as the words in the h__d col-
umn of Table 3.2 on p. 28 of Peter Ladefoged’s (2005) book. 
There are also a few other words containing the target vowels 
in the conversation with speaker s10 in the Buckeye Speech 
Corpus. The second column of the table shows how Ladefoged 
transcribes these target vowel types using IPA, and the third 
and fourth columns show the ASCII codes that are used for 
these vowels in two databases: the Buckeye Speech Corpus 
(BSC) and the Hillenbrand et al. (1995) database. You are al-
ready familiar with the BSC from chapters 2 and 3. The Hillen-
brand et al. database contains acoustic measurements of 12 
American English vowels produced in a h__d context (heed, 
hid, etc.) by 48 women, 45 men and 46 children, and is avail-
able at 
http://homepages.wmich.edu/~hillenbr/voweldata.html.

1 This “small, indistinct sound” sometimes can be identified instead as a “weak” 
form of the vowel ɪ that occurs in casual pronunciations of the word get or in the 
second syllable of the words taxes and roses, and which can be transcribed as ɨ. 
Ladefoged says that for a few people, the weak versions of ʌ versus ɪ do differenti-
ate the word pair Rosa’s versus roses. So for these people, these two “schwa” vow-
els are just a tiny bit distinctive. But here, we will just group the two weak forms 
together as a weak version of ʌ, for which we will use the “schwa” symbol ə.
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Table 8.1. Words illustrating the 15 vowels that contrast in 
stressed syllables in the Northern Cities variety of American 
English that Hillenbrand et al. (1995) studied. The first word 
in each row is the word from the h__d column of Table 3.2 in 
Ladefoged (2005), and the other words are examples from 
the interview with speaker s10 in the Buckeye Speech 
Corpus. The last three columns give the IPA symbols that 
Ladefoged (2005) chose for these 15 vowel types, and the 
ASCII vowel codes that Hillenbrand et al. (1995) used to 
identify the vowels in the data files that they published at 
http://homepages.wmich.edu/~hillenbr/voweldata.html, and 
the ASCII vowel codes used in the Buckeye Speech Corpus 
transcriptions. 

Example word from h__d column in 
Ladefoged’s Table 3.2, or word containing the 

target vowel from the BSC

IPA from 
Ladefoged

ASCII 
(Hill.)

code 
(BSC)

heed, three, speed, Cleveland i: iy iy
hid, which, lived, dinner ɪ ih ih
hayed (past tense of “make hay”), planes, state, 
traded

eɪ ei ey

head, else, then, seven ɛ eh eh
had, bad, that, vacuum æ ae ae
hod (a V-shaped trough that construction 
workers use to carry bricks), stopped, job, 
deposit, college

ɑ: ah aa

hawed (the past tense of the verb “haw”), 
thought, lost, daughter, sophomore

ɔ: aw ao

hood, look, took, wouldn’t ʊ oo uh
hoed (past tense of the verb “hoe”), so, ago, 
don’t

oʊ oa ow

who’d (contraction of who had or who would), 
two, moved

u: uw uw

Hudd, one, dust, Columbus [Hillenbrand et al., 
1995, used HUD, abbreviation for Housing and 
Urban Development]

ʌ uh ah

heard, worked, shirt, Worthington ɝ er er
hide, five, time, undecided aɪ -- ay
howd(y), how, about, tower, aʊ -- aw
(a)hoy, Joyce ɔɪ -- oy

Now, we’ve just said that the vowel ʌ in butt, hut, cut, and 
done is distinctive in English, which means it can differentiate 
words, just like the vowel ɔ: in bought, caught, and dawn or 
the vowel ɑ: in hot, cot, and Don. So how can this ʌ vowel be 
identified as the “strong version” of the English vowel ə which 
Ladefoged called a “small, indistinct sound”? Why is it that 
this particular distinctive vowel (ʌ) is identified as being so 
“similar” to ə? 

We have an idea about the answer to this question that comes 
from a difference between how Peter Ladefoged transcribes 
this vowel and how he transcribes several other vowels in his 
table of American English vowels. The sound ʌ is the vowel in 
the first syllable of the dictionary pronunciation of the word 
government. This vowel is often spelled with the letter ‘u’ (as 
in but and Columbus), but it also can be spelled with the letter 
‘o’ (as in done and government). Two other vowels that are of-
ten spelled with ‘o’ are the vowels that Ladefoged transcribes 
as ɑ: and ɔ: in his table (see rows 6 and 7 in Table 8.1). The 
first of these is the vowel in words such as job, deposit, and col-
lege, and the second is the vowel in words such as thought, 
lost, and sophomore. Note how, in Table 8.1, Ladefoged adds 
the IPA symbol : to both of these vowels. This is the IPA sym-
bol for a “long” vowel sound. So the IPA symbols that Ladefo-
ged suggests for their transcription implies that he expects to-
kens of these two vowels to be relatively long, independent of 
where they are in a word or a sentence. By contrast, the IPA 
transcription that Ladefoged specifies for the vowel in but and 
Columbus is just ʌ, with no “long” mark. This implies that he 
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expects tokens of this vowel to be shorter than tokens of the 
vowels ɑ: and ɔ:, independent of where it is in a word or a sen-
tence. If there is such an inherent difference in typical lengths 
between the vowel ʌ and the vowels ɑ: and ɔ:, then the “inher-
ently short” vowel would be more similar to the very short “re-
duced” vowel that we symbolize with ə. We can state this as 
the hypothesis in (1).

(1) Hypothesis: The “strong” vowel ʌ is more similar to ə 
than some other distinctive vowels, such as ɑ: and ɔ: 
are, because ʌ is inherently shorter than these other 
vowels.

To test this hypothesis, we need to have a way to calculate and 
compare the “inherent” or most “typical” lengths for these dif-
ferent “strong” vowels.  In the rest of this chapter, we will in-
troduce some methods for calculating a reasonable estimate of 
the “inherent” or most “typical” value for a numerical variable, 
such as the measured durations of tokens of a particular 
vowel.

8.2. Clustering around the “middle” of the 
distribution
Measurements for many natural numerical variables often 
cluster around the middle of the range of measured values. 
For example, if we measured the heights of all of the adults in 
a community, we would find that many of these height values 
fall in the middle of the height distribution, but fewer fall 
around the edges. In other words, many of the measured 

adults would be of “average” height and very few would be 
very short or very tall. This creates a bell-shaped curve that is 
called a “normal” distribution (also known as a “bell curve”). 
This kind of bell-shaped curve is very typical for variables that 
are influenced by a great many interacting factors. For exam-
ple, variability in adult heights reflects the combined influence 
of variation in genetic predisposition, work environment, nu-
trition, health care, and so on. 

Figure 8.2 illustrates the same kind of bell-shaped curve for a 
natural numerical variable that is more relevant to our ques-
tion. The figure is a histogram of the measured vowel dura-
tions in the 12 word types produced by the 139 talkers from 
the Hillenbrand et al. (1995) study. These talkers are from 
southern Michigan and nearby areas of Illinois, Wisconsin, 
Minnesota, Ohio, and Indiana. That is, the talkers are speak-
ers of the variety of English that is called the “Northern Cities” 
dialect. The word types are pretty much the same as the first 
word in each row of the h__d column of Table 8.1. In the histo-
gram, there is a fairly symmetrical distribution centered at the 
bar in the middle that covers the interval from 250 to 280 ms. 

Since this sample includes 12 vowel tokens in words produced 
by each of 139 talkers, there are 1668 tokens altogether in this 
histogram. Of these 1668 tokens, 289 tokens (about 17%) have 
durations in the interval covered by that middle bar, 805 to-
kens (nearly half) have durations in the interval covered by 
that bar plus each adjacent one (i.e., the interval from 220 to 
310 ms), and 1250 tokens (nearly 75%) fall in the interval cov-
ered by the middle five bars (from 190 to 340 ms).  
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Figure 8.2. Histogram of measured durations of vowel 
tokens in the Hillenbrand et al. (1995) database that is 
distributed at http://homepages.wmich.edu/~hillenbr/
voweldata.html.

To describe these kinds of distributions of natural numerical 
variables that cluster around a clear peak near the middle of 
the range of values, it is often convenient to use a summary 
number that pinpoints some “middle” or “central” value in the 
distribution as the most typical value for the variable. In this 
chapter, we will talk about the different types of summary 
measures, called measures of central tendency. We will 
also discuss the types of questions and conditions that might 
make one or another of the different measures of central ten-
dency appropriate or inappropriate.

8.3. The mode
We have already talked about one measure of central ten-
dency, in our discussion in Chapter 2 of word size as meas-
ured in the number of letters in the spelled form of the word. 
Remember that in Chapter 2 we talked about peaks in the his-
tograms of this discrete numerical variable for different sam-

ples, such as all of the words in the Hoosier Mental Lexicon 
(plotted as a histogram in Figure 2.2) and all of the words on 
Caronna’s list of “My Big Words” (plotted as a histogram in 
Figure 2.3). The value at such a peak, which is the most fre-
quently observed number in the distribution of such a discrete 
numerical variable, is called the mode of the distribution. 
That is, the mode corresponds to the x-axis value for the tall-
est bar in a histogram of the variable. 

This is illustrated in Figure 8.3, which is a repeat of Figure 2.2 
from Chapter 2, with the values for the various measures of 
central tendency marked by vertical lines. As you can see from 
the legend, the dashed vertical line marks the mode of this dis-
tribution. This dashed line is at 6 letters. Table 8.2 shows the 
actual count — the number of word types in the Hoosier Men-
tal Lexicon — for each of the word lengths that are plotted 
along the x-axis in Figure 8.3. The count of words with 6 let-
ters is 13 tokens more than the count of words with 7 letters, 
confirming that the bar for 6 letters is indeed ever so slightly 
higher than the bar for 7 letters to its right. 

Table 8.2 shows you one way to identify the mode for a dis-
crete numerical variable. You can make a table of counts for 
each of the values represented in the sample, and then pick 
the value that has the largest count. While this value of 6 let-
ters that we picked out as the mode is not strictly at the center 
of the range of spelled word lengths shown in Figure 8.3, it is 
the single most frequent value. This makes it the best number 
to pick if we had to choose just one value as the number of let-
ters to expect to see if we chose a word at random from the 
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Hoosier Mental Lexicon. So it is a “central” value in the sense 
of being the principal value or the most typical value in the dis-
tribution. In other words, when we compared the histogram of 
word lengths for Caronna’s list to the histogram of word 
lengths in the Hoosier Mental Lexicon and concluded, at the 
end of Chapter 2, “that ‘big words’ are in fact bigger than aver-
age,” what we meant by “average” was this most common or 
most “typical” value that we calculated for the mode of the dis-
tribution of spelled word lengths in the Hoosier Mental Lexi-
con. 

Figure 8.3. Same histogram as in Figure 2.2 in Chapter 2, 
but with no gaps between the bars and with the mode, mean, 
and median marked by vertical lines, as indicated in the 
legend.

Table 8.2. Counts (number of word types) for each of the 
bars (word lengths) in Figure 8.3.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19
20 29 474 1599 2354 3052 3039 2616 2316 1682 1075 567 315 106 50 16 8 2 1

R Note 8.1 – mode (discrete numerical 
variable)
As suggested in the text, the easiest way to calculate the mode 
for a discrete numerical variable is to make a table of counts, 
as in Table 8.2, and then look for the cell that has the highest 
count. You can use the following R commands to get the 
counts for Table 8.2, just as you did when you reproduced the 
original histogram in Figure 2.2 (the one with gaps) towards 
the end of Part 2 of section 2.7 in Chapter 2:  

 hml = read.delim("Ch08.Textfile1.txt",  
  header=TRUE)

 hmlLetters = nchar(as.character(  
  hml$orthography))

 table(hmlLetters)

You can also embed the table(hmlLetters) command in-
side of a command that uses the which.max() function to 
pick out the bar that is the maximum count, like this:  

 which.max(table(hmlLetters))

For a discrete numerical variable, then, the mode is what 
many people think of when they talk about the “average” value 
or most “typical” value. But what do we do if the variable that 
we are interested in is not a discrete numerical variable but in-
stead a continuous numerical variable? For example, what 
about the measured vowel durations that we plotted in Figure 
8.2? In that figure, the highest bar does not represent the num-
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ber of tokens with any particular duration. Instead, it repre-
sents the number of tokens that had measured durations in an 
interval of numbers ranging from 250 ms to 280 ms. We can 
see that clearly when we make a table of counts for each differ-
ent value that is included in the sample, comparable to Table 
8.2. Although Hillenbrand et al. (1995) rounded to the nearest 
millisecond, there are still 288 distinct duration values in the 
data base that we used to make Figure 8.2. The counts for the 
first 17 of these values are shown in the top row of Table 8.3 
and the counts for another 17 of those values more toward the 
middle of the figure are shown in the second row of the table. 
The cell in the complete table that has the most tokens is 227 
ms, the cell that is highlighted in the second row of the partial 
table that we show in Table 8.3. There are 17 tokens with this 
measured duration, a count that is much smaller than the 
height of the tallest bar in Figure 8.2. Clearly, this way of calcu-
lating the mode is not very useful for a continuous numerical 
variable such as the vowel durations in Figure 8.2. Can we still 
talk about the mode, then?

Table 8.3. Counts (number of vowel tokens) for first 17 
distinct duration values in Figure 8.2,

111 125 128 134 135 137 138 139 142 143 145 146 147 150 153 154 155 …
1 2 1 3 1 1 1 2 1 1 3 3 3 3 3 2 2

… and of another 17 distinct duration values that are more 
toward the middle of the figure.

214 215 216 217 218 219 220 221 222 223 224 225 226 227 228 229 230 …
5 7 7 8 7 9 6 7 10 6 3 2 7 17 6 5 9

It turns out that, sometimes, we can talk about the mode for a 
continuous numerical variable. If we can choose a series of 

bins that gives us a histogram with a clear peak, as in Figure 
8.2, then we can take the center value of the interval that is 
represented by the tallest peak and call that the mode. This is 
illustrated in Figure 8.4, which is the same histogram as in Fig-
ure 8.2, but with the values for the mode and for two other 
measures of central tendency marked by vertical lines. As in 
Figure 8.3, the dashed vertical line marks the mode of this his-
togram. This dashed line is at 265 ms, which is the center of 
the interval covered by the tallest bar, which counts tokens 
with durations between 250 ms and 280 ms. The bins that we 
chose for this histogram are 30 ms wide and there are 16 of 
them, starting at 40 ms on the left and ending at 520 ms on 
the right. 

However, while the mode is a very intuitive measure of central 
tendency for a discrete numerical variable, it’s not the meas-
ure that we would typically use for a continuous numerical 
variable. The reason we don’t use the mode for a continuous 
variable is because the value that we compute for the mode 
can change, depending on the particular set of bins that we 
choose in grouping the values when making the histogram. 
Figures 8.5 and 8.6 illustrate this dependency. Each of these 
figures is a histogram of the same sample of measured vowel 
durations that we plotted in Figures 8.2 and 8.4, but with dif-
ferent bin sizes. When we plotted the figures, we specified a 
different vector of bin edges, which changed where the bins 
start and end, and what range of values goes in each bin. 

The histogram in Figure 8.5 uses a smaller bin size than the 
histogram in Figure 8.4. Specifically, the bin size in Figure 8.5 
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is 5 ms whereas the bin size in Figure 8.4 is 30 ms. With the 
smaller bin size, we get lots of local peaks (a very fuzzy “bell 
curve” shape), and the tallest of these local peaks is centered 
at 267.5 ms, which is not even a possible value in this dataset, 
where the durations were rounded to the nearest millisecond. 
The histogram in Figure 8.6 uses the same bin size as in Fig-
ure 8.4, but shifts the edges by 15 ms. That is, we specified 
that we wanted the possible range of values to start at 25 ms 
instead of at 40 ms. With this set of bins, we get a single peak 
again, although it is not as clear a peak as in Figure 8.4, and 
the bar at this peak is centered at 250 ms, in the bin that 
ranges from 235 to 265. In other words, by shifting the edges 
of the bins by 15 ms, we ended up shifting the mode by that 
amount. For continuous numerical variables, therefore, the 
mode is not as practical a measure of the most “typical” value 
as one of the two other measures of central tendency that we 
describe in the next sections.
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Figure 8.4. Same histogram as in Figure 8.2, but with the 
mode, mean, and median marked by the different vertical 
lines, as indicated in the legend.
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Figure 8.5. Same data as in Figure 8.4, but with a 5-ms bin 
size instead of a 30-ms bin size.
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Figure 8.6. Same data and bin size as in Figure 8.4, but 
with bin edges shifted by 15-ms.

R Note 8.2 – mode (continuous numerical 
variable)
You could use commands similar to the ones in R Note 8.1 to 
make the table that is partially given in Table 8.3. To do this, 
you first need to get a vector of all of the vowel durations:

 durations = read.table(  
  "Ch08.Textfile2.txt",skip=30)[,2]

(See the R code in Section 8.12 for what this command does.) 
Then you could again use table() to get the counts for each 

261



distinct duration, as we did for Table 8.3, like this:

 table(durations)

And you could embed that command into a call to 
which.max(), to figure out which of the 288 distinct values 
was measured for the most vowel tokens, like this:

 which.max(table(durations))

However, since we are not showing 288 bars for all 288 values 
on any of the histograms that we show in Figures 8.4, 8.5, and 
8.6, this won’t tell us what the mode is for any of those fig-
ures. To pick out the mode for any of those figures, we should 
instead use the hist() function, specifying the same bins as 
in the figure. For example, we can use the following command 
to get a variable that records the counts for the bins that we 
used in Figure 8.4.

 Figure8.4 = hist(durations, breaks=  
  seq(40,530,30))

When we assign the output of the hist() function to a vari-
able in this way, the object that R stores in the variable is a list 
of vectors that are used in making the histogram. These in-
clude a vector of how many tokens (counts) are in each bin, 
and a vector of bin midpoints (mids). You can refer to these 
two vectors using the $ operator after the variable name that 
you assigned to the histogram above (Figure8.4). (See the R 
code in Section 8.12 for more details.)

 Figure8.4$counts

 Figure8.4$mids

These commands return the following vectors:

 [1]   0   0   4  37 115 216 253 289 263  
  229 141  68  35  13   5   0

 [1]  55  85 115 145 175 205 235 265 295  
  325 355 385 415 445 475 505

The highest count is the 289 tokens in the 8th element of 
Figure8.4$counts, which corresponds to the 265 ms that 
is given as the 8th element in the Figure8.4$mids vector. 
You can confirm this using the same which.max() function 
that you used to find the mode for the discrete numerical vari-
able in R Note 8.1, like this:

 which.max(Figure8.4$counts)

Figure8.4$counts[which.max(  
 Figure8.4$counts)]

Figure8.4$mids[which.max(  
 Figure8.4$counts)]

The first line returns the value 8, for the position in the vector 
Figure8.4$counts of the bin that has the maximum count. 
The second line returns the value 289, for the number of to-
kens counted in that bin. The third line returns the value 265, 
for the measured value at the midpoint of that bin.

262



8.4. The mean
The mean is the number that most people have in mind when 
they talk about the average value for a continuous numerical 
variable. It is the number that you get when you add up all of 
the observed values and divide by the number of observations. 
The solid line in all the figures is the arithmetic mean for 
the sample. The equation for calculating the mean in given in 
(2), where x is the value of each observation and n is the num-
ber of observations.

 (2) mean = 
1
n

n

∑
i=1

xi  

 
The sigma symbol ∑ in the ∑ x part of the equation stands for 
sum, which means to add up the values represented by the 
part that follows it (here the vector of all n observations of x). 
The superscript n means to apply ∑ to however many num-
bers there are. The subscript i=1 means to begin with the first 
value (as opposed to skipping any numbers in the vector). 
Then the subscript i in xi means to start with whatever value 
was specified by i, and go all the way through to the nth value. 
In (3), we go through the equation step by step to show you 
how you would apply it to calculate the mean duration of the 
sounds in the first token of government in Figure 8.1.

(3) a. Start with the vector of durations of sounds:   
 x = { 85, 76, 44, 60, 0, 54, 106, 19, 30 }

 b. Add them up: ∑ x = 85+76+44+60+ 0+ 54+  
 106+19+30 = 474

 c. Divide by the number of sounds in the vector:  
 474/9 = 52.66667

So the mean measured duration of the 9 consonant and vowel 
sounds in that token of government is about 53 ms. The mean 
value for the number of letters in the spellings of words in the 
Hoosier Mental Lexicon is a bit more than 7.4. This means 
that, on average, the words in this database have about 7.4 let-
ters. To calculate this number by hand, you would need to do 
the same things that you did in (3): add up the number of let-
ters for all 19,321 words (the ∑ x part of the equation) and 
then divide this by the number of observations, in this case 
the number of words (the 1/n part of the equation). Since the 
equation asks us to add the number of letters for all 19,321 
words, one way to do that part is to look up each word in the 
HML and start adding together the 1 letter in the word a, the 
8 letters in the word aardvark, the 5 letters in the word 
aback, the 6 letters in the word abacus, and so on, down to 
the 8 letters in zodiacal and the 6 letters of zombie. This 
would be extremely tedious if we were to do this by hand. 
Luckily, we have computer programs that will do this tedious 
work for us, as in R Note 8.3. The value that R returns for the 
mean of the vector of durations shown in Figures 8.4, 8.5, and 
8.6 is 274.6727. This is the value that we have marked with 
the solid line in each of the figures. 

R Note 8.3 - mean
The mean() function takes a vector of numbers as its argu-
ment. For example, to calculate the mean duration of the
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consonants and vowels in the first token of government in Fig-
ure 8.1, you would type:

mean(c(85,76,44,60,0,54,106,19,30))

The vector of numbers argument can also be the name of a 
variable that you have created using the = operator. For exam-
ple, to calculate the mean length of the 19,321 lengths of 
spelled word forms in the Hoosier Mental Lexicon, you can 
type:

hmlLetters = nchar(as.character(  
 hml$orthography))

mean(hmlLetters)

This is the value that R returns as output:

[1] 7.414109

The analogous command for the durations vector that you 
read in for the Hillenbrand et al. (1995) data in R Note 8.2 is:

mean(durations)

This is the value that R returns as output:

[1] 274.6727

8.5. The median
The dotted line in the graphs in Figures 8.4 through 8.6 repre-
sents the median. The median is also a kind of central value, 

but it is a bit more difficult to express in an equation. It is the 
value that splits the distribution into two equal halves, so that 
50% of the observations have values that are no larger than 
the median and 50% of the observations have values that are 
no smaller than the median. You could think of it this way: { 
vector of values in the lower 50% } ≤ median ≤ { vector of val-
ues in the upper 50% }. If there is an even number of values in 
a sample, so that the ranks of two values in the middle are 
tied, then the mean of these two middle values is the median. 
To calculate the median, we need to sort the numbers in the 
sample so as to reorder them to go from the lowest value to 
the highest, and then find the value that is exactly in the mid-
dle of the sorted vector. For example, from the numbers in 
(4a) below, 54 ms would be the median value, but in (4b), 57 
ms would be the median.

(4) a. Sorted vector of durations of sounds in the first to-
ken of government in Figure 8.1.

 {  0  ,  19  ,  30  ,  44  ,  54  ,  60  ,  76  ,  85  ,  106  }

 The median value is the 5th out of 9 values.

        b. Same as (4a), but excluding the 0ms duration of 
the deleted n.

 {  19  ,  30  ,  44  ,  54    ,    60  ,  76  ,  85  ,  106  }  
{  0  ,  19  ,  30  ,  44  , 57

 

The median value is halfway between the 4th and 
5th values out of 8 values.
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Since the Hoosier Mental Lexicon has 19,321 words, the mid-
dle value for it will be the 9661st value because that value has 
9660 values to its left and 9660 values to its right. To calcu-
late which value is the middle value, you add 1 to the total 
number of values n, and divide by 2. In this example: (n+1)/2 
= (19321+1)/2 = 9661. Then sort the numbers and look for the 
value in that position. R Note 8.4 shows you how to do this in 
R. It also gives a simpler way to get the median, using a func-
tion that is built into R.  

R Note 8.4 – median for odd-numbered sample 
sizes
Remember that you can use the length() function to find 
out how long a vector of numbers is:

 length(hmlLetters)

and of course you can then add 1 and divide by 2, to get the po-
sition that is the exact middle, like this:

 (length(hmlLetters)+1) / 2

This returns the value 9661 that we reported above. Remem-
ber, too, that you can use the sort() function to sort a vector 
of numbers, like this:

   hmlLettersSorted = sort(hmlLetters)

And then you can refer to the middle number using the 
[...] indexing brackets to find the median, like this:

   hmlLettersSorted[9661]

Alternatively, you can use the median() function, which 
works just like the mean() function. It takes a vector of num-
bers (they don’t have to be sorted) as its argument, like this: 

 median(c(85,76,44,60,0,54,106,19,30))

for the median duration of the sounds in the first token of gov-
ernment in Figure 8.1, or like this: 

 median(hmlLetters)

for the median length of spelled words in the Hoosier Mental 
Lexicon. 

Now, the Hoosier Mental Lexicon just happens to have an odd 
number of words. So there is an odd number of tokens for the 
number of letters variable for the sample, and we can use the 
code in R Note 8.4 to find the single value that is at the exact 
middle of that distribution. R Note 8.5 shows the analogous 
way to calculate the median value for the Moe, Hopkins, and 
Rush (1982) word list, where the sample size is an even num-
ber rather than an odd number. 

R Note 8.5 - median for even-numbered sample 
sizes
Here are two ways to get the median number of letters of 
words in the Moe, Hopkins, and Rush (1982) wordlist. Start 
by reading in the data file for the wordlist:  

 mhr = read.delim("Ch03.Textfile3.txt")

Assign the sorted values in the noLetters column of the file
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to numLettersSorted:

 numLettersSorted = sort(mhr$noLetters)

Use the length() function to find how large the sample is:

 length(numLettersSorted)

This returns the value 6366 which is an even number, so 
when we embed that command inside of the calculation of the 
“middle” position, like this: 

 (length(numLettersSorted)+1) / 2

we get the value 3183.5 which is halfway between 3183 and 
3184. So we know that we want to take the mean of the values 
at those two positions. Here’s how to get R to return the val-
ues at those two positions: 

   numLettersSorted[3183:3184]

This returns a vector of two numbers, which we can then add 
together and divide by 2 to get the mean, like this: 

 sum(numLettersSorted[3183:3184])/2

Of course, we can also just plug the vector of values in the 
mhr$noLetters column directly into the function for return-
ing the median, like this: 

 median(mhr$noLetters)

8.6. Comparing the mode to the mean and the 
median
So far, we’ve been focusing on the mode, mean, and median as 
measures of central tendency for numerical variables. How-
ever, we actually introduced the mode much earlier, when we 
talked about distributions of values for categorical variables, 
including ordinal categorical variables. 

Recall that in Figure 2.1 in Chapter 2, we arranged the types 
for the familiarity rating variable for the sample of “big words” 
in the middle panel in the order “NA” (for “not attested” in the 
Hoosier Mental Lexicon), “obscure”, “unfamiliar”, and “highly 
familiar” and then pointed out that the tallest bar in that plot 
was the bar for the “unfamiliar” type, just as it was in the plot 
of the familiarity types in the Hoosier Mental Lexicon itself. 
We now have a term to describe that fact about the distribu-
tions of these two samples for the ordinal categorical variable 
plotted in that figure. We can say that the mode of the distribu-
tion is the “unfamiliar” type in both of these samples. An im-
portant difference between the mode and the mean, then, is 
that we can use the mode as a measure of central tendency 
even for variables that are not numbers. In that sense, the 
mode is a more general measure of central tendency than the 
mean. 

Why don’t we just use the mode for all variables, then? One 
reason is that the mode cannot be used in the two statistical 
tests of differences in central tendency that are easiest to calcu-
late. These are tests that are associated with null hypotheses 
about the relationship between the mean of a sample and vari-
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ous hypotheses about the mean of the larger population from 
which the sample might have been drawn. We will describe 
these two statistical tests in Chapters 10 and 11, after we have 
had the chance to introduce a measure of how the data are dis-
tributed around the mean in Chapter 9. In the meantime, we 
will just point out that researchers sometimes make the mis-
take of treating ordinal categorical variables as if they were nu-
merical variables so that they can use the sample mean as a 
measure of central tendency and apply these statistical tests. 
We will return to this issue in Chapter 10.  

Another reason to choose the median or the mean instead of 
the mode is that if you use a histogram to estimate a mode for 
a continuous numerical variable, the counts that you get for 
each bar can differ if you choose a different bin size or a differ-
ent set of bin center locations. So the number that you esti-
mate for the mode of a variable can vary even for the same 
sample, depending on how the values are grouped, as illus-
trated in Figures 8.4 through 8.6. 

A third reason to choose the mean or the median as the meas-
ure of central tendency for a sample is that they can be calcu-
lated for a numerical variable that has any distribution, no 
matter what the shape. By contrast, the mode cannot even be 
defined for a distribution that has no clear peaks, as for exam-
ple a uniform distribution (see the middle panel of Figure 
7.2 in Chapter 7). 

For these reasons, the mean and median are often better meas-
ures of centrality for numerical variables, and particularly for 
continuous numerical variables. So which of these should we 

use for a continuous numerical variable such as the sample of 
vowel durations in Figure 8.2? Let’s compare the two.

8.7. Comparing the mean and the median
One important difference between the mean and median as 
measures of central tendency is that the mean is a less robust 
measure, because it is more sensitive to extreme values. The 
technical term for extreme values is outliers. And when we 
say that the mean is not robust because it is sensitive to out-
liers, what we are saying is that the mean value can increase 
or decrease dramatically if even a few really large or really 
small values are included in the sample. Moreover, the further 
away from the rest of the data these outliers are, the more 
they can affect the mean value. 

Here is one particularly extreme example: If 90% of house-
holds in a village had an annual income of $1000 and the 
other 10% had an annual income of $200,000, the median in-
come would be $1000 but the mean income would be 
$20,900, which is 20.9 times more than 90% of the villagers 
earn. Which value better represents the “typical” income in 
the village? That would depend on what “typical” means in the 
context of the question that you’re asking. 

Figure 8.7 gives a somewhat less extreme example that is 
more relevant to our research question. It is a histogram of 
the measured durations of the ə vowel in all tokens of the 
words a and the in the interview for the speaker who pro-
duced the three tokens of the word government shown in Fig-
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ure 8.1. The mode of this histogram is only 35 ms, the median 
is only 42 ms, and nearly two-thirds of the tokens are less 
then 50 ms. The mean value, however, is 63.4 ms. This is be-
cause there are about 60 tokens that have durations longer 
than 100 ms and 6 of these are even longer than 300 ms. 
These are tokens that are drawn out as the speaker hesitates 
and searches for the next word, as in the sentence in Figure 
8.8, where the ə vowel that is the word a is longer than the en-
tire following word sophomore. When these 60 atypical, 
drawn-out tokens of the “little words” (a and the) are ex-
cluded, the mean duration for the vowel ə in these two words 
in the sample is 44.2 ms, which is much closer to the median 
value, although it is still longer than the mode. 

In both of these examples, the mean was higher than the me-
dian because of outliers at values that were much higher than 
the modal value. And in the second example, there could not 
be any outliers at values much lower than the mode because a 
vowel cannot be shorter than 0 ms, even in theory. That is, the 
distribution is strongly skewed. We will return to this point in 
Section 8.8, after talking about the stability of the sample me-
dian and the sample mean for distributions that are not 
strongly skewed in this way. 

duration of the vowel in tokens of 'a' and 'the' in s10 interview (ms)
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Figure 8.7. Histogram of measured durations of ə in all 
tokens of the words a and the in the interview with talker s10 
in the Buckeye Speech Corpus. The mode is 35ms, the 
median is 42ms, and the mean is 63.4ms.

Figure 8.8. Waveform plot of the sentence that includes one 
of the longest tokens of the vowel ə (which here is the word 
a) in the interview with talker s10 in the Buckeye Speech 
Corpus.

8.8. Stability of mean and median for 
symmetrical distributions
We mentioned above that the three different measures of cen-
tral tendency are very similar to each other whenever there is 
a single, clearly defined peak near the middle of the distribu-
tion.  For example, in Figure 8.4, the mean, the median, and 
the mode are all within 10 ms of each other. This is a conven-
ient fact, because it means that the mean or the median can be 
used instead of the mode in such cases, particularly if the sam-
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ple size is large enough. More specifically, the mean and the 
median will both be fairly close to the mode, and also fairly sta-
ble across samples, given a large enough sample size. This is 
because outliers are likely to be distributed evenly between 
the regions to the left and to the right of the peak in the cen-
ter. 

This is illustrated in Figure 8.9, which shows the results of a 
simulation study that we did using the duration data for the 
1668 vowels in the Hillenbrand et al. dataset as the “popula-
tion” from which samples are drawn. The study had two parts. 
In the first part, we simulated the results of taking very small 
samples from this population. Specifically, we took 1668 sub-
sets of the dataset, with each subset including a random sam-
pling of five of the original vowel tokens. In the second part, 
we simulated the results of taking much larger samples from 
this population. Specifically, we took another 1668 subsets of 
the dataset, this time with each subset including a random 
sampling of 500 of the vowels. For each of these 1668 * 2 = 
3336 samples, we calculated the sample mean and the sample 
median. 

For reference, the top panel of Figure 8.9 shows the original 
duration values that we are treating as the population from 
which we’ve sampled. The figure uses the same bin size as in 
Figure 8.4, but shifts the bin edges so that the line for the 
mode is the same as the median value. (Compare the dotted 
black line to the solid gray line.) Again, the mean and median 
values for the entire dataset are 274.6727 and 271, respec-
tively. (See the solid black line and the dashed black line, 

which are the same values as the solid and dashed lines in Fig-
ures 8.4, 8.5, and 8.6.) 

In the second panel, then, we plot a histogram of the means 
and the medians of the 1668 small samples of the data – i.e., 
of the random subsets which include 5 vowel durations. And 
in the third panel, we plot the means and the medians of the 
1668 large samples – i.e., the random subsets which include 
500 vowel durations. As the figure shows, the mean values of 
the samples cluster around the population mean, although the 
values are more variable for the small samples. Similarly, the 
median values of the samples cluster around the population 
median, although again, the values are more variable for the 
small samples. As the simulation shows, so long as the origi-
nal population has a fairly symmetrical distribution with a sin-
gle marked peak in the middle, the median value and the 
mean value of samples drawn from the population will be simi-
lar and will be fairly close to the central values of the popula-
tion. This is especially true for large samples. 
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Figure 8.9. Histograms of the 1668 original vowel durations from 
Hillenbrand et al. (1995) plotted using bins that place the mode at 
the median (top panel), and of the sample means and sample 
medians from a simulation study in which 1668 small samples 
(middle panel) and 1668 large samples (bottom panel) were drawn 
from the original vowel durations.

8.9. Asymmetrical distributions
As the above discussion suggests, one of the reasons why you 
might want to think carefully about which number to choose 
as your measure of central tendency is that the distribution 
may not be symmetrical around the center that you are most 
interested in. Toward the beginning of this chapter we gave an 
example of a fairly symmetrical distribution. All of the values 
plotted in Figure 8.2 and again in Figures 8.4 and the top 
panel of Figure 8.9 are durations of the longer stressed vowels 

in the carefully pronounced h__d words that were elicited in 
the Hillenbrand et al. (1995) study. The shortest vowel token 
in this figure is 111 ms. So, the distribution of observations in 
Figure 8.4 is fairly symmetrical around the mode, with the 
tail of the mountain of values on either side sloping off at 
about the same rate. 

In Figure 8.7, by contrast, the mode is at a much lower value, 
and the tail to its left falls off much more steeply. This is be-
cause the values plotted in Figure 8.7 are measured durations 
of tokens of the reduced vowel ə, most of which are considera-
bly shorter than the shortest vowel in the Hillenbrand et al. 
study. That is, the majority of the tokens are good typical ex-
amples of this reduced vowel. As we saw from the time plots 
in Figure 8.1, this reduced vowel can be reduced to the point 
of being effectively deleted. But such a vowel cannot be re-
duced to a negative duration. So there is a hard limit on what 
values are possible to the left of the mode. On the right, how-
ever, there is a much softer limit. The values in Figure 8.7 in-
clude the durations of a good number of tokens that are 
drawn out as the speaker hesitates and searches for words. 
And, as we can see from Figure 8.8, this drawing out can go 
on for a fairly long time.

We can refer to the constraints on how short a vowel can be as 
a boundary condition on the distribution. You can appreci-
ate the effect of this boundary condition by comparing the 
shapes of the histograms in Figures 8.4 and 8.7. Because vow-
els cannot be shorter than 0 ms, all but a handful of the un-
stressed ə vowel durations in Figure 8.7 are squeezed into the 

270



range between 0 and 120 ms, which would have been the 
range that would be covered by the first 4 bins if we had used 
the same bin width that we used in Figure 8.4. Even though 
vowels cannot be shorter than 0 ms, however, vowels can be 
much longer than 0 ms, so the x-axis range for Figure 8.7 has 
to extend as far to the right as for Figure 8.4, to include the 
outlier values that are longer than 120 ms. By contrast, all but 
one of the stressed full vowels in Figure 8.4 is longer than 120 
ms, and the typical vowel in this dataset is considerably 
longer. So the histogram in Figure 8.4 is much more symmetri-
cal than the histogram in Figure 8.7 because the boundary at 
0 ms for the minimum possible duration is much further away 
from the average values. In short, a boundary condition has a 
greater effect when the boundary is nearer to where most of 
the values fall in the distribution.

As we said in Chapter 3, we use the terms skew and skewed 
to describe an asymmetrical like the one in Figure 8.7. The di-
rection of the skew refers to the relative lengths of the two 
tails. In a distribution that has negative skew (i.e., a distri-
bution that is skewed left) the tail of values that are lower 
than the value at the peak (i.e., the left-hand tail) is longer 
than the tail of values that are larger than the value at the 
peak (i.e., the right-hand tail). In a distribution that has posi-
tive skew (i.e., a distribution that is skewed right), the 
right-hand tail of values that are larger than the peak is longer 
than the left-hand tail, which tends to skew the mean to the 
right, or to a higher (or more positive) value. The histogram in 
Figure 8.7 has positive skew. In histograms such as this, the 
median and mean tend to be to the right of the mode. (In a dis-

tribution that has negative skew, on the other hand, the mean 
value tends to be less than the median value, which in turn 
can be less than the mode.) So, in Figure 8.7, the solid line 
(for the mean) is to the right of the dashed line (for the me-
dian), and the dashed line is to the right of the dashed-dotted 
line (for the mode). By way of comparison, the histogram in 
Figure 8.4 is much more symmetrical. As a result, the mode, 
mean and median are all very similar. In fact, they are all be-
tween 250 ms and 280 ms. In a symmetrical distribution, the 
mode and median are somewhat less sensitive to bin size, and 
the mean is less likely to be pulled around by outliers. 

8.10. Distributions with multiple peaks
Another thing that affects whether the three measures of cen-
tral tendency are close to each other is the degree to which 
there is a single clear peak. Sometimes, some factor may differ-
entiate token measurements, so that they have more than one 
peak. For example, if we plotted the population of both men 
and women’s height measurements together, there would be a 
peak for the men, and a peak for the women, with some over-
lap of shorter men and taller women. The distribution of all 
the measured vowels’ durations in Figure 8.4 shows a single 
broad peak. By contrast, the values plotted in the histogram in 
Figure 8.10 show two very clearly different peaks, although 
the one at the shorter value (the bar centered at 205 ms) is a 
bit higher than the one at the longer value (the bar centered at 
295 ms). This histogram shows the measured durations of just 
a subset of the vowels produced by the speakers in the Hillen-
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brand et al. (1995) study. Specifically, it shows the durations 
only for the vowel ʌ in the word HUD (abbreviation for the US 
Department of Housing and Urban Development) and for the 
vowel ɔ: in the word hawed (past tense of haw, as in the 
phrase hemmed and hawed). The two peaks are a result of the 
“inherently short” vowel ʌ having a generally shorter duration 
than the “inherently long” vowel ɔ:. Since the left-hand peak 
is the taller one, if we chose it as a single modal value, then we 
would have to say that the duration of the vowel ɔ: is atypical. 
However, that peak at 295 ms is actually closer to the mean 
and median, both for this subset of vowels and for all of the 
vowels in this study, as shown in Figure 8.4. 
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Figure 8.10. Histogram of measured durations of the 
tokens of the “short” vowel ʌ and of the “long” vowel ɔ: 
produced by the speakers in the Hillenbrand et al. (1995) 
study.
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Figure 8.11. Same values as in Figure 8.10, but with the 
distributions for the two vowels plotted separately and 
means, modes, and medians calculated separately for each 
histogram.

When there are two clear modes in this way, it may be more 
appropriate to say that both peaks are measures of central ten-
dency, but for different subsets of the population. That is, 
the distribution is bimodal. In this case neither the mean 
nor the median of the overall population may be a very sensi-
ble measure of central tendency. Instead we may want to calcu-
late the mode, the mean, and the median separately for the 
two different subsets, as shown in Figure 8.11. This figure 
shows a histogram of the durations of the “long” vowel ɔ: in 
gray (in tokens of the word hawed), and a separate overlaid 
histogram of the durations of the “short” vowel ʌ in diagonal 
black stripes (in tokens of the word HUD), each with its own 
mean, median, and mode. In this plot, the peak at the longer 
durations is shifted to the right, centered at 325 ms, and 
within each group, the mean and median both cluster near to 
the mode for its group. The median values are 215 ms for the 
“short” vowel ʌ as compared to 318 ms for the “long” vowel ɔ:, 
and the mean values are 223.6 ms for the “short” vowel as 
compared to 316.2 ms for the “long” vowel. So, on average, ʌ 
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is 92.6 ms shorter than ɔ:. In Chapter 11, you will learn how to 
tell if this is a significant difference by using a statistical 
method known as the t-test. For now, you can just say that it 
is a pretty big difference, and that the vowels seem to repre-
sent two populations rather than one.

8.11. Answering the research question
At the beginning of this chapter, we posed the question: Why 
does the reduced vowel ə seem more similar to the vowel ʌ 
than to vowels such as ɑ: and ɔ: that Ladefoged transcribes us-
ing the IPA symbol for an inherently “long” vowel? We won-
dered whether this was because the most typical duration for 
the vowel ʌ might be somewhat shorter and closer to the typi-
cal duration of the vowel ə. To test this possible explanation, 
we applied measures of “central tendency” to several samples 
of vowel duration data. 

One sample of durations was for ə vowels measured in all of 
the tokens of the words a and the in an interview from the 
Buckeye Speech Corpus. We saw that these ə durations varied 
considerably, because the two words occurred in many differ-
ent positions in the interview, including positions where the 
speaker seemed to be having a bit of difficulty finding the 
right following word and drew out the “little word” as he hesi-
tated. Overall, however, the measured durations of these to-
kens of ə tended to be short. The median value for the histo-
gram in Figure 8.7 was only 42 ms. 

Two other samples were subsets of vowel duration measure-
ments, for two different stressed vowels extracted from care-
fully pronounced h__d words for the Hillenbrand et al. study. 
These vowel tokens were a much more homogeneous set, be-
cause they were all produced in the same context of “lab 
speech” where the experimenters had the speakers rehearse 
the words beforehand to make sure that they knew the words 
and pronounced them clearly and fluently. In fact, the experi-
menters had the speakers repeat any words that were not pro-
nounced fluently and carefully. Because of these properties of 
the sample, the histogram of the durations of all twelve vowel 
types showed a single clear peak, with strongly symmetrical 
tails. 

When just the two vowels ʌ and ɔ: were plotted, however, the 
histogram showed a bimodal distribution.  Moreover, when 
measures of central tendency were applied separately to the 
tokens of these two vowels, the mode, mean, and median were 
all shorter for ʌ than for ɔ:, just as we might expect from Lade-
foged’s transcription of the first as an unadorned “short” 
vowel and of the second as a “long” vowel marked by adding 
the IPA symbol for a distinctively long sound. These differ-
ences between the two vowel durations in all the three types of 
“average” value could be interpreted as evidence for our sug-
gested explanation of why ə is identified sometimes as a 
“weak” version of the ʌ vowel, rather than as a “weak” version 
of ɑ: or ɔ:.

8.12. Summary
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Because many of the numerical variables that we are inter-
ested in reflect the complicated accumulation of many differ-
ent random events, their values often tend to gravitate toward 
the middle of the range of possible values. Measures of central 
tendency such as the mode, the median, and the mean can be 
a good way of capturing this tendency, and of giving a number 
to represent the center of the distribution. When the distribu-
tion of a variable has a single pronounced peak, and the tails 
of the distribution on either side of this peak are similar, the 
mode, median, and mean are more similar to each other. 
When there is a single peak but the distribution is skewed, the 
mean can be quite different from the median and the mode. 
Boundary conditions at the edges of the range of possible val-
ues can lead to a more or less pronounced skew, depending on 
whether the majority of measurements occur close to this 
boundary condition. When there is more than one obvious 
peak, then the mean and median can be unrelated to the mo-
dal value for either peak. In such cases, it may make more 
sense to calculate measures of central tendency separately for 
identifiably different subsets of the data.

Summary of key terms:
Mode: The most frequently observed number in a distribu-

tion that has a single clear peak, or the x-axis value for 
the tallest bar in a histogram.

Mean: The sum of all the observed values, divided by the 
number of observations e.g., the “average”: 

1
n

n

∑
i=1

xi

Median: The value that splits the distribution into two 
equal halves; the middle value in an ordered vector. 

Symmetrical distribution: Single peak, with the tails 
about equally long. Mode ≈ mean ≈ median.

Negative skew (a.k.a. left-skewed): Left-hand tail is 
longer; mean < median ≤ mode.

Positive skew (right-skewed): Right-hand tail is 
longer; mean > median ≥ mode. 

Bimodal distribution: The distribution has two clear 
peaks, providing two modes, and suggesting two distinct 

8.13 R code
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R code and exercises

8.13. R code
In this section, we’ll pull together some the bits of R code 
from the R Notes that we put into the text and show you how 
to recreate the histogram in Figure 8.4. A copy of this R note 
is saved inside a script that is called Chapter08.R and can be 
found in the list on the course website, at 
http://hdl.handle.net/1811/77848, or individually at 
http://kb.osu.edu/dspace/bitstream/handle/1811/77848/Cha
pter08.R.

The first thing you need to do is to download the 
vowdata.dat file from Jim Hillenbrand’s web page. The 
data file is available at 
http://homepages.wmich.edu/~hillenbr/voweldata.html. To 
download it, right-click (or control+click on an Apple de-
vice) on the Coarse sampling link and select the “Save link 
as…” option. (There is also a Readme.txt file at that you may 
want to look at to see what the different columns in the data 

file contain. You can download the actual audio recordings 
from this page, too. They are in the files kids.zip, men.zip, 
and women.zip.) Or you can just download the 
Ch08.Textfile2.txt file from the course website 
(http://kb.osu.edu/dspace/bitstream/handle/1811/77848/Ch
08.Textfile2.txt), which is a copy of the vowdata.dat file. 
Once you have got this file, open R and set the working direc-
tory to the folder where you put the vowdata.dat or 
Ch08.Textfile2.txt file. (If you don’t remember how to 
do this, check part 4 of Section 0.8 of the preface to this 
book.) Then read the data into a data frame with the 
read.table() function, using the skip argument to skip 
over the 30 lines of explanation at the top of the file. Add the 
specification of [,2] (i.e., comma followed by 2 enclosed in 
indexing brackets) to extract just the numbers in column 2, 
which is the vector of durations. Use the = operator to assign 
this vector of numbers to the variable durations. 

durations = read.table(  
 "Ch08.Textfile2.txt", skip=30)[,2]

The indexing brackets let you refer to just one, or just a few of 
the elements in an object like a data frame or a vector. For a 
vector, there is one indexing number that returns that ele-
ment of the vector. For example, the following command re-
turns the third number in the durations vector. 

durations[3]
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For a data frame, where there are rows and columns, there are 
two possible indexing numbers separated by a comma. The 
number before the comma indexes the row. For example, the 
following command would give you just the 4th row of the 
data frame that is read in with the read.table() command 
above.

read.table("Ch08.Textfile2.txt",  
 skip=30)[4,]

The number after the comma is the column number. So the 
[,2] in the first command above means “Give me just col-
umn 2.” But if you wanted the pitch values (from the third col-
umn) instead of the duration values, you would specify the 
third column, like this:

read.table("Ch08.Textfile2.txt",  
 skip=30)[,3]

Once you have the vector of durations, you can use the 
hist() function that you learned about in Chapter 3 to make 
a histogram of these durations, with the values grouped into 
17 bins that are 30 ms wide and go from 40 ms at the left to 
530 ms at the right. Use the = operator to assign the vectors of 
numbers that the hist() command produces to the variable 
Figure8.4. 

Figure8.4 = hist(durations,  
 breaks=seq(40,530,30))

Use the $ operator to see the mids and the counts vectors in 
the Figure8.4 variable.  These show you how R groups the 

data to make the histogram. The vector mids is the series of 
values for the midpoint of each bin, and counts shows you 
how many tokens are in each bin.

Figure8.4$mids

Figure8.4$counts

You should be able to see from the numbers that are returned 
that the 8th bin is the one with the most tokens. You can verify 
this using the which.max() function, like this:

which.max(Figure8.4$counts)

This should return the value 8, which you can then place in 
the [] indexing brackets, like this:

Figure8.4$counts[8]

Figure8.4$mids[8]

The first of these commands should return the following value 
for the number of tokens in the bin that has the most tokens 
— i.e., the number of tokens in the tallest bar in the histo-
gram:

[1] 289

The second of these commands should return the following 
value for the mode — i.e., the center value of the bin that is 
represented by the tallest bar:

[1] 265
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Notice also that the indexing bracket gives you a way to refer 
to the mode, once you know which bar is the one that corre-
sponds to the maximum count. 

Now use the mean() and median() functions to calculate 
the other two measures of central tendency, like this.

mean(durations)

median(durations)

These commands should give you the following values:

[1] 274.6727

[1] 271

The abline() function lets you draw a line on your histo-
gram. The v argument specifies where a vertical line should go 
(using an argument of h would draw a horizontal line at the 
specified value). For example, to draw a line at the mean 
value, type one or the other of the following:

abline(v = 274.6727)

abline(v = mean(durations))

The lty command tells abline() to draw line types other 
than a solid line. For example, lty=3 draws a dotted line. So 
either of the following would draw a dotted line for the me-
dian, as in R Note 8.4 and 8.5:

abline(v = 271, lty = 3)

abline(v = median(durations), lty=3)

Similarly, lty=2 draws a dashed line. So either of the follow-
ing would draw a dashed line at the mode, as in R Notes 8.2:

abline(v = 265, lty=2)

abline(v = histogram$mids[8], lty=2)

Finally, some esthetics… Remember that you can use the 
box() function to draw a box around your histogram. You 
can specify main="" with a blank space between the quota-
tion marks as an argument to the hist() function if you 
don’t want a main title at the top, and you can use the xlab 
argument to give the histogram a different x-axis label, like 
this. 

Figure8.4 = hist(durations,  
 breaks=seq(40,530,30), main="",  
 ylim=c(0,350), xlab="duration of vowels  
 in Hillenbrand et al. (ms)")

8.14. Exercises
1.  a. Pick 10 Germanic languages and 10 Romance lan-

guages and find out the number of vowels in each of 
these languages. You can find this information in 
Wikipedia.

b. Compare the Germanic and Romance languages: 
Calculate the mode, mean, and median size vowel in-
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ventory for the Germanic languages and for the Ro-
mance languages.

c. Which language family has more vowels? That is, 
which language family has a larger average vowel in-
ventory? Germanic? Or Romance?

2.   The following vectors show the series of durations (in 
ms) of the seven sounds in each of the three tokens of 
the word absentee (which has the dictionary form 
æbsənti) that occurred in the first five seconds of the 
conversation with talker s02 in the Buckeye Speech Cor-
pus. 

 token 1 = { 111, 15, 106, 30, 60, 71, 129 }

 token 2 = { 203, 30, 87, 23, 50, 30, 96 }

 token 3 = { 92, 24, 110, 22, 64, 50, 114 } 

Note that the first and third tokens of this word absentee 
were produced in isolation, as one-word answers to a ques-
tion, whereas the second token was produced in the context 
of the sentence We did …  absentee voting, and there was a 
noticeable hesitancy pause between the words We did and 
the word absentee voting. 

a. Make a time plot of the durations for the series of 7 
sounds in each of the three tokens of the word absen-
tee, as we did for the word government in Figure 8.1. 
(Look back to Chapter 3, especially part 1 of section 
3.8, to refresh your memory of time plots.)

b. Calculate the mean and median durations for the 
sounds in each of the 3 tokens of absentee above. 
Then answer the questions in c and d below. 

c. How long is the longest sound in each of the three to-
kens? How much longer than the median duration is 
this longest sound? 

d. Which of the three tokens of absentee that talker s02 
said has the shortest mean duration for the 7 sounds 
in this word? Which has the shortest median dura-
tion? If someone asked you to say which token had 
the shortest average sounds, would your answer be 
same whichever measure of central tendency you 
used as an “average”?

3.  Calculate the mean and median for each of the 3 sets of 
data in a, b, and c. Then answer the questions in d. 

a.  The following vector lists the durations (in ms) of all 
of the tokens of the vowel sound æ that occurred in 
the first syllables of the 3 tokens of absentee in Exer-
cise 1, and in 24 other word tokens that were pro-
duced in the first five seconds of the conversation 
with talker s02 in the Buckeye Speech Corpus. 

 { 80, 116, 118, 80, 197, 60, 54, 84, 115, 163, 41, 168, 
194, 103, 121, 123, 41, 40, 149, 82, 159, 36, 151, 111, 
100, 203, 92 }
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b.  The following vector lists the durations (in ms) of all 
of the tokens of the vowel sound ə that occurred in 
the second syllables of the 3 tokens of absentee and in 
40 other word tokens in the first five seconds of the 
conversation with talker s02.

 { 35, 74, 43, 42.826, 68, 46, 33, 35, 32, 57, 36, 40, 80, 
30, 29, 23, 19, 32, 57, 26, 83, 92, 30, 39, 50, 57, 30, 
26, 55, 43, 34, 53, 40, 81, 107, 47, 32, 30, 39, 23, 30, 
19, 22 }

c. The following vector lists the durations (in ms) of all 
of the tokens of the vowel sound i: that occurred in 
the third syllables of the 3 tokens of absentee and in 
37 other word tokens in the first five seconds of the 
conversation with talker s02.

 { 79, 105, 31, 210, 430, 58, 80, 40, 49, 50, 171, 135, 
80, 31, 46, 102, 50, 40, 47, 48, 67, 60, 30, 90, 48, 109, 
99, 71, 90, 73, 74, 90, 129, 37, 50, 56, 46, 96, 30, 114 }

 Note that the fourth token of this vowel is in a token 
of the word the that is prolonged as the talker hesi-
tates and searches mentally for the next word. So it is 
pronounced as ði: (i.e., with the same vowel as in see) 
instead of as the more usual reduced form ðə.  

d. Which of the three vowel types in a, b, and c shows 
the biggest difference between the mean value and 
the median value that you calculated? Why does it 
have this difference? 

4. Use the R code in section 8.12 to reproduce the histo-
gram of vowel durations in Figure 8.4. Then adapt the 
code by specifying different vectors for the breaks argu-
ment, to reproduce the histogram in Figures 8.5, with 
different bin sizes, and 8.6, with the bin edges beginning 
15 ms earlier. 

5. In this exercise, you will compare the distributions of 
spelled word lengths in the same three samples that you 
compared in Exercise 4 of Chapter 2. 

a.  Read in the data for the Hoosier Mental Lexicon, 
(Ch02.Textfile2.txt or 
Ch08.Textfile1.txt) and calculate a vector of 
word lengths, just as you did for the exercise in Chap-
ter 2. Adapt the R code in section 8.12 to calculate the 
mode, the mean, and the median. Also make a histo-
gram and draw vertical lines at the different values, to 
reproduce Figure 8.3. 

b. Then do the same things for the word lengths in Ca-
ronna’s list of “My Big Words” 
(Ch02.Textfile3.txt) and for the word lengths in 
the title and first four paragraphs of Lederer’s “The 
Case for Short Words” (Ch02.Textfile1.txt) — 
i.e., reproduce Figures 2.3 and 2.4 from Chapter 2, 
but without the gaps between the bars and with verti-
cal lines at the mode, the median, and the mean. 
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c. What values did you calculate for the mode, mean, 
and median for each of the three histograms? Are any 
of these values not a possible word length? Which 
one(s)? 

d. Which of the three histograms is the most symmetri-
cal? Which distribution is the most asymmetrical? Is 
the most asymmetrical one left skewed or right 
skewed? Why is there this skew? And why are the 
three samples different in the degree to which they 
are skewed? 

6. As noted in the top part of the Ch08.Textfile2.txt 
file, the third column of the file contains the fundamen-
tal frequency values (i.e. the “voice pitch” values) for this 
database of vowels in h__d words produced by speakers 
from the Northern Cities dialect region for the Hillen-
brand et al. (1995) study. The pitch value for each token 
was measured approximately in the middle of the vowel. 
In this exercise, you will look at the distribution of pitch 
values in these vowels, and try to understand the pattern 
that you see. 

a. Read in the Ch08.Textfile2.txt file again, but 
this time take just the 3rd column and assign it to a 
variable called pitches instead of to a variable 
called durations, like this: 

 pitches = read.table("Ch08.Textfile2.txt",  
  skip=30)[,3]

b. Make a histogram of these pitch values, using the set 
of bins that R will assign by default, like this:

  histogram = hist(pitches)

c. Look at the vector of bin edges that R assigned, like 
this:

  histogram$breaks

 What is the bin size? What is the lowest and highest 
value that R looked for in setting up these bins? What 
would you specify as the arguments for the seq() 
function to recreate this vector of bin edges as the 
value for the breaks= argument of the hist() func-
tion?  

d. Use the abline() command to draw a solid vertical 
line at the mean of the histogram and a dotted verti-
cal line at the median. Also draw a dashed vertical 
line at the center of the tallest bar in the histogram. 
Where is this tallest bar in the histogram relative to 
the two measures of central tendency? 

e. What is the shape of the distribution? Is there just one 
clear mode? If there are two peaks, what is the loca-
tion of the lower peak? Why do you think the histo-
gram has the shape that it does? (Hint: The 139 speak-
ers for this data base included 45 adult men, 27 boys, 
48 adult women, and 19 girls.) 
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7. In this exercise, we will look at the vowel inventories of a 
large sample of languages. The languages we will look at 
are the 451 languages in Ian Maddieson’s UCLA Phonol-
ogical Segment Inventory Database (UPSID). The main 
research question we want to answer in this exercise is: 
What is an average vowel inventory size? Peter Ladefo-
ged says on pages 36 and 37 of Vowels and Consonants 
that “many languages have the five vowels a, e, i, o, u.” 
He goes on to say: “These vowels are as auditorily dis-
tinct as any five vowels can be.” Being auditorily distinct 
makes these vowels very effective for distinguishing 
words. As a result, many languages use them. The num-
ber of vowels in a given language is influenced by a vari-
ety of other factors, too, just as a person’s height is influ-
enced by many factors. For example, a language that has 
many consonants may not need as many vowels to distin-
guish words. A language that has many short words may 
need more vowels to distinguish words. As a result, we 
might suspect that the number of vowels for a sample of 
languages will cluster around some middle value. And 
we might also suspect that having very few vowels, say 
just one, may make it difficult for a language to create as 
many different words as needed. But having very many 
vowels, say thirty, will make it very hard to distinguish 
some of those vowels. Thus, the “ideal” number of vow-
els will be somewhere in the middle. From the web page 
for this textbook, download the data file 
Ch08.Textfile3.txt (http://kb.osu.edu/dspace/  
bitstream/handle/1811/77848/Ch08.Textfile3.txt) 

which is a table of sound inventories for 451 languages, 
and use it to do the following things:

a. Use the Ch08.Textfile3.txt file to make a histo-
gram of the vowel inventory sizes of the 451 lan-
guages in the UPSID database.

b. Look at the histogram. Is it symmetrical or skewed? If 
it is skewed, is it skewed left or right? 

c. What is the mode of the histogram? That is, what is 
the most common vowel inventory size?

d. Use R to calculate the median and mean vowel inven-
tory size. How do these numbers compare to the 
value you calculated for the mode? 

e. Is the mean vowel inventory size a possible vowel 
inventory size? Explain your response in terms of the 
data type. 

f. Try to explain the patterns that you describe in b and 
d in terms of what you know about possible vowel in-
ventory sizes. Are there boundary conditions? 

g.  Also, summarize by relating what you see back to the 
main research question. How well does Ladefoged’s 
generalization hold up in this data set?
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8.15. References and data sources
The numbers in Figures 8.1 and 8.7 and in Exercise 1 and the 
waveform in Figure 8.8 are all from the Buckeye Speech Cor-
pus, and specifically from the data in the Tyson (2005) study, 
both of which were described in Chapter 3. The numbers in Ta-
ble 8.2 and Figure 8.3 are from the Hoosier Mental Lexicon, 
which was described in Chapter 2. See the references in those 
two chapters.

The quotations from Ladefoged and the IPA symbols in Table 
8.1 are from his book:

Peter Ladefoged (2005). Vowels and Consonants: An In-
troduction to the Sounds of Languages. 2nd Ed. 
Blackwell. 

The numbers in Table 8.3 and in Figures 8.2, 8.4, 8.5, 8.6, 
8.9, 8.10, and 8.11 are from the Northern Cities vowel study 
described in:

James Hillenbrand, Laura A. Getty, Michael J. Clark, 
and Kimberlee Wheeler (1995). Acoustic characteris-
tics of American English vowels. Journal of the Acous-
tical Society of America, 97 (5), 3099-3111. 

The data for this table and these figures can be downloaded 
from:

http://homepages.wmich.edu/~hillenbr/voweldata.html 

The UPSID data that you used in Exercise 7 are from:

Ian Maddieson and Kristin Precoda (1990). UPSID-PC. 
The UCLA Phonological Segment Inventory Data-
base. (Data on the phonological systems of 451 lan-
guages, with programs to access it.) Downloaded 
from the UCLA Phonetics Lab Software page. 

UPSID-PC is an MS-DOS program for accessing the database 
of languages and their phoneme inventories that appeared in 
print in:

Ian Maddieson (1984). Patterns of Sounds. Cambridge 
University Press. 

See the references in the book or in the individual language 
files in UPSID-PC for the sources of information on the spe-
cific languages.
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