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7.1. If ð falls out of the conversation in a 
Buckeye forest, does it still count as a sound?
In Chapter 2, when we first talked about the relative size of dif-
ferent types of words (e.g., “big words” versus “four-letter 
words”), we looked at the distributions of two variables: an or-
dinal categorical variable that assessed relative familiarity and 
a numerical variable that counted the number of letters in the 
spelled forms of words. We found that words in a sample of 
“big words” mostly belonged to the “unfamiliar” or the “ob-
scure” category, and they tended to have more than 4 letters 
in their spelled forms, whereas words in a sample of “small 
words” mostly belonged to the “familiar” category, and tended 
to have around 4 letters in their spelled forms. This number of 
letters typically corresponds to a length of 3 sounds, the num-
ber of sounds in a CVC syllable, which is the most common syl-
lable type for one-syllable words of English.

In chapter 3, we further explored relative size using a continu-
ous numerical variable. After noting that several very frequent 
words and phrases have contracted pronunciations which are 
shortened by deleting whole sounds from the full form, we 
evaluated the claim that there are less extreme processes of re-
duction that result in shorter pronounced forms even for 
words that don’t have official contracted forms. We evaluated 
this claim by comparing the measured physical durations of 
word tokens in a context where they might be momentarily 
more “obscure” (i.e., less predictable by virtue of being used 
for the first time in a recorded conversation) to durations of 
other tokens of the same words in contexts where they might 

be momentarily more “familiar” (i.e., more predictable by vir-
tue of having been introduced in an earlier part of the conver-
sation). 

In this chapter, we’ll explore relative size another way, by look-
ing at how individual sounds can be reduced. Specifically, 
we’ll examine some different ways of pronouncing the conso-
nant sounds that are typically spelled with the ‘th’ digraph in 
English. We will compare distributions of a categorical vari-
able of pronunciations of these sounds. The variable has types 
ranging from a very slow careful pronunciation where the ‘th’ 
spells one of the consonant sounds ð, as in them, or θ, as in 
thin, to a very quick reduced pronunciation where the target ð 
or θ is deleted outright. Before we specify all of the types of 
this categorical variable, though, let’s first explain what we 
mean when we set up types for various possible pronuncia-
tions of a target consonant sound in different tokens of the 
same word. 

When we think of a word’s pronunciation, we usually think of 
a “formal” or “careful” pronunciation — what’s often called 
the “dictionary form” of the word. For example, we think of 
the word them at the end of the sentence We saw them as hav-
ing the pronunciation ðɛm. This dictionary form is a CVC syl-
lable containing three pronounced sounds: the voiced dental 
fricative ð, which is the same voiced ‘th’ sound as in the and 
though, the vowel ɛ, which is the same sound as in careful pro-
nunciations of words such as less and shed, and the consonant 
m, as in home and room. So we can define the target sound ð 
as the voiced dental fricative that is pronounced at the begin-
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ning of ðɛm, ðə, and ðoʊ, which are the dictionary forms of 
these three words. 

In everyday conversational speech, however, we often pro-
nounce words more casually and quickly. Instead of We saw 
them, we might say We saw dem – pronouncing them as dəm 
instead of as ðɛm. In this pronunciation, the ð has been re-
duced to the shorter d sound that we hear in words such as 
sodden, and the vowel has been shortened to what Peter Lade-
foged (2005, p. 29) calls “the small, indistinct sound that oc-
curs in the usual pronunciation of many little words, such as 
a, the, to, at.” And an even more casual pronunciation is to 
say We saw ’em or even We saw’m. – i.e., pronouncing the 
them as əm or just as m. Shortening the pronounced form in 
this way involves deleting the initial consonant entirely and 
possibly the vowel as well.  In terms of the target initial ð con-
sonant, then, there are at least two different ways of making a 
more or less reduced pronunciation. 

Note that this ð sound is different from the consonant sound 
θ, which is the voiceless dental fricative that is pronounced at 
the beginnings of θɪn, θɪŋ, θʌm, and θiətər, which are the dic-
tionary forms of the words thin, thing, thumb, and theater, re-
spectively. However, both the voiced and voiceless fricative 
can be reduced in analogous ways. That is, in casual pronun-
ciations of words beginning with either target consonant, ‘th’ 
may spell an alveolar stop, as in them pronounced dem (i.e., 
dəm instead of ðɛm) or thing pronounced ’ting (i.e., tɪŋ in-
stead of θɪŋ). We will call this type of casual pronunciation of 
the consonant replacement, because the pronunciation of ‘th’ 

that the dictionary lists is replaced by a different pronuncia-
tion of ‘th’. Alternatively, ‘th’ may not be pronounced at all, as 
in them pronounced ’em or thing pronounced ’ing. We will 
call this type of casual pronunciation of these words dele-
tion. Here are some examples:

(1) Examples of ð and θ reduction from the Buckeye 
Speech Corpus:

a. …I hate dat, like, all the work that you do is like re-
duced to like one letter…

b. …it doesn’t matter how you treat people an’ ’en it’s 
all about the bottom line…

c. …a liberal arts ’ing…

(You can download more examples like these from the 
course website)

Another difference between these two target sounds is that 
they tend to occur in different types of words. The voiced den-
tal fricative, ð, often occurs at the beginning of function 
words. Function words are words that fulfill a grammatical 
function in a sentence, instead of conveying the type of infor-
mation which a verb, noun, or adjective can convey. Examples 
include the article the, the preposition than, the pronouns 
they and them, and the adverbs of time and place then and 
there. The voiceless dental fricative θ, on the other hand, 
mainly occurs in content words. These are words that pro-
vide more specific semantic content; that is, they give specific 
information about the action or actors in a sentence. Exam-
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ples include the verbs think, throw, threaten, the nouns 
thumb, thistle, theater, the adjectives thin, thorough, thirsty, 
and so on.  

Function words are more common and more predictable than 
even the most familiar content words. This is because their 
use is determined more by the grammar of a language than by 
the specific message the speaker intends to convey. For exam-
ple, it is easy to determine that the word masked by a cough in 
the utterance transcribed in (2a) below is the, but we wouldn’t 
know that the word masked by a cough in (2b) is thin unless 
we had a lot of context. Common, predictable words may of-
ten be pronounced more casually, and less like the more for-
mal or careful pronunciation recorded in the dictionary, be-
cause we don’t need to hear them perfectly to understand the 
message of an utterance.

(2) a. The guidance counselor is even more worried 
about [COUGH] thin boys.

b. The guidance counselor is even more worried 
about the [COUGH] boys.

This leads us to our research question for this chapter: If func-
tion words are even more predictable than even the most fa-
miliar “small” content words, are they also spoken more often 
with a casual pronunciation? Relating this question specifi-
cally to our intended data set, we can ask: Is word-initial ð 
(which most typically occurs in function words) deleted or re-
placed by another shorter sound more often than word-initial 

θ (which more typically occurs in content words) is deleted or 
replaced? 

7.2. Using the probability distribution to 
evaluate the model
In order to figure out how to answer our research question, we 
can build on the simple examples from the chapters on prob-
ability and the binomial test, comparing a distribution of data 
to a model. So, first, we will briefly review these concepts, and 
use dice-rolling as a simple example that can help us get to 
more complicated questions. In the chapter introducing prob-
ability theory (Chapter 5), we saw how to use a distribution of 
relative frequencies as an estimate of the probability distri-
bution for the types of a categorical variable. In the chapter 
on the binomial test (Chapter 6), we saw how to use the bino-
mial distribution to estimate the expected value for a vari-
able that counts the number of trials in a sample in which a 
particular category (a “hit”) will be observed. As a reminder, 
for any given scenario, the probability distribution identifies 
the expected frequency of each possible outcome and shows 
us a pattern of expected frequencies. 

We saw, for example, that the probability distribution for a 
model of the expected number of times the  side will come 
up in a given number of rolls of the die is a binomial distribu-
tion with a peak at the number that is 1/6 of total number of 
rolls. Figure 6.1 in Chapter 6 illustrated this for 2, 3, 4, 5, 6, 7, 
and 12 rolls of the die, and Figure 7.1 illustrates this for 18 and 
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24 rolls of the die. There is a peak in the distribution around 
the outcome that is 1/6 of the number of times the die was 
rolled, and values near this peak are more likely than values 
further away. You can see the peaks at K=3 in panel (a) and at 
and K=4 in panel (b) of Figure 7.1. 

Figure 7.1. Probability distribution functions (modeled with 
binomial distributions) for the number of times that the   
side will come up (a) in 18 rolls or (b) in 24 rolls of a fair die.  

In Chapter 5, we saw that the probability distribution for a 
model of the number of dots that will surface when a fair die is 
rolled is a uniform distribution. That is, each side has a 
probability of 1/6 of landing on top, so there is no peak in the 
probability distribution function. Instead, the bars for the 
probabilities of the 6 different outcomes when plotted as a his-
togram are of uniform height. So if we roll a die sixty times, 
we expect each numbered side to surface about ten times 
each. The uniform distribution shown in the middle panel of 
Figure 7.2 is useful if the question that we’re asking is about 
the probability of a single outcome, such as the  face surfac-
ing on any given trial. And the binomial distribution shown in 

Figure 7.1 is useful if the question that we’re asking about is 
the compound probability of several such simple outcomes, 
such as the  face surfacing on 10 out of 30 trials. But how do 
we evaluate the validity of the underlying model as a whole? 
For example, suppose we’ve watched a shooter throw a die 30 
times, making bets with gamblers around a table, and the dis-
tribution of outcomes is the one shown in the bar plot on the 
left in Figure 7.2? None of the die faces shows up exactly 5 
times, and the deviation from this expected value is rather 
large for two of the die faces. Specifically, the  face of the die 
shows up far more often than we’d expect and the  face (the 
opposite side of a standard Western die) shows up far less of-
ten. 

Figure 7.2. Number of times out of 30 rolls of a die that 
each face of the die was observed (left). Number of times that 
each face of a die was expected to be observed if the sample 
perfectly matched the underlying distribution for a fair die 
(middle). The differences between the observed and expected 
counts (right).  

Our question at this point would not be one about any individ-
ual type of outcome, such as the probability of seeing a  in 
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10 out of the 30 rolls. Rather, we want to ask a more funda-
mental question: Is the die fair? When we ask this question, 
what we really want to know is, do the data fit the model? Are 
the observed outcomes for the number of “hits” for all six of 
the faces similar to the expected outcomes for that many 
throws of a fair die? Our initial model is that the die is fair. 
The expected distribution for a fair die is the uniform distribu-
tion shown in the middle bar plot in Figure 7.2. The bar plot 
on the right shows the difference between the observed 
counts, the numbers that the shooter actually rolled, and the 
expected counts, the numbers that we expect the shooter to 
roll if the die is fair. Given this pattern of differences, how can 
we decide whether to continue to accept the initial model of a 
fair die, or to reject that model, and accuse the shooter of us-
ing a die that is loaded? So, when we are asking whether the 
die is fair, we are asking whether the overall pattern of ob-
served counts shown in the plot on the left is similar enough 
to the expected distribution of counts shown in the middle to 
conclude that nobody tampered with the die to make it roll 
more s and fewer s than we would get just by chance.

7.3. Hypothesis testing [again]
We can state our question about the model as a pair of compet-
ing hypotheses: the null hypothesis, abbreviated H0, and 
the alternative hypothesis, abbreviated H1. Recall that 
the null hypothesis describes what we expect to happen “inci-
dentally” or by chance. The null hypothesis always describes 
the initial model, in this case, that the die is fair. The alterna-

tive hypothesis describes the conditions that would make us 
reject the initial model, in this case, the conditions that would 
make us say that the die is not fair. That is, the alternative hy-
pothesis usually describes a situation where something other 
than pure chance is at play. The box below shows some ways 
of phrasing the null and alternative hypotheses for the re-
search question, “Is the die fair?”

Null Hypothesis (H0):

• The die is fair: the distribution of the 30 observations across the 
6 types in the plot on the left in Figure 7.2 is a plausible pattern 
for a random sample from a uniform distribution.

• The die is fair: the differences that we see between the 6 
observed counts and the expected counts for a uniform 
distribution are not bigger than what we’d expect to see by 
chance.

Alternative Hypothesis (H1):

• The die is not fair: the probability of getting such a pattern in a 
sample of 30 observations from a uniform distribution is too 
small to accept the hypothesis that the die is fair. 

• The die is not fair: the differences between this pattern of 
observed counts and the expected counts for a uniform 
distribution are too big to call it incidental.

Notice that this alternative hypothesis does not actually give 
an alternative to the uniform distribution. All it claims is that 
the sample did not come from a uniform distribution, that is, 
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it did not come from the distribution that we would get by 
pure chance. There are so many possible alternative probabil-
ity distributions that it is virtually impossible to pick an actual 
alternative probability distribution. As we said in Chapter 6, if 
somebody added a weight to the  side of the die to make it 
roll  more often, then the exact alternative probability distri-
bution would depend on exactly how heavy the weight is. The 
heavier the weight, the more s we would expect. Not only is 
it often too difficult to state an exact alternative probability 
distribution, it is usually not our main concern: we don’t care 
how loaded the die is; we just care about whether it’s fair or 
not fair. So, in our null hypothesis we can state an actual prob-
ability distribution because we know what we’d expect if only 
chance is involved. But for our alternative hypothesis, we 
don’t state an actual probability distribution because we don’t 
know exactly how our probability distribution is affected if 
something (or multiple somethings) other than chance affects 
the outcomes. Therefore, we are not testing an alternative hy-
pothesis distribution, but rather testing our null hypothesis 
distribution against the observed distribution. 

7.4. The Chi-square goodness-of-fit test 
To decide whether to reject the null hypothesis, we will use a 
statistical test called the Chi-square goodness-of-fit test. 
The “Chi-square” (pronounced kaɪ skʷer) in the name refers 
to the fact that this uses a family of probability distributions 
called the Chi-square distribution. This distribution de-
scribes the probabilities of difference measures. The differ-

ence measures are the differences between observed and ex-
pected counts for each of the different types of a variable like 
the one in Figure 7.2. You can skip ahead to see what this kind 
of distribution looks like in Figure 7.3, but let’s first work 
through the logic of the 5 steps that we take in setting up the 
test and applying the Chi-square distribution. 

Since we’re using this test to decide whether or not to reject a 
null hypothesis, our first step is to choose a criterion value for 
making that decision. For example, we might choose to reject 
the null hypothesis (that the die is fair) if the test tells us that 
the probability that the observations fit the model (of a fair 
die) is less than α=0.05. (This is the same kind of decision 
that we had to make in applying the binomial test in Chapter 
6. We’ll review the idea below.)

Since the Chi-square distribution is the probability density 
function for a summary measure of the deviation between the 
observed and expected counts, the next step is to set up vec-
tors of these observed and expected counts for all of the cate-
gory types. Here it is important to emphasize that the Chi-
square goodness-of-fit test can only be used if our data are dis-
crete counts, that is, token counts for each of the types of a 
categorical variable. In our die example, the types are the six 
faces of the die, and the distribution of observed outcomes is 
shown in the left graph of Figure 7.2. This graph tells us the 
actual number of times that each face was observed. The distri-
bution of expected outcomes is shown in the middle graph of 
Figure 7.2. This tells us the number of times we expected each 
face of a fair die to come up. Once we are clear about what is 
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being counted, we can make a vector (that is, an ordered set) 
for each of the two sets of counts. These are the vector of ob-
served counts, abbreviated O, and the corresponding vector 
of expected counts, abbreviated E. The observed counts are 
the actual counts we saw, and the expected counts are the 
“ideal” counts for a fair die. And we want to find out if the dif-
ference between these two distributions of counts is greater 
than expected by chance. The observed and expected counts 
for the example from Figure 7.2 are shown in (3). 

(3) O=c(4,2,1,10,6,7)

  E=c(5,5,5,5,5,5)

This O vector tells us that  came up exactly 4 times,  came 
up exactly twice,  came up only once, and so on. E tells us 
that, for 30 total rolls, with a probability of 1/6 for each num-
ber, we expected to see  come up exactly 5 times,  come up 
exactly 5 times,  come up exactly 5 times, and so on. So, we 
expected a distribution of E=c(5,5,5,5,5,5), but what we ob-
served was the distribution O=c(4,2,1,10,6,7).

The third step is computing what’s called the Chi-square 
value (X2), which is the summary measure of the differences 
between O and E. Specifically, the Chi-square value is the sum 
of the squared differences between observed (O) and expected 
(E) values, divided by the expected value (E). The formula is 
in (4) and a step-by-step calculation for the observed values in 
(3) is worked out for you in (5) below. Recall that the ∑ (capi-
tal sigma) means “sum of”, so you should perform the calcula-
tion that follows ∑ on each of the six pairs of counts, then add 

the six values together. The rest of the formula then says, cal-
culate the difference between the observed and expected 
counts, then square that difference (so it doesn’t matter if the 
difference is positive or negative), then divide by the expected 
count.

(4) Chi-square (X2) Formula: X2 = ∑ (O-E)2/E

(5) X2 = (4-5)2/5  + (2-5)2/5  + (1-5)2/5 + (10-5)2/5 + (6-
5)2/5 + (7-5)2/5

 = (-1)2/5 + (-3)2/5 + (-4)2/5 + (5)2/5 + (1)2/5 + (2)2/5

 = 1/5 + 9/5 + 16/5 + 25/5 + 1/5 + 4/5

 = 0.2 + 1.8 + 3.2 + 5.0 + 0.2 + 0.8  = 11.2

As you can see, our Chi-square value is 11.2. Notice that those 
observed counts that were further away from their expected 
counts contributed a larger number to our total Chi-square 
value. For example,  was rolled six times, which is very close 
to the expected count of five times. As a result, the observed 
and expected counts for rolling a  contributed only 0.2 to 
the sum that is our Chi-square value. But  was rolled much 
more often than expected (10 times instead of 5), and as a re-
sult, rolling a  contributed 5.0 to the sum that is our Chi-
square value. The larger the differences and the more of these 
large differences there are, the larger the Chi-Square value 
will be.
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R Note 7.1 – using R to calculate the Chi-square 
value
It’s pretty simple to calculate the chi-square value using basic 
R functions such as sum() that you’ve already practiced. 
You’d start by setting up your vectors of observed and ex-
pected counts, like this for the example in Figure 7.2:

 O = c(4,2,1,10,6,7)

 E = c(5,5,5,5,5,5)

Once you have done this, you can use the arithmetic operators 
that you’re already familiar with to subtract each expected 
value from the corresponding observed value, like this:

  O-E

and to square each of the six differences like this:  

 (O-E)^2 

and divide each difference by the corresponding expected 
value to get the proportional squared difference for each out-
come, like this:

  ((O-E)^2)/E

and the resulting vector can be embedded within the sum() 
function to add up the 6 values, like this:

 sum(((O-E)^2)/E)

The fourth step is to calculate what’s called the degrees of 
freedom (abbreviated df) — that is, the number of subparts 

to the calculation that are “independent” of each other or are 
“free to vary.” In other words, how many of these values can-
not be determined from other values. For example, the values 
of a coin toss are distributed between two possible outcomes: 
heads and tails. If you know that there were exactly 12 heads 
in a series of 32 coin tosses, you automatically know that there 
are 32-12=20 tails. There is only one degree of freedom in a 
coin toss because there are only two outcomes, so only the 
count for one outcome is independent of the total count. So, 
once you know that there were 32 coin tosses and that 12 
heads were tossed in those 32 coin tosses, you can determine 
how many tails were tossed, because there are only two possi-
bilities for how the coin can land. 

In our example of the die roll, on the other hand, there are five 
degrees of freedom because five counts are free to vary. For ex-
ample, if we only knew that out of 30 die rolls,  was rolled 
four times, then we can’t determine yet how many instances 
there are each of , , , , or . There is more than one 
number that is free to vary. But if we know how many times 

, , , , and   were rolled out of a total of 30 rolls, we 
could figure how many times  came up. Only five values are 
free to vary, so there are five degrees of freedom involved in 
computing the X2 value of 11.2 for the distribution 
O=c(4,2,1,10,6,7). More specifically, since we know that out of 
30 die rolls,  was rolled four times,  was rolled twice,  
was rolled once,  was rolled ten times, and  was rolled six 
times, then the number of times  is rolled is not free to vary 
anymore. Rather,  must have been rolled seven times for all 

230



of our counts to add up to 30 rolls of a die. The calculation for 
this is shown in (5). 

(6) 30 – (4 + 2 + 1 + 10 + 6) =  30 – 23 

      =  7

More generally, we can calculate the degrees of freedom by 
counting the number of possible outcomes and then subtract-
ing one from that number. So, a coin toss has (2-1=1) 1 degree 
of freedom, a single die roll has (6-1=5) 5 degrees of freedom, 
and so on.

(7) Degrees of freedom (df) for the Chi-square  
 goodness-of-fit test: 

  number of types – 1 =  6 – 1 = 5

Now that we know our Chi-square value and the associated de-
grees of freedom, we can move on to our last step: looking up 
a probability value, called a p-value, for the statistic. We can 
look up the p-value for a Chi-square test in what’s called a 
Chi-square table. There is a complete Chi-square table in the 
appendix of this chapter, but Table 7.1 shows the parts of this 
table that are relevant for finding a p-value for the observed 
counts in (3). 

Table 7.1. Chi-square table
df 0.995 0.99 0.975 0.95 0.90 0.10 0.05 0.025 0.01 0.005
1 --- --- 0.001 0.004 0.016 2.706 3.841 5.024 6.635 7.879
2 0.010 0.020 0.051 0.103 0.211 4.605 5.991 7.378 9.210 10.597
3 0.072 0.115 0.216 0.352 0.584 6.251 7.815 9.348 11.345 12.838
4 0.207 0.297 0.484 0.711 1.064 7.779 9.488 11.143 13.277 14.860
5 0.412 0.554 0.831 1.145 1.610 9.236 11.070 12.833 15.086 16.750

Here is how you use the table to find the p-value: The leftmost 
column lists degrees of freedom (df). We have 5 degrees of 
freedom, so move down to the row with 5 degrees of freedom. 
We’ve highlighted this row by drawing a box around it in Ta-
ble 7.1. Then follow the row from left to right until you find 
the last number that is smaller than your X2 value. Our X2 
value is 11.2, so the last number that is smaller than this value 
is 11.07. We’ve highlighted this number in the row by drawing 
a circle with a solid edge around it. The number that heads the 
column in which you found 11.07 is the p-value for that X2 
value with that particular number of degrees of freedom. This 
is the probability value that we’ve highlighted at the top of the 
column by drawing a dashed circle around it. So, our p-value 
is less than 0.05. We don’t know the exact p-value because a 
X2 value of 11.2 is not listed in the table. But we know that 11.2 
is somewhere between the columns headed by 0.05 and 
0.025, so we know that p < 0.05. This p-value represents the 
proportion of area in the X2 distribution that is at least the X2 
value (this includes the area that is greater than X2). So, the p-
value of exactly 0.05 is the probability of getting a X2 value of 
at least 11.070, in a X2 distribution with 5 degrees of freedom, 
and the probability of getting at least 11.2 in a X2 distribution 
with 5 degrees of freedom is < 0.05.

This means that the probability that we would get our ob-
served counts of O={4,2,1,10,6,7} when the expected counts 
are E={5,5,5,5,5,5} is lower than 5%. That is, we are over 95% 
certain that our observed counts were not sampled from a uni-
form distribution. In other words, we are over 95% certain 
that the die is not fair. If we accused the person rolling the 
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dice of not using a fair die, we’d have at least a 95% chance of 
being right and less than a 5% chance of making a false accusa-
tion. 

Recap: Steps for calculating the Chi-Square 
goodness-of-fit test statistic by hand:

1. Choose a criterion value, such as α = 0.05

2. Set up the vector of expected and observed values.

3. Calculate the X2 value.

4. Calculate the degrees of freedom.

5. Look up the p-value in a X2 table using the X2 value and 
the degrees of freedom that you calculated. If p < α, re-
ject the null hypothesis; if p > α, accept the null hy-
pothesis.

Choosing the α value, a review

You should recall from Chapter 6 that when setting up a com-
parison between a null hypothesis and an alternative, it is im-
portant to also set up a criterion value for rejecting the null hy-
pothesis. For example, if we decide that we need to be 95% cer-
tain before rejecting the null hypothesis, our criterion is 
α=0.05. This is the alpha value we have chosen to use 
throughout the textbook because it is the standard used most 
widely in the behavioral sciences. If the test that we have set 
up yields a p-value that is less than the criterion, we say that 
there is a statistically significant deviation from the null

hypothesis. This is the minimal deviation that makes us reject 
the null hypothesis in favor of some alternative hypothesis. 

For example, if we choose a criterion of 0.05, then in the case 
of our X2 statistic of 11.2 with 5 degrees of freedom, this 
means that we must reject the null hypothesis H0 that the ini-
tial model based on chance is correct. Thus, for explanation, 
we turn to the alternative hypothesis H1, which we stated 
above as “The die is not fair: the probability of getting such a 
sample of 30 observations from a uniform distribution is too 
small to accept the hypothesis that the die is fair.” Notice that 
we cannot prove the alternative hypothesis. We are merely 
willing to bet that the die is not fair because the probability of 
observing O=c(4,2,1,10,6,7) with a fair die is very low. 

We just calculated the Chi-square goodness-of-fit test by 
hand. But it is easier and less error prone to use a computer 
program to do the calculation. We showed you earlier in R 
Note 7.1 how to calculate the Chi-Square statistic for the exam-
ple in Figure 7.2 using very general built-in functions such as 
sum(). In Part 1 of R Note 7.2 we will show you how to use a 
more specialized built-in function to look up the associated p-
value when you’ve got those two numbers. The second part of 
R Note 7.2 shows you how to use another built-in function to 
do all of this at once. 
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7.5. The Chi-square distribution
Now that we know how to calculate the X2 value for the Chi-
square goodness-of-fit test, we should look at how it is related 
to the family of probability distributions called the Chi-
square distribution. Some of the members of this family 
are shown in the left-hand panel of Figure 7.3. The exact 
shape of any particular Chi-square distribution depends on 
the degrees of freedom (df). The left-hand panel of Figure 7.3 
shows what the distributions look like for 2, 3, 4, and 5 de-
grees of freedom. Each of the curves has a peak at or near to 
the 0 value along the x-axis, and a long tail stretching off to 
the right. That is, every Chi-square distribution has positive 
skew. 

R Note 7.2 – R functions relevant for the 
Chi-square goodness-of-fit test
There are two R functions that you can use to make it easier to 
apply the Chi-square goodness-of-fit test to a sample of ob-
served counts.

Part 1. Looking up the p-value once you’ve calculated 
values for X2 and df.

First, once you have calculated the X2 value and determined 
the degrees of freedom, you can also use the pchisq()func-
tion in R as an alternative to looking up the X2 value in a ta-
ble. (This is particularly useful if your degrees of freedom 
value is larger than the last one listed in the table or if you 

want to see an exact p-value.) When using this function to 
find the p-value for the Chi-square goodness of fit test we’ve 
described for the data in Figure 7.2, you would specify the X2 
value and the df as the first two arguments, and then specify 
FALSE as the value for the lower.tail argument, like this:

 pchisq(11.2, 5, lower.tail=FALSE)

Here is the R output for the code just above:

 [1] 0.04755564

(We’ll explain why we’ve specified lower.tail=FALSE later, 
in connection with Figure 7.3.)

Part 2. Applying the function for the Chi-square test 
directly to the data.

Second, the chisq.test() function can be used to calculate 
the X2 statistic, determine the degrees of freedom, and get the 
associated p-value in a Chi-square goodness-of-fit test all at 
once. You need to specify two arguments: (1) the vector of ob-
served values and (2) a vector of associated probabilities for 
the expected values like this: 

chisq.test(c(4,2,1,10,6,7),p=c(1/6,1/6,1/6,  
 1/6,1/6,1/6))

Note that you can compute the vector of probabilities sepa-
rately, as in the above line of code, but you also can embed the 
computation directly into the function, like this: 

 chisq.test(c(4,2,1,10,6,7),p=c(5,5,5,5,5,  
  5)/30)
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And, of course, if you have already specified the vectors of ob-
served and expected counts, as in R Note 7.1, then you can use 
the names of these vectors as the arguments instead, where O 
stands for the vector of Observed values and E stands for the 
vector of Expected values: 

 chisq.test(O,p=E/sum(E))

Here is the R output for the code just above:

 Chi-squared test for given probabilities

 data:  O 

 X-squared = 11.2, df = 5, p-value =  
  0.04756

You can see that the function returns three numbers. The first 
number is the X2 value. This is the same value that we got 
when we calculated it by hand in (5). The second number is 
the degrees of freedom. This is the same value that we calcu-
lated in (7). The third number is the p-value. This is the same 
number that we got when we plugged 11.2 and 5 into the 
pchisq() function in Part 1, rounded to seven decimal places 
– i.e., to the nearest 1/1000000th. 

The three values that we calculated in setting up and applying 
the Chi-square goodness-of-fit test, then, correspond as fol-
lows to the Chi-square distribution. The degrees of freedom 
that we calculated in (7) determine which Chi-square distribu-
tion is the relevant distribution for our data. The Chi-square 
value that we calculated in (5) is a value on the x-axis of the 

distribution. And the p-value that we estimated from Table 
7.2 or calculated using the built-in R function pchisq() is 
the area under the curve to the right of the Chi-square value. 
So, since we have calculated 5 degrees of freedom for the die 
roll example, we should look at the distribution defined by 
df=5. This distribution is the light gray line in the left-hand 
panel of Figure 7.3 and we’ve shown it again in the right-hand 
panel, where we’ve expanded the x-axis and the y-axis scale to 
see the peak and the skew more clearly.

Let’s look at where the X2 value (in our case 11.2) falls along 
the x-axis of this distribution. The value X2 =11.2 divides the 
area under the probability distribution curve into two parts, 
the part on its left, which includes values near to where the 
probability peaks, and the part on the right, which is in the 
long tail that trails off the right. Although the tail on the left is 
bounded by the value X2 =0, the tail to the right extends off to 
infinity. Because the distribution represents 100% of the possi-
ble X2 values based on differences between the observed and 
expected counts for a model with 5 degrees of freedom, the to-
tal area under the curve (including all of the very small prob-
abilities for larger values) is equal to 1. The area under the 
curve that is to the right of the X2 =11.2 value is outlined in 
bold because this is the area we are interested in. The p-value 
of 0.04756 that the sample chisq.test() returned in R 
note 7.2 means that 4.756% of the area under the curve lies in 
this outlined area under the right-hand tail. In other words, 
there is a 4.756% probability that a fair die could have pro-
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duced so much deviation between the observed counts and 
the expected counts. 

Figure 7.3. On the left are the 4 Chi-squared (X2) 
distributions for df=2, df=3, df=4 and df=5. On the right is 
the Chi-squared distribution for df=5, with the area under 
the curve outlined for a X2 value of 11.2.

Recall that the X2 value is larger when the distances between 
observed and expected values are larger. If you look at panel 
(b) of Figure 7.3, you can see that the area to the right of the 
X2 value gets smaller as the X2 gets larger. So, the more our ob-
served data deviate from the model (yielding a higher X2), the 
smaller the p-value becomes. You may also notice that the 
overall distribution flattens, and the area to the right of the X2 
value grows as the degrees of freedom increase, extending the 
area to the right of each X2 value, and thus extending the prob-
ability represented by each X2 value. Simply put, the more de-
grees of freedom, the higher the X2 value needs to be to 
achieve statistical significance at α=0.05. This makes 
sense because the more types we have, the more differences 

we have to add up to get our X2 value (i.e. the more degrees of 
freedom we have), the ‘easier’ it is to get a higher X2 value. 
Thus, as the degrees of freedom increase, the Chi-square distri-
bution ‘adjusts’ for the greater ‘ease’ of getting a higher X2 
value.
When to specify lower.tail=TRUE
The logic that we’ve worked through here for interpreting the 
area under the curve to the right of the X2 value is why the 
third argument in the pchisq()function in R note 7.2 is 
specified to be lower.tail=FALSE. We specified that be-
cause we are using the test to see whether it lets us reject the 
null hypothesis in favor of a different model. So, we tell R to 
look only at the section of the Chi-square distribution that is 
the “upper tail” – i.e., the part to the right of the X2 value. We 
are not interested in the area to the left of the X2 value, which 
includes the peak and the lower tail. 

But you may have noticed that the Chi-square table in the ap-
pendix includes columns for many p-values that are much 
higher than our threshold for rejecting the null hypothesis. 
This is because in some applications of the Chi-square 
goodness-of-fit test, the researcher wants to see whether it’s 
legitimate to reject all of the alternative hypotheses. That is, 
sometimes the research question involves testing to see 
whether it’s safer to accept a simple initial (null hypothesis) 
model than to propose a complicated alternative model. In 
that case, the researcher would look at the other “tail” of the 
distribution, and require a p-value of a very high number, 
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such as 0.95 (i.e., 1 – 0.05). Since we’re focusing here on re-
search questions that test whether it’s safe to reject the ini-
tial model, though, we’ll focus on the upper tail and look for a 
p-value that is less than our cutoff of α = 0.05.

One final thing to note here is that we deliberately chose 30 as 
the number of rolls to observe before we applied the Chi-
square goodness-of-fit test to evaluate whether the die is fair. 
The reason that we chose this number is that the Chi-square 
goodness-of-fit test becomes unreliable when the expected 
count for any type is less than 5. Since there are six equally 
probable types of outcome for any one roll of the die, we multi-
plied 6*5=30 to calculate the minimum number of rolls 
needed to get an expected value of at least 5 for each type.

7.6. Applying the goodness-of-fit test to more 
complex initial models 
We can extend the ideas we learned when testing whether a 
die is fair to the more complicated initial models that are rele-
vant for analyzing sound patterns. For example, here is our re-
search question again: Since word-initial ð occurs much more 
frequently in ‘small’, common, and highly predictable function 
words than word-initial θ, is word-initial ð more likely to be 
pronounced casually than word-initial θ? In other words, is 
word-initial ð more often replaced by another sound or de-
leted than word-initial θ? To answer the question, we will look 
at productions from three speakers in the Buckeye Speech Cor-

pus and use the pattern of productions for θ as a model to 
evaluate the pattern for ð. Table 7.2 shows how the three tar-
get speakers pronounced words with initial θ and ð. You can 
see that ð was replaced or deleted far more often than θ was.

Table 7.2. Productions of word-initial θ and ð of 3 speakers 
in the Buckeye Speech Corpus.
pronunciation type θ as in theory ð as in that

formal “dictionary” 
pronunciation

27 43

casual pronunciation: 
replaced

3 28

casual pronunciation: 
deleted

5 37

total 35 108

To apply the Chi-square goodness-of-fit model, we first need 
to formulate an explicit null hypothesis and an alternative hy-
pothesis. If the seemingly large number of replaced and de-
leted pronunciation types for ð is not related to the fact that ð 
occurs mostly in function words, then the distribution of to-
kens of ð should be similar to the distribution for word-initial 
θ across each of the three types: the dictionary pronunciation, 
the “replaced” pronunciation, and the “deleted” pronuncia-
tion. So, we can use the proportions in each category for θ as 
our initial (null hypothesis) model, and look to see whether 
the distribution of ð fits this model. If something other than 
chance is involved, for example, if word type (content versus 
function word) affects whether θ and ð are pronounced for-
mally or casually, then we would expect more informal pro-
nunciations for words starting in ð than words starting in θ 
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because so many of the ð-initial words are function words. 
The box with the research question shows how you can formu-
late the null and alternative hypotheses based on these consid-
erations.

Research question:

Is word-initial ð replaced by another sound or deleted more 
often than word-initial θ?

Null hypothesis (H0):

Word-initial ð is not replaced by another sound or deleted 
more often than word-initial θ: The distribution of propor-
tions of dictionary pronunciations, replaced pronunciations, 
and deleted pronunciations for ð is equivalent to that for θ. 
The difference that we see in the relative counts is not bigger 
than what we’d expect to see just by chance.

Alternative hypothesis (H1):

The differences that we see in the relative counts for replace-
ment and deletion of word-initial ð versus θ are bigger than 
we’d expect to see just by chance. 

Interpretation: 

If the test leads us to reject the null hypothesis, we have better 
grounds for proposing a specific hypothesis that accounts for 
facts that we know about these data, which we can integrate 
into our alternative hypothesis: word-initial ð is replaced by 
another sound or deleted more often than word-initial θ, that 

is, there are more replaced and deleted pronunciations for ð 
than for θ. 

Now that we have our competing hypotheses, we need to calcu-
late the expected values for each of the outcomes. This is a lit-
tle more difficult than in the die example, because we don’t 
have such a simple a priori model. But we can apply the same 
idea that we introduced in the chapter on probability (Chapter 
5) about using observed frequencies from large samples to esti-
mate the expected frequencies. 

Let’s first look at the distributions for the pronunciations of 
word-initial θ and ð. These are shown in Figure 7.4. The bars 
in the graph on the left show the distribution of pronuncia-
tions of words starting in θ. The bars in the graph in the mid-
dle show the distribution of pronunciations of words starting 
in ð. In the die example, we compared our observed counts to 
a theoretical distribution – the uniform distribution. The uni-
form distribution was our model and gave us our expected 
counts. In this case, we have two sets of observed counts: 
those for θ pronunciations and those for ð pronunciations. 
Since we’re asking whether the pattern for ð pronunciations is 
like the pattern for θ pronunciations, our model is based on 
the counts for θ pronunciations. That is, the proportions for 
the three types of θ pronunciations are the probability distri-
bution that we will use as the model of pronunciations for ð. 
Thus, the proportions, or relative frequencies, for the three 
types of θ pronunciations correspond to the distribution of 
rolls for a fair die in that they can act as a model to help us cal-
culate the expected values. 
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Figure 7.4. Distribution of pronunciation types for θ (left) 
and for ð (middle). The right-most panel repeats the middle 
one, but overlays the expected counts, given the distribution 
of pronunciations for θ as the model for the expected 
distribution of pronunciations for ð. 

How can we compute those proportions? Here’s the logic: If 
the θ pronunciations are our model, we want to calculate ex-
pected counts for the ð pronunciations based on the observed 
counts of the θ pronunciations. Recall how, in Chapter 5, we 
calculated the relative frequency by dividing the number 
of tokens for each type by the total number of tokens. This 
gave us a way to use the observed token counts of each type, 
expressed as a proportion of all the tokens, as an estimate of 
the probability of that type. This is exactly how we obtain the 
model probabilities for each type in a Chi-square goodness-of-
fit test. To estimate the probability of each type in the model, 
we first take the observed counts of the model (here the vector 
of token counts for each type for the θ pronunciations), and 
divide each count by the total number of tokens in the model. 
This converts the counts into proportions, or probabilities, as 
in (8)

(8) absolute observed frequencies of θ (model for H0): 

 27 (dictionary)   +    3 (replaced)    +    5 (deleted)     
= 35 (total tokens)

 divide absolute observed frequencies of θ by observed 
total token count of θ to get the relative observed fre-
quencies (proportions) of θ (model for H0):

 27/35 (dictionary) 3/35 (replaced)    5/35 (deleted)  
= 0.771                = 0.086       = 0.143

So, about 77.1% of the word-initial θ tokens are pronounced 
as in the dictionary form θ, about 8.6% are replaced with an-
other sound, and about 14.3% are deleted. 

If we expect word-initial ð to pattern like θ, then we expect 
the proportion of each type to be roughly the same. That is, we 
expect roughly 77.1% of the ð tokens to be pronounced as in 
the dictionary, about 8.6% to be replaced with another sound, 
and about 14.3% to be deleted. So, we multiply each relative 
frequency or proportion from our model above by the total 
number of ð tokens to get our expected counts for each type of 
ð pronunciation, as in (9).

(9) vector O, the absolute observed frequencies of ð: 

 43 (dictionary)    +      28 (replaced)  +       37 (deleted) 
= 108 (total tokens)
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 multiply relative frequencies/proportions from θ 
(model) by the total number of ð tokens to get vector 
E, the absolute expected counts for the data:

    27/35*108 (dictionary)      3/35*108 (replaced)          
≈ 83      ≈ 9 
 
5/35*108 (deleted)  
≈ 15

We did this in the die example above, but because it was intui-
tive, we didn’t need to show our work. You might go back to 
example (3) and see if you can figure out where this step oc-
curred, and how we came up with our expected counts. Now, 
you might notice that we rounded to the nearest whole num-
ber for our expected counts. We did this only because we 
wanted to remind ourselves that we are dealing with discrete 
counts. That is, the equation says that we might expect the dic-
tionary pronunciation for ð to occur approximately 77.1% or 
27/35 of the time, but 108 * 27/35 yields 83.31429, and since 
there can’t be 0.31429 of an ð, we rounded to be able to say 
that we expect to see about 83 tokens of this type. You might 
also notice that we used the proportions as fractions rather 
than percentages. This is because the fractions are more accu-
rate unless you calculate the percentage all the way to the end 
of the number. As you know, some decimals can go on indefi-
nitely, so it is generally preferable to use the fraction when-
ever you have a choice. 

Table 7.3 summarizes the steps in the computations in (8) and 
(9). It also suggests how you might go about extracting num-
bers from a table of token counts in a study, to get both the 
vector for the model counts (which provides the probabilities 
to compute the expected counts) and the vector for the ob-
served counts of the data that you’re trying to fit to the model.  

Table 7.3: Calculating expected counts. The expected counts 
are given in bold face.

start with the vector 
of observed counts 

of the model (θ 
pronunciations)

divide by the total 
token count of the 

model to convert into 
relative frequencies 

(to be used as a 
vector of 

probabilities)

multiply these relative 
frequencies by the 

total token count of 
the observed ð 

pronunciations to get 
the vector of expected 

counts
27 ð 27/35 ð 27/35 * 108 ≈ 83
3 ð 3/35 ð 3/35 * 108 ≈   9
5 ð 5/35 ð 5/35 * 108 ≈ 15

In summary then, the computations in (8) and (9) that are 
summarized in the three steps in Table 7.3 will give us a distri-
bution that has the same shape as the distribution of counts 
for our model – the θ pronunciations. (The bars with the di-
agonal lines in the right-hand panel in Figure 7.4 show such a 
distribution.)  So our observed counts for ð pronunciations 
are O=c(43,28,37), and our expected counts for ð pronuncia-
tions are E=c(83,9,15). With these two vectors of observed 
and expected counts, we can calculate our X2 value. The for-
mula in (10) shows how we calculated the Chi-square value for 
the counts in Table 7.3 by hand.
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(10) X2  =   =   

      = 1600/83 + 361/9 + 484/15  ≈  19.277 + 40.111  
 + 32.267  =  91.655

Now we need to calculate degrees of freedom. Again, the gen-
eral rule of thumb is that if we know the total size of the sam-
ple, having that number knocks out one degree of freedom, be-
cause the counts of all the different types have to add up this 
total count. So we can calculate the remaining degrees of free-
dom by subtracting one from the number of types. 

More specifically, we know from Tables 7.2 and 7.3 that there 
are 108 ð pronunciations, and three different pronunciation 
categories: dictionary, replaced, and deleted. If we only know 
one of these counts, for example, that there are 43 dictionary 
pronunciations, then we don’t know how many replaced and 
deleted pronunciations there are. But if we also know a second 
count, for example, that there are 28 replaced pronunciations, 
then the third count, here the number of deleted pronuncia-
tions, is not free to vary anymore: it has to be 37. So there are 
3 types minus 1 equals 2 degrees of freedom. 

With this we can look at our X2 table to find the p-value. The 
X2 table from Table 7.1 above is repeated in Table 7.4. Since 
there are 2 degrees of freedom, we need to find our X2 value in 
the second row of the table, which is highlighted by the box. 
Our X2 value is 91.655, but the highest X2 value listed for 2 de-
grees of freedom is 13.82. This means that our X2 value is way 
off the right edge of the chart. So we know that our p-value is 

very small, also way off the right-hand edge of the chart. (It’s 
also way off to the right of panel (a) in Figure 7.3, where the 
dashed curve is the relevant Chi-square distribution for df=2. 
Notice how the curve approaches 0 probability well before the 
maximum X2 value shown along the x-axis in the figure, 
which goes only up to 9.) 

Table 7.4. Chi-square table
df 0.995 0.99 0.975 0.95 0.90 0.10 0.05 0.025 0.01 0.005
1 --- --- 0.001 0.004 0.016 2.706 3.841 5.024 6.635 7.879
2 0.010 0.020 0.051 0.103 0.211 4.605 5.991 7.378 9.210 10.597
3 0.072 0.115 0.216 0.352 0.584 6.251 7.815 9.348 11.345 12.838
4 0.207 0.297 0.484 0.711 1.064 7.779 9.488 11.143 13.277 14.860
5 0.412 0.554 0.831 1.145 1.610 9.236 11.070 12.833 15.086 16.750

We could use the pchisq() function in above to tell us ex-
actly how small our p-value is, if we’re curious. But this is un-
necessary, since we know that it is less than 0.005 (the right-
most p-value shown in the table). So we are well over our arbi-
trary criterion of being at least 95% certain (p<0.05) that the 
observed distribution for the ð pronunciations was not sam-
pled from the distribution of the θ pronunciations. Since we 
are over 95% certain of this, we accept the alternative hypothe-
sis H1, which we stated above as: “The differences that we see 
in the relative counts for replacement and deletion of word-
initial ð versus θ are bigger than we’d expect to see just by 
chance. So we can conclude that word-initial ð is replaced by 
another sound or deleted more often than word-initial θ. 
Since this difference between the two distributions is bigger 
than we’d expect to see just by chance, we can be more confi-
dent in relating the idiosyncratic distribution of word-initial ð 
pronunciations to other things that differentiate ð from θ, 
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such as the fact that ð occurs initially in many function words, 
such as the, that, and then, while θ does not.

7.7. Putting all the steps together 
Notice that when we calculated our X2 statistic by hand, we 
had to calculate the expected counts for the ð pronunciations 
from the observed counts for the model (the θ pronuncia-
tions). This is what we did in Table 7.3. If you calculate the X2 
statistic in R, you don’t have to calculate the expected counts 
for the ð pronunciations. You just plug the counts we ob-
served in the model (the θ pronunciations) into the E vector 
for the expected values, and R calculates the expected values 
for the ð pronunciations for you. The R code to work through 
this is shown in R note 7.3 below. 

R Note 7.3 – performing the Chi-square 
goodness-of-fit test in R
As we showed in R Note 7.2, the chisq.test() function can 
be used to calculate the X2 statistic, determine the degrees of 
freedom, and get the associated p-value in a Chi-square 
goodness-of-fit test. Here’s how.  First, set up the two vectors:

 O=c(43,28,37)

 E=c(27,3,5)

Then use the names of these vectors as the arguments to plug 
into the function, like this: 

 chisq.test(O,p=E/sum(E))

R output for the code just above:

 Chi-squared test for given probabilities

 data:  O 

 X-squared = 87.6159, df = 2, p-value <  
 2.2e-16

Notice too that the X2 value that R gives us is slightly lower 
than the value we calculated in (5) above. This is because the 
expected counts that we calculated above, E=c(83,9,15), are 
rounded numbers and so they give us a slightly less precise X2 
value. Also notice that R gives us a p-value of p < 2.2e-16. This 
way of writing the number is called scientific notation. It’s 
used when there are too many zeros to display after the period 
conveniently. The value 2.2e-16 is 2.2 * 10-16, which is the 
same as 0.00000000000000022 (with 15 zeros after the pe-
riod). When we used the X2 table, we could conclude only that 
p < 0.005, but R tells us that the p-value is, in fact, much 
much smaller than that. Of course, this doesn’t really matter 
for our test, since all we need to know to decide whether to re-
ject the null hypothesis is whether p < 0.05 or not. On the 
other hand, using R for our calculation is much quicker and 
seeing the exact p-value might help us get a better visual ap-
preciation of the relationship between the computed X2 value 
and a plot of the Chi-square distribution for the particular df 
value that we compute.
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7.8. Answering the research question
At the beginning of this chapter, we posed the question: Is 
word-initial ð deleted or replaced by another sound more of-
ten than word-initial θ? And we find that for our three speak-
ers from Columbus, OH, the answer is “Yes, word-initial ð is 
indeed deleted or replaced by another sound more often than 
word-initial θ.” In fact, we can say that word-initial ð is de-
leted or replaced by another sound significantly more often 
than word-initial θ, given that X2 =87.6, with df = 2, and 
p<0.05. Our larger research question suggests that this differ-
ence may exist because word-initial ð primarily occurs in func-
tion words whereas word-initial θ always begins a content 
word. Function words may more often be pronounced casu-
ally than content words because they are smaller, more com-
mon, and often predictable from the context.

7.9. Summary
In this chapter, we learned how to use a distribution as a 
model, or a basis for comparison, so that we can ask questions 
about entire distributions of outcomes (observed counts) to 
find out how likely the pattern of distribution is, given the 
model we have specified. That is, we can think of the distribu-
tion we see in a bar plot for one set of data as a model that sets 
up expectations about the distribution of another set of data. 
In this case, we used the distribution of θ pronunciations that 
we observed as a model for what we would expect for ð pro-
nunciations. We then tested hypotheses about whether the dif-

ferences between the observed distribution and the expected 
distribution were significant, that is, whether the differences 
between the model and the observed values could have come 
about by chance, or whether some other factor was at play. 
This kind of statistic that tests the differences between two dis-
tributions of discrete counts is known as the Chi-square 
goodness-of-fit test.

Summary of key terms:
Observed counts (O): The vector of observed token 

counts from our data sample. 

Expected counts (E): What we would expect our counts 
to be if they were derived from the hypothesized model. 
We can calculate these counts by multiplying the prob-
ability of each outcome from our model by the total num-
ber of tokens in our observed distribution.

Chi-square (X2) value: A summary measure of the dif-
ferences between O and E, calculated by the formula  X2 

= ∑ (O-E)2/E

Degrees of freedom: The number of subparts to the cal-
culation that are “independent” of each other or “free to 
vary.” This can usually be calculated for the X2 statistic 
by subtracting 1 from the number of types or categories 
represented by the variable.

Chi-square goodness-of-fit test: Compares the distri-
bution of observed outcomes with the distribution of 
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 expected outcomes to obtain a X2 value. Comparing the 
X2 value to the appropriate X2 distribution for the given 
degrees of freedom yields a p-value. Comparing the p-
value result of this test with our alpha value tells us if we 
have achieved significance and can reject the null hy-
pothesis, which tells us whether the model is a good fit 
for the data.

Initial model: Also called the Null hypothesis model. 
In a Chi-square goodness-of-fit test, the null hypothesis 
H0 says that the observed counts are what we might ex-
pect to see if the distribution fits some simple default ini-
tial model.

Alternative hypothesis H1: In a Chi-square goodness-
of-fit test, the alternative hypothesis H1 says that the dif-
ferences between the observed and expected counts are 
too big to accept the initial model, and that some other 
alternative model is more plausible.

Chi-square (X2) distribution: A family of probability 
distributions useful in the case of comparing distribu-
tions of token counts of a discrete or categorical vari-
able. Each X2 distribution specifies the probabilities of 
values for X2, given the degrees of freedom.

p-value: Probability value. Specifically, in the case of the 
Chi-square test-of-goodness of fit (as in the case of the 
binomial test), the probability of the null hypothesis be-
ing correct.

7.10 R code
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R code and exercises

7.10. R code 
A copy of this R note is saved inside a script that is called 
Chapter07.R and can be found in the list on the course web-
site, at http://hdl.handle.net/1811/77848, or individually at 
http://kb.osu.edu/dspace/bitstream/handle/1811/77848/Cha
pter07.R.

Part 1. Using the pchisq() and chisq.test() func-
tions.

Once you have calculated the X2 value and determined the de-
grees of freedom, you can use the pchisq()function in R as 
an alternative to looking up the X2 value in a table. When us-
ing this function to find the p-value for the Chi-square good-
ness of fit test we’ve described for the data in Figure 7.2, you 
would specify the X2 value and the df as the first two argu-

ments, and then specify FALSE as the value for the 
lower.tail argument, like this:

pchisq(11.2, 5, lower.tail=FALSE)

Here is the R output for the code just above:

 [1] 0.04755564 

We’ve specified lower.tail=FALSE because we are inter-
ested in getting the area under the curve to the right of the 
Chi-squared value.

Second, the chisq.test() function can be used to calculate 
the X2 statistic, determine the degrees of freedom, and get the 
associated p-value in a Chi-square goodness-of-fit test all at 
once. You need to specify two arguments: (1) the vector of ob-
served values and (2) a vector of associated probabilities for 
the expected values like this:

chisq.test(c(4,2,1,10,6,7),p=c(1/6,1/6,1/6,  
 1/6,1/6,1/6))

Or you can embed the computation directly into the function, 
like this:

chisq.test(c(4,2,1,10,6,7),p=c(5,5,5,5,5,  
 5)/30)

And, of course, if you have already specified the vectors of ob-
served and expected counts, as in R Note 7.1, then you can use 
the names of these vectors as the arguments instead, where O 
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stands for the vector of Observed values and E stands for the 
vector of Expected values:

O = c(4,2,1,10,6,7)

E = c(5,5,5,5,5,5)

chisq.test(O,p=E/sum(E))

This should give you an output of:

Chi-squared test for given probabilities

data:  O

X-squared = 11.2, df = 5, p-value = 0.04756

Part 2. Overlaying expected counts on observed 
counts.

In this section we’ll review how to recreate the bar plots for 
the distributions of θ and ð pronunciations in Figure 7.4. That 
is, the following lines of code remind you how to make a sim-
ple bar plot for each of these distributions. They’re not quite 
as fancy as the bar plots in the original figure, but show the 
same essential information.

First, let’s make the panel of the figure that shows the distribu-
tion that we observed for the pronunciations of θ (i.e. our ob-
served data). Start by making a vector (a one-dimensional ma-
trix) called theta containing the numbers you want to plot.

theta = c(27,3,5)

Then specify a vector of names for these numbers. 

names(theta) = c("dict.","repl.","del.")

Finally, create a bar plot. The following command means: Cre-
ate a barplot of the vector you called theta. The xlab and 
ylab commands let you add a label for the x- and y-axes. Fi-
nally, the ylim command specifies the limits of the y-axis. 
We’re specifying 29 and 89 for the ylim because the tallest 
bars in each graph go beyond 25 and 80, respectively, but we 
don’t need to include all the rest of the white space we would 
get if we specified 30 or 90.

barplot(theta, xlab="theta pronunciations", 
 ylab="number of pronunciations",  
 ylim=c(0,29))

Here is the analogous sequence of commands for the right-
hand panel of the figure.

eth = c(43,28,37)

names(eth) = names(theta)

barplot(eth,xlab="eth pronunciations", 
 ylab="number of pronunciations",  
 ylim=c(0,89))

Note that in the second line, we can use the names() function 
on both sides of the assignment operator, because we already 
specified the vector of names for the theta variable. Notice 
also that we chose a different set of numbers for the ylim ar-
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gument because we want a y-axis scale that is appropriate for 
the different total numbers of the theta and eth variables. 
That is, we want the y-axis to be appropriate for comparing 
the proportions for each type. This let’s us compare the distri-
bution of the original model counts on the left with the distri-
bution of the predicted counts on the right. 

Finally, overlay another bar plot showing the expected counts.

barplot(c(83,9,15), density=25, add=TRUE,  
 col="black")

We made this bar plot an overlay by specifying the value TRUE 
for the add argument. Also, note that we’ve specified a value 
of 25 for the density argument. That argument makes a fill 
pattern for the bars that is a set of diagonal shading lines 
spaced just far enough to have 25 of them per inch of the 
graph.

We could also have got more precise values for the expected 
counts, like this:

expected = sum(eth)*(theta/sum(theta))

barplot(expected, density=25, add=TRUE,  
 col="black")

Part 3. (Advanced) Plotting the Chi-square distribu-
tion.

In this section we show you how to plot the curve for the Chi-
square distribution for 5 degrees of freedom, just as we did in 
Figure 7.3. The section is “advanced” in that we use a for-loop 
to first calculate the probability for each point on the curve. A 
for-loop allows us to tell R to perform the same operation re-
peatedly for different values of x. Start by using the seq() 
function (seq stands for sequence) to set up a vector of X2 val-
ues that runs from 0 to 20, with a 0.01 separation between val-
ues. To do this, you first specify the first value in the sequence, 
then the last value in the sequence, and finally the increment 
for successive numbers in the sequence, like this:

 x=seq(0, 20, 0.01)

We will use the dchisq() function to compute the probabil-
ity for each X2 value in the vector x that we have set up. This 
dchisq() is related to the pchisq() function that we intro-
duced in the R note boxes above.  The dchisq() function is 
similar to the pchisq() function in that the first two argu-
ments are a X2 value and a df value. Where the pchisq() 
function computes the cumulative probability (i.e., the area 
under the curve to the right (or left) of this X2 value), the 
dchisq() function simply returns the local probability. You 
can appreciate the difference by comparing the results of the 
following two commands, for the X2 value of 11.2 that we com-
puted above for the distribution of observed die rolls in Figure 
7.2. 
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 pchisq(11.2, 5, lower.tail=FALSE)

 dchisq(11.2, 5)

As an aside, you could also compare the output of the follow-
ing command, to appreciate the relationship between the cu-
mulative probabilities in the two different directions. 

 pchisq(11.2, 5, lower.tail=TRUE)

Now that you’ve figured out the dchisq() function, Set up 
another vector where you will store the probabilities to plot, 
like this:

 y=x

For now, the y-vector is just filled with dummy values, that 
happen to be the same as the x-values. These values will be re-
placed with probabilities in the next step. The important thing 
is that it is exactly the same length, and contains the same 
names as the x-vector. Then you can put it inside of a for-
loop to compute the local probability for each of the X2 values 
that you’ve stored in the x vector, like this:

for(i in 1:length (x)) {  
 y[i] = dchisq(x[i], 5)  
}

The for-loop is a way of getting R to perform the same opera-
tion or series of operations on each member of a vector of 
numbers. The phrasing in the above for()loop means: 

for(i in 1:length (x)) {  
“for each item i in a series from 1 to the end of the vector x, 
do the following:”

y[i] = dchisq(x[i], 5)  
“the y value corresponding to each x equals the value from the 
chi-squared distribution at x, using 5 degrees of freedom”

}  
“end the loop”

Then you can use the plot() function to plot the vector of 
probabilities against the vector of X2 values, like this. The 
code type="l" specifies that you want to plot a line that con-
nects the calculated values.

plot(y~x, type="l", ylab="probability", 
 xlab="X2 value, df=5")

If you want to pinpoint the X2 value of 11.2, you can use the 
abline() function to put a cursor there, like this. The 
v=11.2 argument draws a vertical line at the x-axis value of 
11.2. lty stands for line type and type 3 is a dotted line.

 abline(v=11.2, lty=3)

7.11. Exercises
1. Formulate null and alternative hypotheses for the follow-

ing datasets and research questions. 
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a. You want to find out if college-aged women use the 
fillers like, you know, and um (or uh) more often 
than college-aged men. So, you record interviews 
from which you can transcribe 5 minutes of speech 
for each of 3 male and 3 female classmates. You count 
(a) the total number of word tokens over the 5 min-
utes minus the filler tokens, (b) all of the tokens of 
like, (c) all of the tokens of you know, and (d) all of 
the tokens of um or uh, split by gender.

b. You want to figure out whether college students are 
more likely to use what is considered the standard 
progressive/gerund -ing form (as in the word read-
ing) than the non-standard -in form (as in the variant 
readin’), compared to high school students’ usage. 
You record interviews with high-school age siblings 
for each of the classmates in (a). You listen to the 
original 6 interviews again and also to the 6 new inter-
views, counting the number of tokens of gerund 
forms that are pronounced in each way in each set of 
6 interviews. 

2. For each of the research questions in 1, if you use the 
Chi-square test of goodness-of-fit to evaluate the fit of a 
vector of observed counts to the model of expected 
counts, how many types will you be counting for this vec-
tor, and what are the degrees of freedom?

3. Replicating Experiment 1 from Figure 5.2 and Experi-
ment 5 and Experiment 6 from Figure 5.3 in Chapter 5, 

each vector contains the observed counts of how many 
times the roll landed on each side of the die, ordered 
from 1:6. 

        
 Experiment 1: N=12, results=c(2, 0, 5, 5, 0, 0) 
 

 
 Experiment 5: N=120, results=c(23, 15, 21, 18, 19, 24)

Experiment 6: N=12,000, results=c(1996, 2028, 1955, 
2004, 1982, 2035)

a. Can the Chi-square test of goodness-of-fit be applied 
to each one of these experiments to evaluate whether 
the die was fair? 

b. For each experiment for which the Chi-square test of 
goodness-of-fit can be applied, set up the vector of ex-
pected counts and calculate the X2 value and the de-
grees of freedom.

4. Table 7.6 below compares the distributions of pronuncia-
tions of the letter ‘d’ in the Moe, Hopkins, and Rush 
(1982) wordlist and in the Hoosier Mental Lexicon 
(HML). The letter ‘d’ in a word can be pronounced as d, 
as in door, as dʒ, as in soldier, or as t, as in apartheid. 
Many words where ‘d’ is pronounced t are verbs that end 
in the suffix -ed. If the sound preceding the last sound is 
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voiceless, as in walked wɔkt or picked pɪkt, then the ‘d’ 
in -ed is pronounced as a t. But if the sound preceding 
the last sound is voiced, as in feared fi:rd or loaned 
loʊnd, then the ‘d’ in -ed is pronounced as a d. The ‘e’ of 
-ed is sometimes pronounced and sometimes silent, as 
you can see in painted peɪntəd vs. picked pɪkt.

 Remember that the Hoosier Mental Lexicon contains 
words from a dictionary, whereas the Moe et al. wordlist 
contains word types from interviews with first-graders. 
A dictionary usually does not list verbs in their past 
tense or past participle forms. For example, a dictionary 
would list walk, not walked. But first-graders know a lot 
of words ending in -ed. For example, the Moe et al. word-
list contains the words asked, cooked, baked, brushed, 
chopped etc. If ‘d’ is pronounced as t primarily in words 
ending in -ed, then we would expect the Moe et al. word 
list to contain more words where ‘d’ is pronounced t 
than the Hoosier Mental Lexicon. Test this by working 
through the following exercises. Use the HML as your 
model.

Table 7.5. Pronunciations of the letter ‘d’ from the Moe, 
Hopkins, and Rush (1982) wordlist and the Hoosier Mental 
Lexicon.

Pronunciation of 
‘d’

Moe et al. wordlist Hoosier Mental 
Lexicon

d 1469 4063
dʒ 18 109
t 157 26

a. Formulate a null hypothesis and an alternative hy-
pothesis.

b. Calculate the vector of expected values for the counts 
in the Moe et al. wordlist from the counts in the 
HML.

c. Adapt the R code from Section 7.10 to do the follow-
ing: 

i)   Make a bar plot for the pronunciations of ‘d’ in the 
Moe et al. wordlist. 

ii)  Then make a bar plot for the pronunciations of ‘d’ 
in the HML. 

iii) Overlay bars for the expected values to your Moe 
et al. plot.

d. Calculate the X2 value by hand.

e. Calculate the degrees of freedom by hand.

f. Look up your p-value in a X2 table using the X2 value 
and the degrees of freedom that you calculated.

g. Use R to calculate the X2 value, degrees of freedom, 
and the p-value. Are they the same or different from 
what you calculated in d. – f. above?

h. Based on your results, can you reject the null hypothe-
sis that you formulated in step (a)? Explain the basis 
for your decision.
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5. The two tables below repeat information from Chapter 1. 
Table 7.6 shows the distributions of sound-to-letter cor-
respondences for f in an American database (MHR) and 
a British database of words that grade-school children 
might know (CPWD).  Table 7.7 shows the distributions 
of letter-to-sound correspondences for the digraph ‘gh’ 
in different word positions for the words in the British 
database. Look at the tables and then answer the ques-
tions below the table.

Table 7.6. Token counts 
for each of the types of 
s o u n d - t o - l e t t e r 
correspondences for the 
sound f in the words in the 
Moe, Hopkins, and Rush 
(1982) wordlist and the 
Children’s Printed Word 
Database.        

letter(s) MHR CPWD

f’ 527 894

ph’ 26 38

gh’ 10 16

total 563 948
   

Table 7.7. Token count for 
each of the types of letter-
to-sound correspondences 
for the d igraph ‘gh ’ in 
different word positions in 
t h e C h i l d r e n ’ s P r i n t e d 
Word Database.

IPA word-
initial

medial 
& final

g 7 2

f 0 16

silent 0 131

k 0 1

total 7 150

 a. Can the Chi-square test of goodness-of-fit be applied 
to the two sets of counts in Table 7.6 to evaluate 
whether the distribution of the different types of 
sound-to-letter correspondences for f in the Ameri-

can database is different from the distribution in the 
British database? 

b. If the test can be applied, what are the X2 value, the 
degrees of freedom, and the p-value?

c. Can the Chi-square test of goodness-of-fit be applied 
to the two sets of counts in Table 7.7 to evaluate 
whether the distribution of the different types of 
letter-to-sound correspondences for the digraph ‘gh’ 
in word-initial position is different from the distribu-
tion of this variable in other positions in the word?

d. If the test can be applied, what are the X2 value, the 
degrees of freedom, and the p-value?

7.12. References and data sources
See the references and data sources sections in Chapters 1 
through 6 for the Buckeye Speech Corpus, which is the source 
of the ð and θ pronunciations in the main text, and for the 
Hoosier Mental Lexicon, the Moe, Hopkins, & Rush (1982) 
study, and the Children’s Printed Word Database, which are 
the sources of the counts in exercises 4 and 5. 
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Appendix 7A: Chi-square table
df 0.995 0.99 0.975 0.95 0.90 0.10 0.05 0.025 0.01 0.005
1 --- --- 0.001 0.004 0.016 2.706 3.841 5.024 6.635 7.879
2 0.010 0.020 0.051 0.103 0.211 4.605 5.991 7.378 9.210 10.597
3 0.072 0.115 0.216 0.352 0.584 6.251 7.815 9.348 11.345 12.838
4 0.207 0.297 0.484 0.711 1.064 7.779 9.488 11.143 13.277 14.860
5 0.412 0.554 0.831 1.145 1.610 9.236 11.070 12.833 15.086 16.750
6 0.676 0.872 1.237 1.635 2.204 10.645 12.592 14.449 16.812 18.548
7 0.989 1.239 1.690 2.167 2.833 12.017 14.067 16.013 18.475 20.278
8 1.344 1.646 2.180 2.733 3.490 13.362 15.507 17.535 20.090 21.955
9 1.735 2.088 2.700 3.325 4.168 14.684 16.919 19.023 21.666 23.589

10 2.156 2.558 3.247 3.940 4.865 15.987 18.307 20.483 23.209 25.188
11 2.603 3.053 3.816 4.575 5.578 17.275 19.675 21.920 24.725 26.757
12 3.074 3.571 4.404 5.226 6.304 18.549 21.026 23.337 26.217 28.300
13 3.565 4.107 5.009 5.892 7.042 19.812 22.362 24.736 27.688 29.819
14 4.075 4.660 5.629 6.571 7.790 21.064 23.685 26.119 29.141 31.319
15 4.601 5.229 6.262 7.261 8.547 22.307 24.996 27.488 30.578 32.801
16 5.142 5.812 6.908 7.962 9.312 23.542 26.296 28.845 32.000 34.267
17 5.697 6.408 7.564 8.672 10.085 24.769 27.587 30.191 33.409 35.718
18 6.265 7.015 8.231 9.390 10.865 25.989 28.869 31.526 34.805 37.156
19 6.844 7.633 8.907 10.117 11.651 27.204 30.144 32.852 36.191 38.582
20 7.434 8.260 9.591 10.851 12.443 28.412 31.410 34.170 37.566 39.997
21 8.034 8.897 10.283 11.591 13.240 29.615 32.671 35.479 38.932 41.401
22 8.643 9.542 10.982 12.338 14.041 30.813 33.924 36.781 40.289 42.796
23 9.260 10.196 11.689 13.091 14.848 32.007 35.172 38.076 41.638 44.181
24 9.886 10.856 12.401 13.848 15.659 33.196 36.415 39.364 42.980 45.559
25 10.520 11.524 13.120 14.611 16.473 34.382 37.652 40.646 44.314 46.928
26 11.160 12.198 13.844 15.379 17.292 35.563 38.885 41.923 45.642 48.290
27 11.808 12.879 14.573 16.151 18.114 36.741 40.113 43.195 46.963 49.645
28 12.461 13.565 15.308 16.928 18.939 37.916 41.337 44.461 48.278 50.993
29 13.121 14.256 16.047 17.708 19.768 39.087 42.557 45.722 49.588 52.336
30 13.787 14.953 16.791 18.493 20.599 40.256 43.773 46.979 50.892 53.672
40 20.707 22.164 24.433 26.509 29.051 51.805 55.758 59.342 63.691 66.766
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