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5.1. What if you had to buy a vowel sound 
instead of a vowel letter? 
In the Wheel of Fortune game, contestants win money by cor-
rectly guessing which consonants occur in a short phrase that 
is hidden on a “puzzle board” of about 50 characters in four 
rows. The only information that they have about the phrase is 
that it is related to some topic, such as “food & drink.” On 
each turn, there are three possible moves: to guess the phrase 
as a whole (which finishes the game if the guess is correct), to 
guess that a particular consonant letter is in the phrase (and 
have it revealed on the puzzle board if the guess is correct), or 
to pay to have a vowel letter revealed. 

Why should vowel letters be treated differently? The obvious, 
superficial reason is that in the average written phrase of Eng-
lish, vowel letters are far more common than consonant let-
ters. All five vowel letters occur in the word ETAOIN 
SHRDLU (meaning “random nonsense”) which lists the 12 
most common letters in the order of their frequency in run-
ning text. So ‘e’ is the most common letter and ‘a’, ‘o’ and ‘i’ 
are more common than any consonant letter except ‘t’. 

The word ETAOIN SHRDLU is pronounced ɛtəɔɪn ʃɝdlu. It 
comes from the 12 keys in the first row on the keyboard of the 
Linotype machines which were used to set type for printing 
newspapers back in the days before modern computers and 
digital print technology were developed. The keyboard ar-
ranged the keys in order of letter frequency so that the typeset-
ters could work very quickly, even with a fast-breaking story. 

It can be abbreviated to ɛtəɔɪn, as in this passage from an es-
say by James Thurber that was reprinted in his 1931 collection 
The owl in the attic: “The author sends in a manuscript with-
out exclamation marks. The linotyper puts them in, the author 
takes them out in proof, the linotyper puts them back in, to-
gether with a couple of etaoins.” We can get an appreciation of 
the difference between spelled forms and spoken forms by con-
trasting the frequencies of the four vowel letters in the abbrevi-
ated form to the frequencies of the three vowel sounds that 
they write in etaoin. The ‘e’ and ‘a’ write the vowels ɛ and ə, 
both of which are among the 12 most frequent sounds (see Fig-
ure 5.6). The ‘oi’ sequence writes the vowel ɔɪ, which is almost 
as rare as ʒ, the least frequent sound of all. 

But why should vowel letters be more common than conso-
nant letters? To figure this out, let’s first think about what the 
difference is between vowel sounds and consonant sounds. In 
Chapter 3 of Vowels and Consonants, Peter Ladefoged defines 
a vowel sound as “the core of nearly every spoken syllable” 
and as “any sound occurring in the middle of a syllable, pro-
vided that it is produced without any kind of obstruction of 
the outgoing breath.” Consonant sounds, by contrast, occur at 
the edges of syllables, and are produced by obstructing the out-
going breath in some way. Since every word of English is at 
least one syllable long, each word must contain at least one 
vowel sound. Also, vowel sounds tend to be written with vowel 
letters, and there are only five vowel letters in English. Many 
syllables also contain one or more consonant sounds, but 
there are four times as many consonant letters as there are 
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vowel letters, so there are more to choose from, and they will 
be repeated less often. So, if guessing a vowel letter were a le-
gal move, the first contestant to play would have a tremen-
dously unfair advantage. Instead, contestants must pay to 
have the vowel letters revealed, and the cost of buying a vowel 
is weighed against the much higher probability that letters 
such as ‘e’ and ‘a’ will be on the puzzle board as compared to 
the probability that letters such as ‘b’, ‘f’, and ‘k’ will be on it. 
You might be willing to pay the price of uncovering a vowel af-
ter the most common consonants have been revealed, though, 
because you want to have clues to what the phrase is, and you 
can expect ‘e’ or ‘a’ to be a letter in the phrase with a high de-
gree of certainty.

Now suppose you were playing a phonetics version of this 
game, where each word in the hidden phrase is given in its dic-
tionary pronunciation and transcribed with the symbols of the 
International Phonetic Alphabet instead of in its ordinary Eng-
lish spelling. For example, suppose you had to guess the 
phrase that is illustrated in Figure 5.1. This is a lot like what 
automatic speech recognition (ASR) systems need to do. For 
example, when you call directory assistance and say the name 
and address of the person whose phone number you want, the 
ASR system at the other end has to guess what consonant and 
vowel sounds you’re saying, in order to look up the pro-
nounced words in its dictionary of people’s names and street 
names and numbers. 

Figure 5.1. Waveform time plot (top panel) and Phonetic 
Wheel of Fortune puzzle board (bottom panel) for the 
sentence ɪzənt laɪf sækrəfaɪsəz (Isn’t life sacrifices?) that 
begins at about 37 minutes into the interview with speaker 
s10 in the Buckeye Speech Corpus.

So, suppose you’re playing this Phonetic Wheel of Fortune 
game. Should you use the same strategy that you used in the 
original orthographic Wheel of Fortune game? There are a lot 
more vowel sounds than there are vowel letters. Would you 
still be willing to pay for a vowel if it was a sound instead of a 
letter? And if you did buy a vowel sound, which one should 
you buy? That is, what vowel sound would you most expect to 
hear in a phrase of English? Knowing that each word should 
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have at least one vowel, you can confidently predict that there 
will be at least as many vowels as there are words in the 
phrase, but how can you predict which vowels? If ‘e’ is the 
most likely letter, can we expect ɛ (the vowel that it writes in 
ETAOIN and many other words of English) to be the most 
likely vowel sound to appear on the puzzle board?

In this chapter, we will introduce some of the basic numerical 
concepts that we need to have to begin to answer these ques-
tions — the concepts of expected value and probability and the 
relationship between probability and frequency.

5.2. Computing the expected value for a very 
simple game of chance
The numerical concepts that are the basis for how we compute 
expected values are from the branch of mathematics that is 
known as probability theory. This is the branch that devel-
ops methods for analyzing the outcome of random events. For 
instance, flipping a coin is a random event with two possible 
outcomes – heads or tails. The expected value is the ex-
pected outcome for one or more of these random events. We 
will expand on the definition of expected value later, but for 
now, a good example is a series of 100 coin tosses. The ex-
pected outcome is approximately 50 heads and 50 tails. We 
know this because the probability of getting heads on one 
event, or trial, is 50%. That is, we expect it to happen half the 
time. The probability of getting tails is also 50%. Probabil-
ity, in this case, is the chance of getting a certain outcome 

from one or more random events, or trials. The probability of 
an outcome can be used to determine the expected value for 
that outcome. Probability theory has its origins in trying to cal-
culate the likelihood of an outcome in gambling on various 
games of chance, such as coins, dice, and cards. The Phonetic 
Wheel of Fortune is a more complicated game of chance, so 
we will start with simpler examples to illustrate how to calcu-
late probabilities.

The simplest games are coin tosses and dice rolls. The calcula-
tion of probabilities for these kinds of games is simple enough 
that you can do much of the arithmetic in your head. For ex-
ample, think about the probability that a standard Western 
six-sided die that is rolled onto a table will land with the  
side up. It’s easy to come up with the probability in this case 
because we have an a priori model of what all of the different 
outcome types are, and how they are related to each other. 
This term a priori is a useful adjective that the Merriam-
Webster’s online dictionary defines as: “relating to or derived 
by reasoning from self-evident propositions.” For example, 
since there are six sides, there are six types of outcome, and 
since we define a fair die as one where each side is equally 
likely to be on top when the die stops moving, each of those 
outcomes has a one in six chance of occurring. So the probabil-
ity of the side with four dots being on top is one out of six 
equally probable outcomes — i.e., 1/6 or about 0.167. Using 
the conventions for abbreviating these kinds of statements, we 
can say that the chance of winning money if you bet that the 
die will come to rest with the “four” side up is:
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 (1) P(  ) = P(Four) =  1/6 ≈ 0.167

In this notation, the “P” stands for probability, which we are 
estimating using the expected proportion of times that the 
“four” side will be on top if you rolled a die a very large num-
ber of times. You can read that equation as: “The probability 
of ‘rolling a four’ is 1 in 6.” 

This means that if you do an experiment where you roll a die 
some number of times (i.e., get a sample of some number of 
die rolls), you expect the side with four dots to surface on 
roughly 1/6 of those rolls. You can test this expectation by ac-
tually rolling a die, or by pointing your browser to one of sev-
eral java applets that have been developed to simulate rolling 
a die. 

5.3. Testing the expected value against samples 
of different sizes
Figure 5.2 shows the results of four different experiments, us-
ing such a simulator program for samples of 12 rolls of a die. 
You can either count the number of s in the relevant section 
of the figure or look at the summary caption underneath. In 
these captions, the “N=12” is the sample size (i.e., the total 
number of rolls of the die) and the “results=c(….)” lists the 
counts for each different possible outcome, in this order: num-
ber of s, number of s, number of s, number of s, num-
ber of s, number of s. We’re using the R c() function 
here, to emphasize that these are vectors. A vector is a one-
dimensional array, which basically means an ordered set, 

that is a single set of items in which the order of each item 
matters. So the number of times the  side came up is the 
fourth number in each vector. This number was 5 in Experi-
ment 1, 2 in Experiment 2, 1 in Experiment 3, and 3 in Experi-
ment 4.

	
Experiment 1: N=12, results=c(2, 0, 5, 5, 0, 0)  
Deviation from expected value: c(0,-2,3,3,-2,-2)

	
Experiment 2: N=12, results=c(2, 2, 1, 2, 4, 1)  
Deviation from expected value: c(0,0,-1,0,2,-1)

	
Experiment 3: N=12, results=c(1, 4, 1, 1, 2, 3)
Deviation from expected value: c(-1,2,-1,-1,0,1)

	 
Experiment 4: N=12, results=c(2, 2, 0, 3, 2, 3)  
Deviation from expected value: c(0,0,-2,1,0,1)

Figure 5.2. Results of experiments that simulate rolling a 
die 12 times, using the die roll simulator at http://
w w w 2 . w h i d b e y . n e t / o h m s m a t h / w e b w o r k / j a v a s c r i p t /
diceroll.htm.

If the die is fair, we know that the probability of rolling any 
one of , , , , , or  is 1/6, so we can calculate how 
many times we expect to roll a  in each experiment by multi-
plying the total number of trials by 1/6. Since 12 * 1/6 = 12/6 
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= 2, we would expect  to be the outcome (our expected 
value) on about 2 of the 12 rolls in each of experiments 1 
through 4. Again, the actual outcomes were 5, 2, 1, and 3 s 
out of 12 rolls. So it’s only in experiment 2 that our expecta-
tion is met exactly. In the other experiments, the count of s 
deviates from the expected count by being 1 more or 1 fewer 
than expected (i.e., by ±1) in experiments 3 and 4, and by be-
ing 3 more than expected in experiment 1. The expected 
count is the number that we would normally expect, so it’s 
the “normal” value. The difference between the count that we 
actually observe (i.e. the observed count) and this expected 
count is called the deviation from expectation. 

Of course, if the die is fair, the same expected value holds for 
the other five sides. So we can calculate the deviation from ex-
pectation for each of the sides by subtracting each of the 
counts in the “results” vector from the same expected value 
(in this case, 12/6, or 2). The “deviation from expected val-
ue=c(…)” vector in the caption for each experiment shows us 
how different each of these outcomes was from the expected 
outcome of 2.

 

Experiment 5: N=120, results=c(23, 15, 21, 18, 19, 24)
Expected value: 120 * 1/6 = 20  
Deviation from expected value: c(3, -5, 1, -2, -1, 4)

We omitted the graphical representations of the 12,000 die sides for 
experiments 6-8 to save space

Experiment 6: N=12,000, results=c(1996, 2028, 1955, 2004, 1982, 2035)  
Expected value: 12,000 * 1/6 = 2000  
Deviation from expected value: c(-4, 28, -45, 4, -18, 35)

Experiment 7: N=12,000, results=c(1987, 1971, 2012, 1983, 2008, 2039)  
Expected value: 12,000 * 1/6 = 2000  
Deviation from expected value: c(-13, -29, 12, -17, 8, 39)

Experiment 8: N=12,000, results=c(2025, 1977, 2032, 1967, 2015, 1984)  
Expected value: 12,000 * 1/6 = 2000  
Deviation from expected value: c(25, -23, 32, -33, 15, -16)

Figure 5.3. Results of experiments that simulate rolling a 
die 120 times (experiment 5), or 12,000 times (experiments 6 
through 8), using the same die roll simulator as in Figure 
5.2. 

Another important thing to note here is that as the sample 
size increases, the size of the deviation can increase as well, 
but in comparison, it doesn’t seem to increase by nearly as 
much as the sample size. This means that, as the sample size 
gets bigger, the deviation from expectation gets proportion-
ally smaller. In other words, getting 1 or 3 s when you ex-
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pect 2 s is a deviation of only 1, where getting 18 s when 
you expect 20 is a deviation of 2, and getting 2004 s when 
you expect 2000 is a deviation of 4. But if we look at these out-
comes as proportional deviations, the first two outcomes devi-
ate much more from the expected outcome: 1/12≈0.083 and 
3/12=0.25 where we expected 2/12≈0.167, whereas the third 
proportion is 18/120≈0.15 where we expected 
20/120≈0.167, and the fourth is 2004/12000=0.167, which 
is exactly what we got for the expected proportion when we 
round to the nearest 10th of a percent. 

Figure 5.4. Bar plots showing the distributions of the six 
possible outcomes from the results of experiments 3, 5, 6, 7, 
and 8 shown in Figure 5.2, in panels (a-e), and the results for 
the idealized outcome of a “perfect” experiment where the 
deviation is c(0,0,0,0,0,0), in panel (f).

This is probably easier to see in Figure 5.4, which shows bar 
plots for the results of five of the experiments in Figures 5.2 
and 5.3 as well as the results for a hypothetical “perfect” ex-
periment with 12,000 rolls where the deviation was 0 across 
the six counts. The y-axis tick marks on the left side of each 
panel show the number of rolls. Since the axes are all scaled 
proportionally, the y-axis tick marks on the right side of panel 
(c) apply to all three bar plots in the top row, and the y-axis 
tick marks on the right side of panel (f) apply to all three bar 
plots in the bottom row. This right-hand y-axis shows the pro-
portion, expressed as a decimal, of rolls that had each par-
ticular outcome (this is, the relative frequency — i.e., how 
many times that outcome occurred out of the total number of 
trials). In contrast, the left-hand y-axis shows the number of 
rolls that had that outcome (which is the absolute fre-
quency — i.e., the token count). So you can look at the height 
of each bar relative to the first tick mark on the y-axis on the 
left side to see what the actual integer difference is for any sin-
gle outcome. Or you can look at the right-hand axis to see 
what the proportional deviation is. For example, the ac-
tual integer difference is -1 for the bar at ‘4’ in both panel (a) 
and panel (b), but the proportional deviation is much larger 
for the smaller sample in panel (a). You can see this in R Note 
5.1, where we give some R code for comparing the absolute dif-
ference to the proportional deviation.

Another useful way to think of these patterns of deviation 
from the expected counts is that they represent the sampling 
error — i.e., the differences we might expect to see by looking 
at a sample rather than at the whole population. In other 
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words, these numbers may be about as close as we can expect 
to get, given that these experiments involved only 12 rolls or 
120 rolls or 12,000 rolls, sampled randomly from the infi-
nitely large number of rolls there ever could be for this die. If 
we had a much bigger sample — for example, if we built a ma-
chine to roll the die 12,000 trillion times for us and count the 
number of s out of those 12,000 trillion times — then we 
would expect to see an even closer convergence on the ex-
pected proportion. In other words, the way to think of the rela-
tionship between the observed number and the expected num-
ber when you have an a priori model is this: the model tells us 
what proportions we expect to observe if we can get a large 
enough sample to reduce the effects of “random error” across 
the sample to as small a proportional deviation as possible.

R Note 5.1 – Computing the difference and the 
proportional deviation vectors
Use the c() function and the = operator to assign the vector 
of observed counts to an appropriately named variable, such 
as:  

 experiment3 = c(Ones=1,Twos=4,Threes=1,  
  Fours=1,Fives=2,Sixes=3)

The = assigns a type name (e.g., Ones, Twos,…) and an associ-
ated value (that is number of rolls of that type) at the same 
time. You can now subtract the expected count to get the dif-
ferences from expected, that is, the vector of actual integer de-
viations:

 expected = c(Ones=2,Twos=2,Threes=2,  
  Fours=2,Fives=2,Sixes=2)

 experiment3-expected

This returns the following vector of differences:

 Ones   Twos Threes  Fours  Fives  Sixes 

    -1      2     -1     -1      0      1 

An easier way to do this, since we know that the expected 
count for each value is 2, would be to just subtract 2 from the 
entire experiment3 vector, like this:

 experiment3–2

This returns the same vector as the above calculation:

 Ones   Twos Threes  Fours  Fives  Sixes 

    -1      2     -1     -1      0      1 

You can divide the resulting vector by the expected count to 
get the proportional deviation, like this: 

 (experiment3–2)/2

This returns the following vector of proportional deviations:

 Ones   Twos Threes  Fours  Fives  Sixes 

  -0.5    1.0   -0.5   -0.5    0.0    0.5

Try the following series of three analogous commands for the 
vector of counts from experiment 5:
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 experiment5 = c(Ones=18,Twos=22,  
  Threes=25,Fours=19,Fives=17,Sixes=19)

 experiment5–20

 (experiment5–20)/20

The second and third commands return these vectors of differ-
ences and proportional deviations:

 Ones   Twos Threes  Fours  Fives  Sixes 

    -2      2      5     -1     -3     -1 

 Ones   Twos Threes  Fours  Fives  Sixes 

 -0.10   0.10   0.25  -0.05  -0.15  -0.05 

You can see that even though the integer differences are larger 
for experiment 5 than experiment 3, the proportional devia-
tions are smaller overall for experiment 5 than experiment 3.

5.4. The probability distribution for a simple 
outcome
Expressing the results as proportions instead of as the actual 
integer counts is very important because this gives us a way to 
think about the expected results independent of the actual 
sample size. It also gives us a way to think about how the prob-
abilities are distributed across the different outcomes. Remem-
ber that the number of rolls for the six different outcomes 
have to add up to the total size of the sample. If we express 
those numbers as percentages, they have to add up to 100% of 

the rolls. Similarly, if we express those numbers as propor-
tions, they have to add up to 1. So another way to think of the 
“P” in equation (1) [P( ) =  1/6 ≈ 0.167] is that it means the 
“proportion” of the total population of values. If we multiply 
this proportion by 100, we get the “percentage”: 0.167 * 100 = 
16.7%. 

In other words, we can model the probability of any one of the 
possible outcomes for a categorical variable as the propor-
tional count — i.e., the relative frequency — of that particu-
lar outcome. And we can use the vector of all of these relative 
frequencies as our model of how the probabilities are distrib-
uted across the set of possible outcomes. When this vector of 
relative frequencies comes from a “perfect” experiment like 
the one that we plotted in panel (f) of Figure 5.4, it is called 
the probability distribution for that variable. Remember 
that a variable is the “thing that varies” from one observation 
to the next, in this case, the outcome of a die roll. For a cate-
gorical variable such as the six distinct types of outcome for a 
die roll, then, the probability distribution is the vector of prob-
abilities associated with the set of types arrayed in some or-
der, as in (2). Here we’ve ordered the types to set the order of 
probabilities in the vector by the number of dots on that face 
of the die, treating this as an ordinal categorical variable. Es-
sentially, the probability distribution for a categorical or ordi-
nal variable can be seen as an ordered set of all the different 
probabilities for all the possible outcomes of an event. And a 
graph like panel (f) of Figure 5.4 is one easy-to-understand 
way of showing a probability distribution. 
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(2) probability distribution for the six outcomes of a die 
roll:

 c(P( ), P( ), P( ), P( ), P( ), P( ))

 = c(1/6, 1/6, 1/6, 1/6, 1/6, 1/6)

     ≈ c(0.167, 0.167, 0.167, 0.167, 0.167, 0.167)

In other words, as the panels of Figure 5.4 show, we can use 
the graphical tools that we introduced in Chapter 1 to picture 
the relative frequencies for different outcomes when we play a 
simple game of chance, such as rolling a die many times. 
Moreover, if we have an a priori model, we can use the same 
device to plot the idealized expected outcomes from the model 
itself. In other words, we can show the pattern of expected pro-
portions using the same kind of bar plot or histogram that we 
use to picture the distribution of observed proportions. Since 
what we are picturing with this kind of plot is an estimation of 
the probability distribution for the variable, we will also some-
times use the shorthand of referring to such a plot itself as the 
probability distribution. 

5.5. Estimating the probability distribution 
when there is no a priori model
In the previous example, we had an a priori model to estimate 
the probability distribution for the variable “outcome of a die 
roll”. But what do we do when we don’t have an a priori 
model, such as is the case for deciding what our risk is if we 

buy a particular vowel? We saw in Figure 5.4 that, as the sam-
ple size got larger and larger, the absolute deviation got a bit 
bigger, but the proportional deviation got much smaller. This 
suggests that if we can get a random sample that is large 
enough relative to the deviation that we expect, then we 
should be able to estimate fairly accurately the “true” probabil-
ity distribution of a variable if we don’t have an a priori 
model.  

An example of a rather large random sample is the 1,000,000-
word corpus of written English text collected and analyzed by 
Kučera and Francis (1967). We can use this sample to esti-
mate the probability distribution of the categorical variable 
“occurrence of a given letter in any given position on the origi-
nal orthographic Wheel of Fortune puzzle board.” That is, we 
want to estimate the probability distribution for the 26 differ-
ent letters at any one position on the puzzle board. So we want 
to know how probable it is that the letter in that position is ‘e’, 
or that the letter is ‘t’, or that the letter is ‘a’, and so on. In 
other words, we want to estimate the values for the vector of 
26 probabilities in (3):

(3) P(letters) = c( P(‘a’), P(‘b’), P(‘c’), P(‘d’), P(‘e’), P(‘f’),  
 P(‘g’), … , P(‘x’), P(‘y’), P(‘z’) )

Calculating these 26 probabilities doesn’t give us all that we 
need to know in order to be able to calculate whether it’s 
worth the cost of buying a vowel letter in the original ortho-
graphic Wheel of Fortune game, so as to be able to contrast 
that to the cost of buying a vowel sound in the Phonetic Wheel 
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of Fortune game, but it’s a necessary first step. It’s analogous 
to the step of calculating the probabilities of each of the possi-
ble outcomes for a die roll in (2) in order to plot the idealized 
probability distribution for the 6 possible outcomes in panel 
(f) of Figure 5.4. 

In (4), we give an estimate of the probability distribution in 
(3) based on the observed counts of the letters in the 1-million 
word corpus by Kučera and Francis (1967). 

(4) P(letter) = c(P(‘a’)≈0.080, P(‘b’)≈0.015, 
 P(‘c’)≈0.031, P(‘d’)≈0.040, P(‘e’)≈0.125,  
 P(‘f’)≈0.023, P(‘g’)≈0.019, P(‘h’)≈0.054,  
 P(‘i’)≈0.073, P(‘j’)≈0.002, P(‘k’)≈0.007,  
 P(‘l’)≈0.041, P(‘m’)≈0.025, P(‘n’)≈0.071,  
 P(‘o’)≈0.076, P(‘p’)≈0.020, P(‘q’)≈0.001,  
 P(‘r’)≈0.061, P(‘s’)≈0.065, P(‘t’)≈0.093,  
 P(‘u’)≈0.027, P(‘v’)≈0.010, P(‘w’)≈0.019,  
 P(‘x’)≈0.002, P(‘y’)≈0.017, P(‘z’)≈0.001)

R Note 5.2 shows you how to compute this vector. Figure 5.5 
plots this estimated probability distribution, reordering the es-
timated P(…) values according to their rank. That is, since “let-
ters” is a categorical variable, there is no inherent order. We 
decided to take advantage of the fact that the P(…) values that 
we estimated aren’t all equal, in order to treat this as an ordi-
nal categorical variable. That is, we chose to order the bars by 
their heights, from the most frequent letter to the least fre-
quent one. You can see that the 6 most frequent letters in the 
Kučera and Francis (1967) corpus are ETAOIN and thus the 

same as in the phrase ETAOIN SHRDLU introduced above. 
Thus, all vowels except ‘u’ are among the 6 letters most fre-
quently occurring in a large sample of English text. It seems 
reasonable then to have to buy a vowel letter in the original 
Wheel of Fortune since most vowel letters are more frequent 
than most consonant letters. 

R Note 5.2 – Estimating the probability 
distribution for the 26 letters
Use the c() function to create a vector of the 26 counts we ob-
served for the letters in the Kučera and Francis (1967) corpus, 
which we’ve ordered alphabetically:

kf = c(378602,72257,145711,186853,588441,  
 108816,91690,255817,342873,7549,30946,  
 194577,119566,333890,357304,94928,5039,  
 288319,307900,435707,127675,46948,88639,  
 9320,81175,4466)

The pre-stored letters vector provides the letters of the al-
phabet in alphabetical order. So, if you type letters into the 
R console, R will return this output:

"a" "b" "c" "d" "e" "f" "g" "h" "i" "j" "k" 
"l" "m" "n" "o" "p" "q" "r" "s" "t" "u" "v" 
"w" "x" "y" "z"

Use the letters vector to name each of the counts in kf and 
the sum()function to add them up.

names(kf) = letters
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Typing sum(kf) into the R console shows you that the counts 
in the kf vector add up to 4705008.

sum(kf)

[1] 4705008

Divide the vector of counts by the sum to get the vector of rela-
tive frequencies:  

kf / sum(kf)

You can use the round() function, assigning the value 3 to 
the digits argument, in order to round to the nearest 10th of 
a percent and to make it easier to read the vector of estimated 
probabilities:  

round(kf / sum(kf), digits=3)

You also can use the sort() function, specifying decreas-
ing=TRUE, to reorder the numbers by frequency rank, as we 
did in order to make Figure 5.5. If you type this into the R con-
sole:  

sort(round(kf / sum(kf), digits=3),  
 decreasing=TRUE)

R will give you the following relative frequencies:

     e     t     a     o     i     n     s     r     h     

 0.125 0.093 0.080 0.076 0.073 0.071 0.065 0.061 0.054 

     l     d   c     u     m     f     p     g     w

  0.041 0.040 0.031 0.027 0.025 0.023 0.020 0.019 0.019

     y     b     v     k     j     x     q     z

 0.017 0.015 0.010 0.007 0.002 0.002 0.001 0.001

Figure 5.5. Distribution of the 26 letters in the 1,000,000-
word corpus of text collected and analyzed by Kučera and 
Francis (1967).  

But what about the Phonetic Wheel of Fortune? For this game, 
we would like to estimate the probability distribution of the 
categorical variable “occurrence of a given sound in any given 
position on the Phonetic Wheel of Fortune puzzle board.” 
That is, we are interested in the occurrence of sounds rather 
than letters. So to estimate this probability distribution, we 
should use a sample that is more relevant to our bigger ques-
tion of whether it’s worth it to buy a vowel sound in the Pho-
netic Wheel of Fortune. Recall our discussions about the differ-
ences between spoken and written language from earlier chap-
ters. Conversational language tends to use shorter, more com-
mon words than written language. Because Phonetic Wheel of 
Fortune uses spoken language as its basis, we should use spo-
ken language to calculate our probabilities. The spoken sam-
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ple we will be using comes from interviews that Moe, Hop-
kins, and Rush (1982) conducted with 7-year-old children. 
Since we have added the American English pronunciation to 
each of the word types in the word list derived from the Moe, 
Hopkins, and Rush (1982) interviews, we can use this sample 
of running speech to estimate the probability distributions for 
the vowel sounds and consonant sounds of American English. 
Figure 5.6 shows the relative frequencies of the sounds in the 
transcribed interviews from Moe, Hopkins, and Rush (1982). 

The probability distribution for the vowel sounds will be the 
vector of values in (5). There are 16 values here because we’re 
using a list of vowel sounds that Peter Ladefoged describes for 
a “General American” dialect in Chapter 3 of his book Vowels 
and Consonants, and that’s a good description of the vowels 
in the dialect that speaker s10 in the Buckeye Speech Corpus 
speaks, which is where we got the phrase in Figure 5.1. (The 
list of vowel sounds and the number of probabilities in the vec-
tor would be much larger if we were setting up a Phonetic 
Wheel of Fortune board for a speaker from a dialect region 
such as southern Britain.) 

(5) P(vowel sound) = c(P(i:), P(ɪ), P(eɪ), P(ɛ), P(æ),  
 P(ɑ:), P(ɔ:), P(ʊ), P(oʊ), P(u:), P(ʌ), P(ɝ), P(aɪ),  
 P(aʊ), P(ɔɪ), P(ə) )

The probability distribution for the consonant sounds will be 
the vector of 23 values in (6). This list works for most dialects 
of English, so we don’t have to specify further. (See the IPA 
chart in Figure 0.1 in the Preface for any vowels and conso-

nant sounds that you don’t recognize in the lists in (5) and 
(6).) 

(6) P(consonant sound) = c(P(p), P(b), P(c), P(d), P(tʃ),  
 P(dʒ), P(k), P(g), P(m), P(n), P(ŋ), P(f), P(v), P(θ),  
 P(ð) , P(s), P(z), P(ʃ), P(ʒ), P(w), P(r), P(l), P(j))

Combining the vectors in (5) and (6) then gives us the full 
probability distribution for all 39 sounds of this dialect of 
American English. In (7) and Figure 5.6, we show one esti-
mate of this full probability distribution. 

(7) P(sound) = c(P(i:)≈0.033, P(ɪ)≈0.051, P(eɪ)≈0.019, 
P(ɛ)≈0.036, P(æ)≈0.047, P(ɑ:)≈0.024, P(ɔ:)≈0.015, 
P(ʊ)≈0.005, P(oʊ)≈0.020, P(u:)≈0.022, P(ʌ)≈0.025, 
P(ɝ)≈0.005, P(aɪ)≈0.028, P(aʊ)≈0.009, 
P(ɔɪ)≈0.001, P(ə)≈0.054, P(p)≈0.017, P(b)≈0.021, 
P(t)≈0.080, P(d)≈0.055, P(tʃ)≈0.004, P(dʒ)≈0.003, 
P(k)≈0.029, P(g)≈0.018, P(m)≈0.030, P(n)≈0.079, 
P(ŋ)≈0.011, P(f)≈0.012, P(v)≈0.010, P(θ)≈0.005, 
P(ð)≈0.042, P(s)≈0.039, P(z)≈0.028, P(ʃ)≈0.006, 
P(ʒ) ≈0.001, P(w)≈0.029, P(r)≈0.046, P(l)≈0.034, 
P(j)≈0.010)

We estimated these probabilities based on the adjusted fre-
quencies1 of the 39 sounds in the pronunciations of the words 
in the Moe, Hopkins, and Rush (1982) transcripts. In (7), we 

listed the types in the same arbitrary order that we used in (5) 
and (6), but in Figure 5.6 we ordered the vowel and consonant 
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types by their frequencies, just as we did for the probability 
distribution of the 26 letter types in Figure 5.5. 

You can see that the most frequent vowel sound is ə. So this is 
the vowel sound we’d want to guess if we were to buy a vowel 
in the Phonetic Wheel of Fortune game. Before we decide to 
guess ə, though, we’d want to first figure out whether it makes 
sense to guess any vowel sound at all if it costs us to guess a 
vowel in the Phonetic Wheel of Fortune. To do this, we have to 
calculate the probability of a more complex outcome. That is, 
when we pay to guess any particular vowel sound, we are not 
betting that the vowel sound is in one particular place on the 
puzzle board. Rather, we are betting that the vowel sound is in 
any one or more of the places allocated to sounds on a particu-
lar puzzle board. 

Figure 5.6. Distribution of the 16 vowel sounds and 23 
consonant sounds of American English in the approximately 
300,000 word tokens in the transcriptions of the interviews 

with 7-year-old children in the Moe, Hopkins, and Rush 
(1982) study. 

The puzzle board in Figure 5.1 has 18 places for sounds. We’ve 
numbered the places on the board in Figure 5.7, and filled in 
the solution, to make it easier to see the risks that we’re taking 
if we buy a vowel for this particular puzzle board. 

Figure 5.7. The same puzzle board as in Figure 5.1 has been 
numbered in the left panel, with the answer revealed in the 
right panel.

We’ve put a number under each of the tiles that contain a 
sound, so that we can talk about the sounds in different places 
for any phrase that fits this puzzle board when pronounced in 
the same dialect. So for example, suppose the phrase on the 
puzzle board were neighbors and dandelions, which is pro-
nounced as shown in the left panel of Figure 5.8 in this dia-
lect. If we buy a ə vowel, we’re betting that there is at least one 
instance of ə on the board, or else we lose our turn, and the 
puzzle isn’t any closer to being completed. This means that we 
win this bet if ə is in the first place for a sound on the game 
board, or if it is in the second place, or if it is in the third 

t   n   d   ə   ɪ   æ   r   ð   s   ɛ   l   i:  m   k  w  z  aɪ   ʌ  ɑ:  u:  b oʊ  eɪ  g   p  ɔ:  
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place, and so on up to the eighteenth place. This means that 
we would win this bet for the solution in the left panel of Fig-
ure 5.8, because it has exactly one instance of ə, in place num-
ber 13. 

Figure 5.8. The game board is filled in with two other 
possible solutions, that are phrases taken from the Buckeye 
Corpus

We also would win the bet that there is at least one ə, if there 
are two instances of ə in any combination of two places on the 
board. This means that we would win the bet if the phrase on 
the puzzle board were touches their handlebars, which is pro-
nounced as shown in the right panel of Figure 5.8 in this dia-
lect, and it has exactly two instances of ə, in place 04 and 
place 13. And we’d also win the bet if there were three in-
stances of ə in any combination of three places on the puzzle 
board. So, we would win the bet for the puzzle board in Figure 
5.7, since there is a ə in each of places 03, 13, and 17. 

In fact, we’d also win if there were a ə in any four places, or in 
any five places, or even in all 18 places, as unlikely as that is. 
In other words, before we buy a ə for the board in Figure 5.1, 

we want to know the probability of there being a ə in at least 
one of the 18 places on the puzzle board. If we used the same 
approach that we used to estimate the probabilities in Figure 
5.6, this would mean finding a large number of 3-word se-
quences of English that fit the puzzle board in Figure 5.1, and 
then counting which of these sequences contains at least one 
ə, and then dividing the second number by the count of 3-
word sequences that we found. If you had a very large sample 
of texts, you might be able to find enough phrases make an ac-
curate estimate, but you’d need a much larger sample than the 
one that we used to count the number of instances of each 
sound. (We’ll talk more about this in section 5.8.) So we need 
a different way to estimate the probability of winning the bet 
that there is at least one instance of ə on the board. 

It turns out that it is far easier to estimate the probability of 
losing this bet that there is a ə on the board than to estimate 
the probability of winning it. That is, we are able to estimate 
the probability of there being no instances of ə in the phrase 
on the board from just the probabilities that we have already 
estimated for Figure 5.7. And once we know how to estimate 
the probability of losing that bet, we can calculate the probabil-
ity of the opposite outcome of winning the bet using a very 
simple formula. 

The logic of this approach is fairly straightforward, but there 
are several steps to it that involve different models of ways to 
combine simple outcomes (such as there being a ə in space 03 
on the puzzle board) to make a more complex outcome (such 
as there being a ə in space 03 or in space 13 on the puzzle 
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board). So we’ll work through the logic step by step in the next 
four sections. These sections review aspects of probability the-
ory that will be useful in all the remaining chapters of this 
book. They describe the models for combining simple out-
comes in different ways to make a compound outcome and in-
troduce the arithmetic for computing the compound probabil-
ity for each different kind of compound outcome from the 
probabilities of all of the simple outcomes that are combined. 

5.6. Compound probability – OR ( | )
Let’s start with the simplest kind of compound probability, 
which is the probability of observing any of several possible 
simple outcomes. For example, suppose the rules of the Pho-
netic Wheel of Fortune game were a bit different. Suppose 
that instead of guessing that a particular sound occurs any-
where on the puzzle board, players had to guess what the 
sound is at some specific place on the board. The place is ran-
domly chosen by the master of ceremonies, and the players 
don’t know what that place is until it’s been filled. On each 
turn, the player can guess just one consonant sound and the 
guess is free. Or the player can pay to guess one vowel sound. 
Or the player can pay to guess two consonant sounds at once, 
so that the space is revealed if either of the two is correct. If 
you’re the first player, you may want to pay to guess the set 
c(t, n), since these are the two most likely sounds, according 
to the probability distribution in Figure 5.6. Before you decide 
to pay to guess these two sounds, you can estimate the prob-
ability of winning the bet by calculating the probability that 

the sound is t OR that the sound is n. That is, since the two 
outcomes can’t both be true (the chosen space on the board 
can’t be filled both by the sound t and by the sound n), the 
probability of winning the bet is the compound probability of 
a more complex outcome that combines the two simple out-
comes with the logical operator OR.

Remember that we use capital letters when referring to the 
logical operator OR to set it apart from the normal conjunc-
tion ‘or’ (which has more meanings than this logical operator 
does). As you may recall from chapter 4, the symbol for this 
OR operator in many computer languages (including R) is 
called a ‘pipe’ and looks like a vertical line. ( | ) We will con-
tinue to use the word OR and this pipe symbol interchangea-
bly in examples, so that you can get used to both notations. 
For example, the formula in (8) shows how to calculate the 
combined probability of the outcome of winning the bet if you 
pay to guess that the space is filled by one of the set c(t, n). 

(8) P(t OR n) = P(t | n) = P(t) + P(n) = 0.08 + 0.079 =  
 0.159

As (8) shows, you use addition to calculate the compound 
probability of observing either of two outcomes. That is be-
cause you are looking for the union of two sets, which we illus-
trated in chapter 4 as being the combined space of two circles 
in a Venn diagram. You can visualize this compound probabil-
ity by looking at Figure 5.6, and imagining if you were to re-
duce the number of bars by combining these two types into a 
new type for the set of two alternatives “t OR n”, the height of 

164



the bar for the new type is the sum of the heights of the bars 
for the two original simple types. This generalization can also 
be extended to even more complex sets, such as the one in (9) 
that combines the six most probable sounds, to make the pho-
netic equivalent of ETAOIN.  

(9) P(t | n | d | ə | ɪ | æ) = P(t) + P(n) + P(ə) + P(ɪ) +  
 P(æ) = 0.08 + 0.079 + 0.055 + 0.054 + 0.051 +   
 0.047 = 0.366

5.7. The relationship between OR (|) and NOT
The logical operator OR is also relevant to Phonetic Wheel of 
Fortune played with the same rules as the original Wheel of 
Fortune, because it gives us a way to explain the logic of why 
it’s easier to calculate the probability of losing your bet if you 
paid to guess a ə. That is, we said that we want to calculate the 
probability of ə not being in any position on the puzzle board. 
The next step in this logical chain is to calculate the probabil-
ity of ə not being in only one particular space that’s lit up on 
the puzzle board of our Phonetic Wheel of Fortune.

We can compute this by calculating the compound probability 
of the space being occupied by any of the 38 sounds other 
than ə. That is, if the outcome is NOT that the sound in the 
space is ə, then the sound must be t OR  n OR  d OR ... and so 
on up to … oɪ OR ʒ. That is, the P(NOT ə) is the same as the 
P(t OR n OR d OR ɪ OR æ …, etc.). Since we learned how to 
calculate this kind of compound probability by using addition, 
as in (9), we know that we can calculate this probability of 

NOT ə by adding up the estimated probabilities for all the 
other 38 sounds that are NOT ə, as sketched out in (10). 

(10) P(NOT ə)  = P(t | n | d | ɪ | æ | r | ð | s | ɛ | l | i: | … 
| ʧ | ʤ | oɪ | ʒ) =  
P(t) + P(n) + P(ɪ) + P(æ) + P(r) + P(ð) + … + P(ʧ) + 
P(ʤ)+ P(oɪ) + P(ʒ)=  
0.08 + 0.079 + 0.055 + 0.051 +  0.047 + … + 0.003 
+ 0.003 + 0.0009 + 0.0001  
= 0.946 

But there is an easier way to calculate the probability of NOT 
ə. We know that since OR is addition, and since losing the bet 
and winning the bet are the only possible outcomes, the prob-
ability of losing the bet and the probability of winning the bet 
have to add up to 1. This means that when we add the sum of 
the 38 probabilities in (10), which is P(NOT ə), and the prob-
ability of winning the bet, which is P(ə), those two numbers 
have to add up to 1. So we can replace the long string of num-
bers in (10) with the much simpler formula in (11), which sub-
tracts the probability of ə from the sum of all probabilities 
(i.e., 1). 

(11) P(NOT ə)  =  1 – P(ə) = 1 − 0.054 = 0.946

In other words, if you were playing the weird alternative ver-
sion of the Phonetic Wheel of Fortune game that we described 
in the preceding section, and you bought the most frequent 
vowel sound, the probability of losing is nearly 95%! For com-
parison, let’s calculate the probability of losing if you bet that 
the vowel letter ‘e’ is in any one particular space that’s lit up 
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on the original Wheel of Fortune puzzle board. We can do this 
by plugging the probability of the letter ‘e’ being in a particu-
lar space into the same formula, as shown in (12).

(12) P(NOT ‘e’) = 1 − P(‘e’)  = 1 − 0.125 = 0.875

In other words, you’d have nearly an 88% chance of losing if 
you bet on the most frequent vowel letter being in any one po-
sition, and an even higher chance of losing if you bet on the 
most frequent vowel sound. So why would anyone buy a 
vowel!?

 To answer that question, we have to understand the differ-
ence between the weird alternative rules and the actual rules 
of the Phonetic Wheel of Fortune. With the alternative rules, 
you’re betting on the sound being in only one particular space, 
and the probabilities P(ə) and P(NOT ə) are the complete an-
swer to whether it’s worth it to buy a vowel, because the 
choices in that game are about guessing what the sound might 
be at one particular position on the board. But when you buy a 
vowel sound in the Phonetic Wheel of Fortune played with the 
actual rules for this game, you’re not betting that the vowel 
sound occurs in one particular position on the board. Rather, 
what you’re betting on is that the particular vowel sound that 
you’re buying is in any of the spaces that are highlighted on 
the puzzle board. If there are 18 spaces where a sound could 
appear, as in the puzzle board in Figure 5.1, this means that 
we’re betting that the sound occurs in at least one of 18 
spaces. How can we calculate the probability of losing that 
bet? 

5.8. Compound probability – AND (&)
Let’s start with a slightly less cumbersome case, using just the 
middle word which has only three sounds to guess. We’ll calcu-
late the probability of losing if you bet that the vowel aɪ is in 
the second word on the puzzle board. The layout of the puzzle 
board that we’ve shown in Figure 5.7 tells us that this is a 
word that has a dictionary form with three sounds, which are 
in positions 06, 07, and 08 of the sequence of sounds for the 
whole puzzle solution. You lose this bet if the sound at each of 
these three positions is NOT aɪ. That is, you lose if the sound 
in position 06 is NOT aɪ AND the sound in position 07 is NOT 
aɪ AND the sound in position 08 is NOT aɪ. 

To begin illustrate how we can calculate this combination of 
outcomes, imagine a hypothetical “Simple English” language 
that has only the three sounds in the word life, which is the 
second word in the actual puzzle solution. That is, suppose a 
simplified language that has only the one vowel aɪ and the two 
consonants l and f that do occur in those three places in the 
puzzle. Let’s also imagine that the relative probabilities across 
these three sounds is the same as in English, so that in this 
Simple English language, the probability distribution for these 
sounds is the vector in (13).

(13) Probability distribution for “Simple English”: 
c(P(l)=0.459, P(aɪ)=0.378, P(f)=0.162)
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As in real English, we can combine all three of these sounds in 
different orders to make other words besides laɪf that are the 
same as an ordinary English word or nearly the same. That is, 
Simple English can have the words faɪl (the dictionary form of 
file), flaɪ (the dictionary form of fly), and aɪlf (the dictionary 
form of ailf, which is the Simple English word for elf). If we let 
each of the sounds occupy more than one of the three places 
(such as sampling with replacement), we also can get the 
words faɪf (the dictionary form of fife) and laɪl (the dictionary 
form of the name Lyle), and we could get other pronounceable 
combinations, too, such as aɪ aɪ aɪ (which is a word of lament 
in several Simple English songs) and aɪfaɪ (which is the Sim-
ple English word for Wi Fi). Of course, many of these combina-
tions, such as lfaɪ and lfl, are not pronounceable spoken forms 
for ordinary English. But for simplicity, let’s ignore which com-
binations can be pronounced and which can’t. That is, let’s say 
that each of the three sounds has the same probability of occu-
pying any of the three places in the word puzzle no matter 
what sounds are in the two other spaces. 

If we make that one extra simplifying assumption, we can find 
all of the possible words of the language that fit that part of 
the puzzle board and calculate the probability for each one by 
combining the probabilities of the individual sounds. For ex-
ample, we can figure out how likely it is that the word is life by 
calculating the probability that the sound in position 06 is l 
AND the sound in position 07 is aɪ AND the sound in position 
08 is f. In the same way, we can figure out how likely it is that 
the word is file by calculating the probability that the sound in 

position 06 is f AND the sound in position 07 is aɪ AND the 
sound in position 08 is l. 

As in the preceding section, we are capitalizing this word AND 
to make clear that it is a logical operator for a way of combin-
ing simple outcomes. And we will use the word AND and the 
symbol “&” interchangeably so that you can get used to the no-
tation for this logical operator in R and other programming 
languages. The arithmetic operation for computing the com-
pound probability of simple outcomes combined with AND is 
multiplication because we are looking at the intersection of 
multiple sets, that is the area of overlap in a Venn diagram, as 
described in chapter 4. So we can write the calculations we 
just described for the probability that the second word is life 
or file as in (14). 

(14) a. P(second word is life, pronounced laɪf) =   
  P(l & aɪ & f) = P(l) * P(aɪ) * P(f) =  
  0.459 * 0.378 * 0.162 = 0.028

b. P(second word is file, pronounced faɪl) =   
  P(f & aɪ & l) = P(f) * P(aɪ) * P(l) =  
  0.162 * 0.378 * 0.459 = 0.028

Because the sounds that make up life and file are the same, 
the probabilities calculated in (14a) and (14b) are the same, 
and this number also is the probability of the second word be-
ing fly and the probability of the second word being Ailf or the 
difficult-to-pronounce combination lfaɪ. That is, the probabili-
ties for all 6 of the possible sequences that combine exactly 
one instance of aɪ, one instance of l, and one instance of f are 
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the same, because we made the simplifying assumption that 
the probability of aɪ is the same for space 06 as it is for space 
07 and for space 08, and that the probability of l or f is also 
constant across positions. 

We can use the same logic to figure out the probability that 
the second word is fife. That is, we can use the probability of f 
twice to calculate the probability that the sound in position 06 
is f AND the sound in position 07 is aɪ AND the sound in posi-
tion 08 is f, as shown in (15a). 

(15) a. P(second word is fife, pronounced faɪf) =   
P(f & aɪ & f) = P(f) * P(aɪ) * P(f) =  
0.162 * 0.378 * 0.162 = (0.162)2 * 0.378 = 0.01

 b. P(second word is Lyle, pronounced laɪl) =   
P(l & aɪ & l) = P(l) * P(aɪ) * P(l) =  
0.459 * 0.378 * 0.459 = (0.459)2 * 0.378 = 0.08

 c. P(second word is Wi Fi, pronounced aɪfaɪ) =   
P(aɪ & f & aɪ) = P(aɪ) * P(f) * P(aɪ) =  
0.378 * 0.162 * 0.378 = (0.378)2 * 0.162 = 0.023

 d. P(second word is ai-ai-ai!, pronounced aɪ aɪ aɪ) 
=  P(aɪ & aɪ & aɪ) = P(aɪ) * P(aɪ) * P(aɪ) = P(aɪ)3 = 
(0.378)3 = 0.054

The calculations in (15b) and (15c) are similar. They are exam-
ples of probabilities for words where one of the three sounds 
is used twice. And the calculation in (15d) shows the probabil-
ity of the word that repeats the vowel sound three times. All of 

the words in (14) and (15) are cases where the vowel aɪ oc-
curred at least once in the word. We know that they’re not all 
of the words of this type, because we’re missing aɪlaɪ and also 
more difficult-to-pronounce sequences such as aɪll, llaɪ, and 
ffaɪ. So you can see that it’s hard to count all of the possible so-
lutions for the second word of the puzzle board even for Sim-
ple English, which has only one vowel and two consonants. 

This should give you a sense of how difficult it would be to cal-
culate the probability of winning the bet that the vowel aɪ (or 
any other of the 39 sounds of ordinary English) occurs at least 
once on the puzzle board in Figure 5.1 by figuring out all of 
three-word sequences that would fit the puzzle board and 
then counting the number of these sequences that actually con-
tain at least one aɪ. But the formula in (15d) is very useful. It 
tells us how to compute the compound probability for simple 
outcomes that are combined by AND. The next step is to com-
bine several complex outcomes with AND. Specifically, we will 
combine the kind of complex outcome that we showed was 
equivalent to NOT in (10) in order to calculate the probability 
of losing the bet. 

5.9. Combining AND and NOT (!)
Remember, that for this three-sound word in the middle of 
the phrase, where you are betting that there is a vowel aɪ some-
where in those three spaces, you lose the bet if the sound in po-
sition 06 is NOT aɪ AND the sound in position 07 is NOT aɪ 
AND the sound in position 08 is NOT aɪ. We now can adapt 
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the formula in (10) by substituting P(aɪ) for P(ə) to get the 
probability that the sound in any particular position is NOT 
aɪ, and then we can combine that probability 3 times using 
AND, to get the formula in (16a) for Simple English and in 
(16b) for ordinary English. We’re using the symbol ‘!’ for the 
logical operator NOT, as in chapter 4. So ‘06 is !aɪ’ means the 
sound in position 06 is NOT aɪ, and P(!aɪ) means the probabil-
ity of any sound that is not aɪ. In R notation, we use the sym-
bol combination “!=” to mean “does NOT equal.”

 (16) a. For Simple English: P(06 != aɪ & 07 !=  aɪ & 08 
!= aɪ) = P(!aɪ) * P(!aɪ) * P(!aɪ) = P(!aɪ)3 =  
(1 - P(aɪ))3  = (1 - 0.378)3 = (0.622)3 = 0.24

 b. For ordinary English: P(06 != aɪ & 07 !=  aɪ & 08 
!= aɪ) = P(!aɪ) * P(!aɪ) * P(!aɪ) = P(!aɪ)3 =  
(1 - P(aɪ))3  = (1 - 0.028)3 = (0.972)3 = 0.918

 c. P(01 != ə & 02 != ə & 03 != ə & 04 != ə & ... & 16 
!= ə & 17 != ə & 18 != ə) = P(!ə)18 = (1 - P(ə))18  = 
(1 - 0.054)18 = (0.946)18 = 0.368

The formula in (16c) gives the analogous calculation for the 
probability of losing the bet if you buy the vowel ə for the en-
tire puzzle board in Figure 5.1. Here we are talking about the 
vowel ə not appearing in any of the 18 highlighted spaces on 
that puzzle board; that is, P(NOT ə) for each of the 18 spaces: 
P(NOT ə) in space 01 AND P(NOT ə) in space 02, and so on. 
And the formula in (17) then shows how to use this to calcu-

late the opposite outcome — that is, the probability of the 
vowel ə appearing in at least one of these 18 spaces.

(17) P(at least one ə) = P(! (01 != ə & 02 != ə & 03 != ə  
   & … & 18 != ə)) = 1 - P(!ə)18 = 1 – [(1 - P(ə))18 ] =  
   1 - (1 - 0.054)18 = 1 - (0.946)18 = 1 - 0.368 = 0.632

The probability calculated by the formula in (17) is 0.632, 
which tells us that there is a 63.2% chance of there being at 
least one ə somewhere on the puzzle board in Figure 5.1. So 
the result is a better than a 50% chance of winning if you paid 
to buy a ə. But how much better is it? 

For comparison, we used the estimate of P(‘e’) based on the 
probability distribution in (4) that is plotted in Figure 5.5 to 
compute the probability that the letter ‘e’ is somewhere on a 
game board with 18 letter positions lit up in the original ortho-
graphic Wheel of Fortune game. The code in R Note 5.3 shows 
how we did this in R. Essentially, we plugged the value that we 
got for P(‘e’) in R Note 5.2 into the formula in (16c) to get the 
calculation in (18a) and we plugged that value into the for-
mula in (16c) to get the calculation in (18b). 

(18) a. P(‘e’ is nowhere on the board) = (1- P(‘e’))18 =  
(1 - 0.125)18 = 0.87518 = 0.09

b. P(‘e’ is somewhere) = 1 - P(‘e’ is nowhere) =  
(1- 0.09) = 0.91

There is more than a 90% chance that the letter ‘e’ will be 
somewhere on the puzzle board in the original game. No won-
der you have to pay to guess a vowel letter!
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R Note 5.3 – Estimating the probability 
distribution for the 26 letters
Build the kf vector and calculate the relative frequencies 
rounded to the nearest 10th of a percent, just as you did in R 
Note 5.2. Then, assign this vector of probabilities to a new vari-
able called kfpd.   

 kfpd = round(kf / sum(kf), digits=3)

We can use the […] indexing brackets to access any of the 26 
elements of kfpd by name. For example, the following com-
mand:  

 kfpd["e"]

returns the value for P(‘e’):  

     e 

 0.125

We can also use the […] indexing brackets to access any of the 
elements in a vector by using that element’s numerical posi-
tion in the ordered vector. For example, the following com-
mand:  

 kfpd[5]

returns the 5th value in the vector, which happens to be P(‘e’): 

     e 

 0.125

This is the value that you want to plug into equation (12), 
which you can type like this:  

 1-kfpd["e"]

in order to get the following P(NOT ‘e’) value:

     e 

 0.875

(R will keep the original name associated with the original 
value. Don’t let that confuse you.) You can now plug this value 
into equation (18a) either by copying the number and typing it 
out with the formula, like this:

 (0.875)^18

or by embedding the command to calculate the value directly 
into the formula, like this:

 (1-kfpd["e"])^18

Note the ^, which is the exponent operator that we used in 
chapter 4. This formula returns the following value:

          e 

 0.09039511

which is the value that you want to plug into equation (18b), 
and again you can embed the command for calculating the 
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value directly into the equation, like this:  

 1 – ((1-kfpd["e"])^18)

This returns the following value: 

         e 

 0.9096049

which, when rounded to the nearest percent, is the value we 
showed in (18b) for the probability that the letter ‘e’ is some-
where on a game board with 18 letter positions lit up in the 
original orthographic Wheel of Fortune game. 

5.10. Answering the research questions
The questions that we asked at the beginning of this chapter 
were about the expected values of different vowel sounds in 
American English. We compared the number of vowel sounds 
(which we counted as being 16 in this dialect) to the number 
of vowel letters (only 5 no matter what dialect) and wondered 
if buying a vowel sound would be worth the risk in the Pho-
netic Wheel of Fortune. And we wondered about which vowel 
sound to buy, if buying a vowel sound was worth it. That is, we 
figured out that ‘e’ is the most likely vowel letter, and was of-
ten worth the cost of buying a vowel, but we wondered which 
was the most likely vowel sound, and how often it occurred, 
that is, whether it occurred often enough to be worth buying 
that vowel sound.

In order to answer these questions, we had to first figure out 
how to compute the probability that a particular letter or a par-
ticular sound will be in a particular position on the puzzle 
board. We calculated estimated probability distributions in 
(4) and (7), which we plotted in Figures 5.5 and 5.6. Looking 
at the second of these distributions, we can see that the three 
most frequent sounds are the consonant sounds t, n and d 
rather than any vowel sound. Also, while the next most fre-
quent sounds are the vowel sounds ə, ɪ, and æ, we can see 
that there is a much wider range of values for the probabilities 
of different vowel sounds as compared to the range of values 
for the probabilities of different vowel letters. Looking at Fig-
ure 5.4, we can see that the least probable vowel letter is ‘u’ 
which is still much more probable than a good third of the con-
sonant letters. By contrast, three of the six least frequent 
sounds are vowels (ʊ, ɝ, and oɪ) and among these, oɪ is less 
probable than all of the consonant sounds other than ʒ.  

We also figured out how to compute the probability that a par-
ticular letter or a particular sound would be anywhere on a 
puzzle board with a certain number of positions to be filled. 
From this calculation, we found that even the most frequent 
vowel sound (the vowel ə) is nowhere near as likely to occur 
as the most likely vowel letter (the letter ‘e’). It has a better 
than 50% chance of occurring when a puzzle board has 18 posi-
tions to be filled with the sounds of the dictionary forms of 
English words in the Phonetic Wheel of Fortune, but its prob-
ability is nowhere near the 90% probability of the letter ‘e’ for 
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the same number of spaces for letters in spelled forms of Eng-
lish words in the original Wheel of Fortune game. 

The actual values we calculated were specifically for a puzzle 
board with 18 spaces. The absolute values for the probability 
of ə or of aɪ or of any other vowel sound appearing on the 
board will be different for different puzzle boards. The prob-
abilities will be higher for boards with more spaces and 
smaller for boards with fewer spaces. However, the relative 
likelihoods of different sounds should be the same for all puz-
zle boards. This means that the likelihood of seeing ə some-
where on the puzzle board is probably higher than the likeli-
hood of seeing aɪ but lower than the likelihood of seeing one 
of the consonants t, n, or d. So if you were to buy a vowel 
sound, you should buy a ə, but it’s a better deal to not buy any 
vowel sound and instead take the free move of guessing that 
the board contains the consonant sound t.

5.11. Summary
Probability theory gives us a way to begin to interpret bar 
graphs and histograms to make more precise generalizations 
about our data. For some types of data, we can draw pictures 
of the expected values, because we have a priori models of 
how the populations are distributed. For other types of data, 
we can estimate probability distributions by computing the 
relative frequencies of the observed values for different types 
in large samples, to begin to make generalizations about the 
expected values of the populations from which the samples 

are drawn. For example, we can compare the frequencies of 
different vowel sounds in a sample of English words, to begin 
to make predictions about which sounds are more likely to oc-
cur at a particular position in a word, phrase, or sentence of 
the language. We have also talked about ways to compute com-
pound probabilities and to calculate the probability of some 
complex events (such as a particular sound occurring any-
where in string) by calculating the probability of the opposite. 
In short, we have discussed important concepts from probabil-
ity theory that you will continue to use throughout this course 
as you learn about new models and ways of forming and test-
ing hypotheses.

Summary of key terms
Probability theory: The numerical concepts that are 

the basis for calculating chance based on an expected 
outcome.

Probability (P): The (percentage or proportional) 
chance of a particular outcome.

Trial: One run of an experiment, or a single event for 
which we have an observed outcome.

Expected value: The outcome that is expected to occur 
based on a particular model.

Deviation: Difference between the observed frequency 
and the expected frequency.
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Proportion: The number of some group of tokens di-
vided by the sum of all tokens from all groups, which 
can be expressed as a fraction or percentage. For exam-
ple, a category that contains 3 tokens out of 30 total to-
kens represents a proportion of 3/30 (reduced to 1/10) 
or 10% of all the tokens.

Absolute frequency: The token count of an outcome. 
For example, a category that contains 3 tokens out of 30 
total tokens has an absolute frequency of 3.

Relative frequency: The proportion of times one out-
come occurs out of all of the observed outcomes in a 
sample. For example, if we get 3 Fours in a set of 30 die 
rolls, the relative frequency of Four in that set of die 
rolls is 3/30 (1/10), or 10%.

Sampling error: The idea that when we take a random 
sample, we are not taking all of the possible values of 
the population; therefore, the distribution of values in 
the sample may vary from their distribution in the popu-
lation. So, estimates of P will deviate from the value we 
would expect from the entire population. 

Probability distribution: A set of probability values of 
all possible outcomes of a trial (or of a set of trials). The 
pattern of values in the set could be shown in a table or 
visualized using a bar plot showing the distribution of 
all the possible outcomes and their relative frequencies.

5.12 R code
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R code and exercises

5.12. R code
In the first part of this section, we’ll use some code from the R 
Notes that we put into the text and combine them with R code 
that you’re already familiar with from previous chapters, to 
show you how to recreate the plot of the estimated probability 
distribution for the 26 letters in running English text in Figure 
5.5. In the second part, we’ll pull out more bits of R code to 
show you how to apply the equations in the text to make a 
companion plot in which you show the estimated probabilities 
of finding each of the letters somewhere on a puzzle board 
with 18 letter positions to be filled. The script called 
Chapter05.R can be found in the list on the course website, 
at http://hdl.handle.net/1811/77848, or directly at 
http://kb.osu.edu/dspace/bitstream/handle/1811/77848/Cha
pter05.R.

Part 1. Code for recreating Figure 5.5

As shown in R Note 5.2, you can use the c() function and the 
= assignment operator to create a vector of the observed 
counts for the letters in the Kučera and Francis (1967) corpus. 
(The counts are listed in a table of counts and frequencies that 
Michel Denoble posted to the Humanist Discussion Group on 
June 21, 1991.) Start this part by making the vector. 

kf = c(378602,72257,145711,186853,588441,  
 108816,91690,255817,342873,7549,30946,  
 194577,119566,333890,357304,94928,5039,  
 288319,307900,435707,127675,46948,88639,  
 9320,81175,4466)

Also, use the names() function, the = assignment operator, 
and the R pre-stored letters vector to assign a name to 
each of the 26 elements in this vector.

names(kf) = letters

You now can divide the vector of counts by the sum of the 
counts to get the vector of relative frequencies, like this: 

kf / sum(kf)

You could assign that vector of frequencies to a new variable, 
to get the probability distribution in (4). But to show the prob-
ability distribution as it is shown in that equation, you need to 
use the round() function, assigning the value 3 to the dig-
its argument, in order to round to the nearest 10th of a per-
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cent, to make it easier to read the vector of estimated prob-
abilities:  

 kfpd = round(kf / sum(kf), digits=3)

Note that this new vector inherits the names of the elements 
that you assigned to the kf vector using the names() func-
tion and the letters vector. So once you have the vector of 
relative frequencies you could plot it directly, using the bar-
plot() function that you learned to use in Chapter 1, like 
this:  

barplot(kfpd, lab="probability that the  
 letter is in a particular position")

Try that and see what it looks like. Try stretching the graph 
window as wide as you can, to accommodate all 26 labels. See 
how there are peaks at ‘a’, ‘e’, ‘i’, ‘o’ and ‘t’? These are the can-
didates for the “expected value” of this variable. In order to 
see which peak is the highest one, you can sort the distribu-
tion using the sort() function, specifying decreasing  
=TRUE, to reorder the numbers by frequency rank, as we did 
in order to make Figure 5.5, like this:

barplot(sort(kfpd, decreasing=TRUE),  
 ylab="probability that the letter is in a  
 particular position")

Part 2. Code for making a companion plot of com-
pound probabilities

The plots that you made in Part 1 show the vector of probabili-
ties of being in one particular position on the puzzle board. 
You took advantage of the fact that element names are inher-
ited when calculations are made using this vector, to automati-
cally give names to the vector that you plotted. Note also that, 
since you have a name for each of the elements of both vec-
tors, you can refer to the elements by name, using the […] in-
dexing brackets, like this, for the count (the raw frequency) of 
the letter ‘e’ in this corpus:

kf["e"] 

This is easier than trying to figure out the ordinal position in 
the vector of the value you want. In this case, the letter ‘e’ is 
the 5th value, so you could hypothetically call up that value by 
using the number in brackets:

kf[5]

But we’ll stick to using the names, since we have them, and it’s 
easier. So, we can also call up the estimated probability (the 
relative frequency) value P(‘e’) from the kfpd vector:

kfpd["e"] 

Here’s the value that the above command returns:  

    e 

0.125
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This means that you can refer to that value by name in calcu-
lating P(not ‘e’) — i.e., the probability that ‘e’ is not the letter 
at a particular position on the puzzle board. That is, you can 
plug it into equation (12), to calculate the probability of losing 
on a bet that ‘e’ is in the first position (or the second position, 
or the third position, etc.): 

1 - kfpd["e"]

Note again that the value is named. This is convenient, be-
cause it means that you can also get a vector of named values 
of all of the probabilities c(P(not ‘a’), P(not ‘b’), …P(not ‘z’)) by 
applying equation (12) to the vector as a whole, like this: 

1 - kfpd

You can also plug the individual value P(not ‘e’) into equation 
(18a) to calculate the probability that ‘e’ is not in any position 
on the puzzle board. To do this, use parentheses to set off the 
value for P(not ‘e’) and the ^ operator to raise that value to the 
18th power, like this:

(1 - kfpd["e"])^18

And note again that this derived value is named. So, you could 
plug the entire vector into equation (18b) to calculate a vector 
of these probabilities that a particular letter is not anywhere 
on the 18-slot puzzle board, like this:

(1 - kfpd)^18

You also can subtract the individual value from 1 to get the 
probability of its opposite — i.e., the probability that ‘e’ is 
somewhere on the puzzle board: 

1 - (1 - kfpd["e"])^18

and you can do this for the vector, to get a vector of such prob-
abilities for all 26 letters, like this: 

1 - (1 - kfpd)^18

And, of course, you can embed that into the sort() function 
to order the probabilities, like this:

sort(1 - (1 - kfpd)^18, decreasing=TRUE)

and since this is a vector of named elements, you can embed it 
in the barplot() function, to make the companion figure 
that we talked about:

barplot(sort(1 - (1 - kfpd)^18,  
 decreasing=TRUE), ylab="probability that  
 the letter is in any of 18 positions")

5.13. Exercises
1. Using an a priori model that a coin toss produced heads 

50% of the time, and tails 50% of the time, calculate the 
following probabilities by hand (or using a calculator):

a) What is the probability of getting 2 heads on two coin 
tosses?
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b) What is the probability of getting only 1 head on two 
coin tosses?

c) What is the probability of getting zero heads on two 
coin tosses?

d) What is the probability of getting at least one head on 
two coin tosses? (This should be the same as calculat-
ing the possibility of getting 1 OR 2 heads on two 
tosses.)

e) What is the probability of getting 3 heads on three 
coin tosses?

f) What is the probability of getting 2 heads on three coin 
tosses?

g) What is the probability of getting just 1 head on three 
coin tosses?

h) What is the probability of getting at least one head on 
three coin tosses? (This should be the same as if you 
calculated the probability of getting 3 OR 2 OR 1 
heads on three tosses.)

2. The data for this analysis come from a study by David 
Durian (2007) about the retraction of /s/ in /str/ clus-
ters in words such as “street,” “straight,” and “construc-
tion.” He noticed upon moving to Columbus that some 
people pronounced “street” in a way that seemed “nor-
mal” to him, as in /strit/, while others produced a more 
retracted-sounding /ʃ/, as in /ʃtrit/. Because this 

seemed like it might be a sound change in progress, he 
wanted to find out if the innovative /ʃ/ production was 
equally distributed among social groups, ages, and gen-
ders. He collected data from 120 European-American re-
tail employees (60 men, 60 women) in Columbus, using 
a rapid anonymous survey inspired by Labov’s influen-
tial 1972 study of /r/ in New York City. He asked for di-
rections to a particular well-known street in the area, 
but asked, “Can you tell me how to get to _______ 
Road?” (Consider if someone asked you how to get to 
“High Road”). The informants then corrected him (“you 
mean High STREET?). He asked them to repeat this, so 
he collected 2 tokens from each informant (for a total 
240 tokens). He then wrote down whether each infor-
mant produced a standard alveolar /s/ or a retracted 
post-alveolar /ʃ/ sound in that environment. He kept 
track of which store the clerk worked at, their gender 
and approximate age, as well as whether they changed 
their pronunciation when he asked them to repeat it. 
The results here are only listed by age and gender of the 
informant.
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Sound change in progress is frequently measured by 
whether the younger generations are pronouncing some-
thing differently than the older generations, with the 
middle generations sometimes showing a mix of pronun-
ciations. Sometimes these changes begin in the lower 
middle class (termed “change from below”) and some-
times they begin with the upper classes (termed “change 
from above”). Sometimes men will be leaders of a 
change, though more frequently women are the first to 
adopt and spread linguistic change. In this exercise, we 
will be looking at whether men or women seem to be the 
leaders of this change, or if the sound change is progress-
ing equally through both genders. (That is, if we think 
women are the leaders of change, we should compare 
their results against the men’s results to see if they repre-
sent the same kind of distribution as would indicate 
equal participation in the sound change.) 

a) What is the overall total token count? 

What is the total token count for…

b) men

c) women

d) young people

e) old people

f) young men

g) old women

From the token counts for each group, we can find the fol-
lowing probabilities by calculating the relative frequencies.

What is the probability that a person produced the innova-
tive retracted (/ʃ/) variant, if the person was…

h) a woman? (hint: divide the number of retracted to-
kens produced by women by the total number of to-
kens for women, 38/120)

i) a man?

j) “young”?

k) “old”?

l) an old man?

m) an old woman?
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Figure 5.9. Relative 
f r e q u e n c y ( i . e . , t h e 
p r o p o r t i o n s ) o f t h e 
counts in Table 5 .1 , 
split by age and gender.

T a b l e 5 . 1 . T o k e n c o u n t s o f 
r e t r a c t e d ( p o s t - a l v e o l a r ʃ ) 
pronunciations and of unretracted 
(alveolar s) pronunciations.

GENDERGENDER
AGE variant male female

YOUNG

retracted (ʃ)  7 20

YOUNG alveolar (s) 33 20

MID

retracted (ʃ)  7 16

MID alveolar (s) 33 24

OLD

retracted (ʃ)  5  2

OLD alveolar (s) 35 38



n) a young man?

o) a young woman?

p) Based on these probabilities, which group do you 
think is leading the change, both in terms of age, 
and in terms of gender?

Compound probability:

If you were to do this experiment, and asked the next three 
people you ran into, what would the probability of getting 
any one or more of them to use the retracted version, if…

q) they were all three young women?

r) they were all three young men?

s) What is the probability that all three of the next peo-
ple you ask will produce the retracted variant if they 
are all young women?

3.  Use the R code in Part 1 of the previous section to do the 
following things:

a. Make the estimated probability distribution that we 
gave above in equation (4).

b. Make the corresponding bar plot of the distribution in 
alphabetical order by category name (i.e., P(‘a’), 
P(‘b’), … , P(‘z’)). 

c. Sort the vector of 26 probabilities and use the sorted 
vector to reproduce the bar plot in Figure 5.5. 

d. Compare the two plots from b. and c. Which is easier 
to interpret and relate to our research question?

4. Use the R code in Part 2 of the previous section to do the 
following things.

a. Make the companion bar plot described there. 

b. Compare the companion plot to the plot you made to 
reproduce Figure 5.5. Is the order the same or differ-
ent? If it is the same, why is it the same? If it is differ-
ent, why is it different?

c. Adapt the R code that you used in step (a) to make a 
series of companion bar plots in which you vary the 
number of positions that need to be filled. Try the fol-
lowing three numbers: 5, 35, 100. Compare each of 
these three plots to the original plot you made in step 
(a). What does this “companion plot” look like if the 
puzzle has only 5 letter positions? What does it look 
like if the puzzle has 35 letters? What does it look like 
if the puzzle has 100 positions? 

d. Remake the vector of probabilities from exercise 1 us-
ing digits=8 in your round() function. Use the 
modified vector to remake the companion plot in step 
(c) where the puzzle has 100 positions. Does the pat-
tern change in any way? 
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5. The Lancaster-Oslo/Bergen corpus (LOB) is another 1-
million-word text corpus, much like the Kučera-Francis 
corpus (and created at about the same time) but using 
British English texts instead of American English texts. 
Use the LOB to compare the distribution of letters in 
British English to the distribution of letters in American 
English texts by doing the following:

a. Make a vector of counts of the 26 letters in the 
Lancaster-Oslo/Bergen corpus. You can do this in 
one of three ways:

i. Go to 
http://www.digitalhumanities.org/humanist/Arch
ives/Virginia/v05/0181.html and get the numbers 
from Martin Wynne’s table and type them in by 
hand, to make a named vector. 

ii. Trusting that we’ve typed correctly in the following 
lines of code, copy them into your script and exe-
cute the command: 
 
lob = c(e=577230, t=418668, a=364302,  
 o=345419, i=330074, n=323360,  
 s=293976, r=281270, h=255365,  
 l=188647, d=181973, c=133292,  
 u=125487, m=112287, f=106172,  
 g=89612, w=88413, p=85086,  
 y=81787, b=70994, v=45186,  

 k=30182, x=10081, j=6462, q=5079,  
 z=2752)

iii. Get the data file Ch05.Textfile1.txt, which is 
a dataframe of the Lancaster-Oslo/Bergen corpus, 
from the course web site (http://kb.osu.edu/ 
dspace/bitstream/handle/1811/77848/Ch05.Textfi
le1.txt) and read in the data using the following 
two commands: 
 
lob = 

read.table("Ch05.Textfile1.txt", 
 skip=2)[,2]  
 
names(lob) = 

read.table("Ch05.Textfile1.txt", 
 skip=2)[,1]

b. Adapt the code in Part 1 of the R Code section to esti-
mate the probability distribution and make a bar plot 
for the relative frequencies of the 26 letters in this cor-
pus, just as you did in Exercise 4 for the relative fre-
quencies of the 26 letters in the Kučera-Francis cor-
pus. 

c. Get the data file, Ch05.Textfile2.txt, containing 
the words from the Moe, Hopkins, and Rush (1982) 
data set that we used in the previous chapters, from 
the course web site (http://kb.osu.edu/dspace/  
bitstream/handle/1811/77848/Ch05.Textfile2.txt) 
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and adapt the code in Part 1 of the previous section to 
make a graph of the distribution of the 26 letters simi-
lar to Figure 5.5, but for the Moe, Hopkins, and Rush 
(1982) data set. You can make the vector of counts of 
the 26 letters in the Moe, Hopkins, and Rush (1982) 
corpus using the following commands:

 mhr<-read.table("Ch05.Textfile2.txt",  
  header=TRUE)[,2]

 names(mhr) <-  
  read.table("Ch05.Textfile2.txt",  
  header=TRUE)[,1])

d. Compare the bar plots you made in b. and c. with that 
in Figure 5.5. Is the frequency distribution of letters 
in English more affected by dialect (British English 
vs. American English) or by text type (written English 
vs. spoken English)?

6. Do the following two things to be able to compare the dis-
tribution of letters in two different samples taken from 
transcripts of spoken American English. 

a. Get the data file Ch05.Textfile3.txt from the 
course web site (http://kb.osu.edu/dspace/  
bitstream/handle/1811/77848/Ch05.Textfile3.txt), 
which is a transcript from the Buckeye Corpus and 
adapt the code in (5c) to create a vector of letter 
counts for the transcript of the interview with speaker 
s10 from the Buckeye Speech Corpus. Then adapt the 

code in Part 1 of the R code section to make the analo-
gous bar plot for this smaller sample.

b. Compare this bar plot to the bar plots you made in 
exercises 4 and 5 above. Think about the differences 
in dialect (American English versus British English), 
in corpus type (written text versus transcripts of spo-
ken text), and in sample size across the four samples. 
What are the similarities and differences among these 
four distributions? Are there any that seem to be re-
lated to the non-random differences in dialect or cor-
pus type? Are there any that seem to be due simply to 
the random error from basing the estimate on too 
small of a sample?

7.  Download the data file Ch05.Textfile4.txt 
(http://kb.osu.edu/dspace/bitstream/handle/1811/7784
8/Ch05.Textfile4.txt), which is a list of number of times 
each sound occurs in the MHR words, which we have ad-
justed based on the frequency of each word (that is, how 
often the word occurs in the corpus described by Kučera 
& Francis (1967)). Then download 
Ch05.Textfile5.txt (http://kb.osu.edu/dspace/  
bitstream/handle/1811/77848/Ch05.Textfile5.txt), 
which is a list of number of times each sound occurs in 
the HML words, which we have also adjusted based on 
the frequency of each word. You will use them to com-
pare the distribution of sounds in two different samples 
of American English. 
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 What you will be doing is estimating a probability distri-
bution of sounds, like we showed in example (7), using 
the same sample that we used when we plotted this vec-
tor in Figure 5.6 (from the MHR data file 
Ch05.Textfile4.txt). Then you will be comparing 
this distribution to another sample, that is from the 
HML data file Ch05.Textfile5.txt. Both files con-
tain the weighted counts of each sound in each word, 
based on the word frequencies in the Kučera-Francis 
text corpus, as mentioned in Footnote 1. We repeat (7) 
here without the numbers that we estimated from the 
Moe, Hopkins, and Rush (1982) word list so that you 
know how to interpret the ASCII names that we are us-
ing in the data files. That is, the counts for the 39 sounds 
in these two data files are listed in this same order, using 
ASCII characters that are similar to the IPA symbols (ex-
cept that we’ve used ‘x’ for schwa).

 (7) P(sound) =  
 c(P(i:), P(ɪ), P(eɪ), P(ɛ), P(æ), P(ɑ:), P(ɔ:), P(ʊ),  
 P(oʊ), P(u:), P(ʌ), P(ɝ), P(aɪ), P(aʊ), P(ɔɪ), P(ə),  
 P(p), P(b), P(t), P(d), P(tʃ), P(dʒ), P(k), P(g),  
 P(m), P(n), P(ŋ), P(f), P(v), P(θ), P(ð) , P(s), P(z),  
 P(ʃ), P(ʒ), P(w), P(r), P(l), P(j))

Once you’ve downloaded the two data files, do the follow-
ing things:

a. Read in the vector of counts of the 39 sounds in the 
Moe, Hopkins, and Rush (1982) corpus using the fol-
lowing commands:

mhr = read.table("C05.Textfile4.txt", 
 header=TRUE)[,2]

names(mhr) =  
 read.table("Ch05.Textfile4.txt",  
 header=TRUE)[,1])

b. Look at the names of the vector, to see what the ASCII 
codes are. That is, type:

names(mhr)

 This should give you the following vector of names 
corresponding to (7) above: 

[1] "i:" "I"  "eI" "E"  "ae" "a:" "c:" "U"  "oU" "u:" "V"  "3r" "aI"

[14] "aU" "cI" "x"  "p"  "b"  "t"  "d"  "tS" "dZ" "k"  "g"  "m"  "n" 

[27] "ng" "f"  "v"  "T"  "D"  "s"  "z"  "S"  "Z"  "w"  "r"  "l"  "j" 

c. Recreate the estimate of the probability distribution in 
(7), sorting it at the same time:

mhrpd = sort(mhr/sum(mrh), decreasing=TRUE)

d. Recreate the top panel of Figure 5.6, which only con-
tains the first 26 sounds in the sorted vector: 

barplot(mhrpd[1:26], xlab="distribution of  
 sounds in the MHR")
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e. Do steps (a)-(d) for the Hoosier Mental Lexicon, using 
Ch05.Textfile5.txt, and substituting the vari-
able name hml for mhr, when you read in the new 
file, and appropriately labeling the new graph. 

f. Compare the distributions from the two corpora. What 
are the similarities and differences the two distribu-
tions? Why do you think the distributions are similar 
and different in these ways? (Hint: The Kučera-
Francis corpus is a list of word types as they are listed 
in the dictionary, so there are no inflected forms 
listed separately from the bare stem. For example, 
any instance of the plural witches was counted as a 
token of the word type witch and any instance of the 
past tense worked was counted as a token of the word 
type work and so on.) 

8. Adapt the R code in Part 2, where you made a graph 
showing the probabilities of each letter of the alphabet 
appearing in any of 18 positions based on the Kučera-
Francis corpus, to do the following things.

a. Make the corresponding companion bar plot for the 
Moe, Hopkins, and Rush sounds. 

 barplot( (1 - (1 - mhr.pdf)^18)[1:26],  
  ylab="probability that the sound is in  
  any of 18 positions")

 mtext("Probabilities based on Moe,  
  Hopkins, and Rush") 

b. Make the corresponding companion bar plot for the 
Hoosier Mental Lexicon sounds that have been 
weighted by the Kucera-Francis frequencies.

 barplot( (1 - (1 - hml.pdf)^18)[1:26],  
  ylab="probability that the sound is in  
  any of 18 positions")

 mtext("Probabilities based on HML and  
  Kucera-Francis") 

c. Compare the distributions. Which would be a more ap-
propriate estimate of this probability distribution if 
you were designing the Phonetic Wheel of Fortune 
game and had to decide which set of sounds, if any, 
the players should have to buy? 

5.14. References and data sources
The quotation from Peter Ladefoged is from his book:

Peter Ladefoged (2005). Vowels and Consonants.  
2nd ed. Malden, MA: Blackwell. 

The audio file for the waveform in Figure 5.1 and the numbers 
in exercise 4 are from the Buckeye Speech Corpus, which 
should be cited as follows in any use of the figure or numbers.

Mark A. Pitt, Laura Dilley, Keith Johnson, Scott Kies-
ling, William Raymond, Elizabeth Hume, and Eric 
Fosler-Lussier (2007) Buckeye Corpus of Conversa-
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tional Speech (2nd release) 
[www.buckeyecorpus.osu.edu] Columbus, OH: De-
partment of Psychology, Ohio State University (Dis-
tributor).

The graphics for the 6 sides of a die that we have used in many 
places in the text (including in the row and column captions 
for Table 5.1) were downloaded from the following web site:

 http://syzygy.virtualave.net/graphics/ 

and the numbers in Figures 5.2 and 5.3 were made by running 
the die roll simulator at:

http://www2.whidbey.net/ohmsmath/webwork/javascr
ipt/diceroll.htm 

We got the counts of letters in the Kučera and Francis corpus 
that we give you in R Note 5.2 from a table that Michel Deno-
ble posted to a thread on the Humanist Discussion Group. 
The analogous counts for the Lancaster-Oslo-Bergen (LOB) 
corpus that we provide in exercise 5 is from a table that Mar-
tin Wynne posted to that same thread. The archival reference 
for this particular thread is:

Elaine Brennan and Allen Renear, eds. (1991). Etaoin 
Shrdlu lives. Humanist Discussion Group, Vol. 5, No. 
0183. [http://www.digitalhumanities.org/humanist/ 
Archives/Virginia/v05/0181.html]

The primary source reference for the Kučera-Francis corpus 
is:

Henry Kučera and W. Nelson Francis (1967). Computa-
tional analysis of present-day American English. 
Providence, RI: Brown University Press.

The primary source reference for the LOB corpus is:

Stig Johansson, Geoffrey N. Leech, and Helen Goodluck 
(1978). Manual of information to accompany the 
Lancaster-Oslo/Bergen Corpus of British English, 
for use with digital computers. Department of Eng-
lish, University of Oslo. [downloadable from 
http://khnt.hit.uib.no/icame/manuals/lob/INDEX.H
TM]

There is also a published description in:

Roger Garside, Geoffrey Leech, and Geoffrey Sampson, 
eds. (1987). The computational analysis of English: a 
corpus-based approach. London & New York: Long-
man.

The numbers in (7) and in Figure 5.5 are from the Moe, Hop-
kins, and Rush (MHR) wordlist, taken from a study of words 
that first graders might know. This is a list of 6366 distinct 
words that were transcribed from recordings of conversations 
with first graders in Nebraska. To get pronunciations, Melissa 
Epstein first looked up each word in the CMU pronouncing 
dictionary at http://www.speech.cs.cmu.edu/cgi-bin/  
cmudict. For words not in the CMU dictionary, she tran-
scribed her own pronunciation using the same ASCII variant 
of the IPA in that dictionary. Benjamin Munson later cleaned 
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up the list and converted the transcriptions to something 
more similar to the encoding used in the Hoosier Mental Lexi-
con. The following book described the study and gave the list 
of words and associated word frequencies. 

Alden J. Moe, Carol J. Hopkins, & R. Timothy Rush 
(1982). The vocabulary of first-grade children. 
Springfield, IL: Thomas. 

The data described in exercise 2 are from:

Durian, David. 2007b. Getting [S]tronger Every Day?: 
Urbanization and the socio-geographic diffusion of 
(str) in Columbus, OH. NWAV 35 Conference Pro-
ceedings. University of Pennsylvania Working Papers 
in Linguistics 13.2: 65-79.
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