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3.1. How do some words get smaller over time?
In addition to wondering about nicknames and given names, 
you may also have wondered why many modern inventions 
that are now everyday things have two names – the original 
longer one, and a shorter one: for example, television and TV, 
refrigerator and fridge, personal computer and PC, tele-
phone and phone. In Chapter 2, we compared the distribu-
tions of spelled word lengths for obscure “big” words and fa-
miliar “small” words, and saw that obscure words tend to be 
longer than average, whereas familiar words are typically 
shorter. The histogram we made for a sample of obscure word 
lengths showed a peak at 9 letters, whereas the histogram of a 
sample of very familiar words showed a peak at 4 letters. We 
think the shorter lengths of familiar words could be related to 
changes in pronunciation that seem to characterize frequently 
used words. 

Why do we associate word length with familiarity? Is this re-
lated to the reasons why some frequent “big” words get abbre-
viated and why some word sequences get contracted? How do 
such abbreviations and contractions originate? And why don’t 
we shorten all big words?

We might get a clue to the answer to these big-picture ques-
tions if we notice a side effect of abbreviating or contracting a 
word or a word sequence. Specifically, shortening a word or a 
word sequence increases the potential for ambiguity or uncer-
tainty about what a speaker actually said. For example, if you 
heard the pronounced form of the contraction we’d spliced 
out of its context in a conversation, you’d have no way of know-

ing whether it was the contraction of we had or the contrac-
tion of we would. It might even be the completely unrelated 
word weed, which is also pronounced the same way, as wid. 
Similarly, in North America, the pronounced form gas (ɡæs) 
could be interpreted as the very common abbreviation for 
gasoline, or it could refer to some kind of air-like substance 
such as nitrous oxide (also called laughing gas), and the pro-
nounced form cell (sɛl) could be interpreted as the abbrevia-
tion for cellular telephone, or it could be a plant cell, or a 
prison cell, or even the unrelated word sell. Note that we speci-
fied North America here, because the ambiguities caused by 
such abbreviated forms can be dialect-specific. The British 
words for gasoline and cellular telephone are petrol (short for 
petroleum oil) and mobile (short for mobile telephone), and 
they each have different ambiguities from the North American 
words. For example, petrol is ambiguous with petrel, which is 
the non-scientific name for a large order of gull-like birds that 
live far offshore, including the albatross, and mobile could 
also be the abbreviation for mobile canteen (the British term 
for what North Americans call a food truck) or it could refer to 
the kind of hanging sculpture that is often placed above a 
baby’s crib. 

Speakers might adjust for this increased potential for ambigu-
ity by avoiding contracted forms and abbreviations when the 
word is unpredictable or important in the conversational con-
text. For example, a speaker is more likely to use a longer 
form in a context where there is a competing meaning for the 
abbreviated spoken form, as in the underlined part of the con-
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versation in (1), between a driver of a Honda Civic GX (which 
only runs on compressed natural gas) and a friend who 
needed a ride to the airport. 

(1) A:  Thanks so much for the lift! Can we stop at that 
station on the corner there so that I can pay to fill 
your tank? 

      B: No, you don't have to do that! And anyway, they 
only sell gasoline. 

Given the relationship between the length of a form and its 
predictability, we might expect a word to have a shorter pro-
nunciation when it’s in a context where it’s more predictable, 
even if it doesn’t have an official abbreviated form that’s made 
it into the dictionary. For example, the word dishwasher isn’t 
abbreviated to dish or to washer; however, we still might ex-
pect it to be said more quickly and less carefully when it’s in a 
context where it’s old or expected information, as in the under-
lined part of the last line of (2). Conversely, we might expect 
the pronunciation of the word to be drawn out a bit and pro-
nounced more carefully the first time it’s used in a conversa-
tion, where it could be telling the listener something new, as 
in the underlined part of the third line of (2). Familiar or fre-
quent words could then be shorter because they also tend to 
be said in such predictable positions more often. 

(2) A: I’m so angry with our ex-roommate.

 B: What did he do this time?

A: Remember how he told us that, if we wanted to 
keep the dishwasher he’d supposedly installed, we 
had to pay all of the rent, even for the four months 
of the sublet when he was living here too? Well, 
look at this section of the lease he never showed us.

B: Gosh, it wasn’t his dishwasher at all, was it?

If our guess about the expected pronunciations of the two in-
stances of dishwasher in (2) is correct, this means that the re-
lationship between the longer form and the shorter form need 
not be the extreme shortening that we hear in a conventional-
ized abbreviation or contraction that is spelled with fewer let-
ters. Instead, there may be other kinds of reduction in length. 
The reduced form may just be pronounced a little more 
quickly and a little less precisely. 

To differentiate among these different types of shorter and 
longer forms, we need some terminology. We’ll call a word 
that has an official contraction or abbreviation, such as can’t 
or phone, a contracted or abbreviated form, and we’ll 
call the longer form would not or telephone a full form. But 
if a word doesn’t have an “official” shorter form, we’ll just call 
the longer form the dictionary form. And we’ll use the term 
reduction to designate the less extreme kind of shortening 
that doesn’t correspond to a conventionalized spelling with 
fewer letters. The pronounced form that results from that proc-
ess will be referred to as the reduced form.

In this chapter, we’ll follow up on our ideas from the second 
chapter about familiar words being shorter, by looking more 
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carefully at the apparent evidence that words or word se-
quences can be reduced when they’re used often, and when 
they occur in positions where they’re more predictable. We’ll 
do that by analyzing some data from recorded conversations 
that we can use to address two smaller questions. First, can 
the pronounced forms of longer words that don’t have official 
contracted or abbreviated forms be reduced in conversations? 
That is, is there variation in the measured durations (that is, 
how long it takes to pronounce the word) of pronounced 
forms of “big” words such as government (which has 9 sounds 
in its dictionary form), so that some tokens of a word are sub-
stantially shorter than other tokens of the same word or of 
other words with the same number of sounds? Second, if 
there is this kind of evidence of reduction of at least some 
“big” words, is there any relationship between the measured 
duration of the pronounced form of a word and where the 
word occurs in a conversation — i.e., whether it occurs in an 
earlier sentence, where it is might be less predictable from the 
context, or in a later sentence, where it might be more predict-
able? 

We will be using these questions to explore concepts related to 
continuous numerical variables, including different ways of 
visualizing and describing distributions of continuous numeri-
cal variables.

3.2. Using the Buckeye Speech Corpus to get 
data on word durations
The data that we will be using to address these questions 
come from the Buckeye Speech Corpus. This corpus is de-
scribed at http://www.buckeyecorpus.osu.edu/ as a collection 
of “high-quality recordings from 40 speakers in Columbus OH 
conversing freely with an interviewer.” The purpose of the re-
cordings was to examine variation in pronunciations of words 
by people who grew up speaking the same dialect of American 
English. 

The creation of the corpus illustrates the interdisciplinary na-
ture of speech science. It was created by researchers affiliated 
with three different departments at the Ohio State University: 
Linguistics, Psychology, and Computer Science. Graduate stu-
dents and undergraduate students from these and several 
other departments worked as assistant researchers to mark up 
the recordings so that various counts and measures could be 
made of the different ways in which pronunciations can vary. 

The first type of marking was an orthographic transcription. 
That is, at least one of the researchers associated with the pro-
ject listened to each recorded conversation, bit by bit, and 
typed out what the speaker was saying using ordinary English 
spellings. You can get an idea of what people talked about 
from (3), which is all of the passages transcribed as containing 
the word government in the conversations with speaker s03 (a 
retired older man) and speaker s10 (a man in his fifties who 
works as an air traffic controller). 
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(3) Speaker s03 said government 2 times, in a passage 
about the isolation of modern families.

1. Well, in the manner we define socialism fifty years 
ago we are a very very socialistic government. Today 
we’re no longer a democratic government as defined 
back there then. [words 2579 to 2607 in the tran-
script of the recording of speaker s03]

Speaker s10 said government 3 times, in an extended de-
scription of air traffic control.

2. So the airplane… airlines always go, “Well, it’s the 
government, and regulations, and blah blah blah. 
That’s why we’re delayed.”  [words 1114 to 1132 in the 
transcript]

3. But once you pass that, and then they say …. the 
government goes, “Okay, we’re ready to hire a thou-
sand people throughout the United States.” [words 
2841 to 2861]

4. If you could give a test that would tell who could be 
an air traffic controller, who couldn’t, you’d be a mil-
lionaire, because the government would buy that 
from you. [words 3012 to 3041]

After the researchers had transcribed a conversation, they ran 
a computer program that tagged the beginning and ending 
times of each transcribed word in the recording. Figure 3.1 is a 
screenshot of an audio editor window showing an interval of 
0.824 seconds starting at the word before the word govern-

ment in passage 2 in (3), and ending at the following word. 
There is a brief pause between government and the following 
and, which we have labeled with a comma. You can get an 
idea of the duration of this pause, and also of how long it took 
to say each of the three words in this stretch by looking at the 
width of the labeled space between the red and blue vertical 
lines at the bottom of the screenshot. Each red or blue vertical 
line marks the time that was tagged for the beginning of the 
current word, which is also the end of the preceding word if 
there was no pause in between the two words.

So you can look at the width of the space between two vertical 
lines to gauge the duration of the interval that the lines mark 
off. The interval marked off for the “big” word government is 
highlighted on the screen. It is about five times as wide as the 
interval for the preceding the and more than twice as wide as 
the interval for the and after the pause.

Figures 3.2 and 3.3 show screenshots of two more 
0.824-second-long intervals from later in the same recording 
of the conversation of speaker s10. The interval in Figure 3.2 
starts at the word the just before the second time government 
occurs, as transcribed in passage 3 in (3). And the interval in 
Figure 3.3 starts at the same place relative to the third time 
government occurs, as transcribed in passage 4 in (3). You 
can see that the space marked off for government is again 
wider than the spaces marked off for the other words, but the 
relative difference in widths between the “big” word and the 
surrounding “small” words for these later occurrences is 
smaller than in Figure 3.1. Since all three screen shots show 
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exactly 0.842 seconds, we can also compare widths of the 
spaces between red or blue lines across the figures. The inter-
val marked off for the “big” word in Figure 3.1 is wider than 
the ones marked off for the same word in the other two fig-
ures. But exactly how much wider is it? 

Figure 3.1. Screenshot of Praat editing window that zooms in 
on a 0.824 second interval starting at 489.995 seconds in the 
recording of speaker s10, during passage 2 in (3). 

Figure 3.2. Screenshot of Praat editing window that zooms in 
on a 0.824 second interval starting at 1051.586 seconds in the 
recording of speaker s10, during passage 3 in (3). 

Figure 3.3. Screenshot of Praat editing window that zooms in 
on a 0.824 second interval starting at 1098.710 seconds in the 
recording of speaker s10, during passage 4 in (3). 

We made Figures 3.1, 3.2, 3.3, and all of the other figures of 
this kind of display of the audio waveform using Praat. Praat 
is a free signal-processing package that you can download 
from:

http://praat.org/  

It was developed by Paul Boersma and David Weenink at the 
University of Amsterdam and it is as powerful and flexible as 
most of the very expensive commercial packages that speech 
scientists used to have to buy to analyze the sounds of lan-
guages. It is also fun to use to manipulate speech sounds or to 
make recordings of your friends’ voices sound lower or higher 
than they are. While we won’t be teaching you how to do these 
things in this course, we encourage you to learn to use Praat 
to listen to and look at some of the sound files that we will be 
using as primary data in some chapters. It’s easy and fun.
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We can use the times where the red or blue lines occur to cal-
culate a measure of each word’s size. That is, the difference be-
tween the beginning time and the ending time is how long it 
took the speaker to pronounce the word that the researchers 
transcribed and that the program marked off at that place in 
the conversation. This number is the actual physical duration 
of a particular token of the labeled word, rather than the 
length in number of consonant and vowel sounds in the dic-
tionary form. Na’im Tyson, one of the researchers on the pro-
ject, calculated these values for all of the words in the record-
ings of eight of the conversations in order to study the relation-
ship between a word’s duration and some measures of predict-
ability that he was exploring (Tyson, 2005). He kindly shared 
his duration measurements with us, to use as the data for this 
chapter. The durations he calculated for the highlighted inter-
vals, containing the word government, in the screenshots are 
0.475 seconds in Figure 3.1, but only 0.278 seconds in Figure 
3.2, and only 0.273 seconds in Figure 3.3. 

3.3. Plotting word duration against occurrence 
number
Figures 3.1-3.3 show that there can be substantial variation in 
the measured physical durations of different tokens of the 
same “big” word. So how we can see if this variation in dura-
tion is related to the predictability of the word each time it oc-
curs in a conversation? We’ve already suggested that one of 
the things that could make a word more or less predictable is 
whether the speaker has already used it in the conversation. 

The first time a word is pronounced, it’s more likely to be in-
troducing something new. The second or third time the word 
occurs, it’s probably in a position where it’s more predictable. 
So we can use the number of the occurrence — whether it’s the 
first time or the second time or the third time and so on — as a 
rough measure of this aspect of predictability. And if we do 
that, we can use a time plot to visualize the relationship be-
tween duration and predictability. 

A time plot is a graph that relates a set of observations that 
yields a numerical variable to the time of each observation, by 
plotting each observation as a value on the y-axis (vertical) 
against its time on the x-axis (horizontal). Figure 3.4 shows 
six time plots. In each of the panels of this figure, there are 
two or three data points, for the first, the second, and (usually 
also) the third time that a word occurred in one of the inter-
views in the Buckeye Speech Corpus. The y-axis value for each 
data point is the measured physical duration of the word to-
ken on that occurrence. For example, the first panel (Figure 
3.4a) plots the durations of the word government for each of 
the three times that it occurred in the conversation with 
speaker s10. These duration values are the ones that we ob-
served in Figures 3.1-3.3. Figure 3.4b plots the durations of 
the same word for the two times that it occurred in the conver-
sation with speaker s03, which we showed in passage 1 in (3). 

The other four panels of Figure 3.4 show time plots for three 
other “big” words that occurred at least three times in a con-
versation with one of the other speakers that Tyson (2005) in-
cluded in his study of the relationship between the measured 
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physical durations of words and their predictability in the con-
versations. We chose these words for our sample time plots be-
cause they have exactly the same number of vowel and conso-
nant sounds as government. That is, the dictionary forms that 
the tagging program looked up are all exactly nine sounds 
long. They are profænɪti for profanity, əsoʃieʃən for associa-
tion, and ɪnʤɪnirɪŋ for engineering. We’ve also made the y-
axis span exactly the same range of values for all of the six pan-
els, so that we can compare the physical durations easily. This 
lets us see at a glance that, while the words are all the same 
length in number of sounds, there is variation in their meas-
ured physical duration values. 

Some of this variation seems to be related to differences be-
tween speakers. For example, Speaker s03 speaks more slowly 
than speaker s10, so his durations for government are gener-
ally longer. That is, the two data points for s03’s tokens are 
higher in panel (b) than the first two data points for s10’s to-
kens in panel (a). However, the difference between these two 
panels is smaller than the difference within each panel be-
tween the first and second occurrences of the word. In fact, in 
every one of the six panels, the duration of each word the first 
time it occurred is longer than the duration for the second or 
third time. For some words, the difference is large relative to 
the differences between speakers, as in the case of the word 
government as it was pronounced by speakers s10 and s03. 
For other words, however, the difference is smaller, as in the 
case of the word engineering, as it was pronounced by speaker 
s24 in panel (e), compared to the same word as it was pro-
nounced by speaker s42 in panel (f). So we want a way to 

know whether the pattern of greater duration for the first data 
point in each of these time plots is typical. 

Figure 3.4. Measured word durations for the tokens of 
government pronounced by speakers s10 and s03 (in panels 
a and b) and for the first three tokens of four other words 
that have exactly 9 sounds in their dictionary forms that 
were pronounced at least three times by four other speakers 
in the Buckeye Speech Corpus (c-f). In each panel, the 
duration of the word token is plotted on the y-axis as a 
function of the occurrence number on the x-axis. 

Comparing just two or three tokens in this way can’t give us 
conclusive evidence about the typical relationship between 
length and time. The longer duration of the first token and the 
shorter durations of the second and third tokens here might 
be atypical, in the same way that the lengths in number of let-
ters of the “small” word caterpillar and the “big” word aver 
are atypical for their familiarity ratings in the Hoosier Mental 
Lexicon. To be able to make a confident generalization about 
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whether a word’s duration depends on its position in the con-
versation, we need to look at the distributions of measured 
word durations in a larger sample. Since a sample of meas-
ured word durations is a numerical variable, we should be 
able to use the same method for looking at the distribution of 
the variable that we used in the last chapter when we com-
pared the distributions of lengths of spelled forms of words in 
our samples of “big” and “small” words. So, let’s talk about 
what we need to do in order to be able to make histograms of 
a continuous numerical variable, since that’s the data type for 
these measured word durations.

3.4. Making histograms to show the 
distribution of word durations
The histograms that we showed in the last chapter were for a 
discrete numerical variable — the length of spelled forms of 
words, measured in number of vowel and consonant letters. 
And to emphasize the fact that a histogram is a special type of 
bar plot, we left a gap between each pair of adjacent bars. How-
ever, it’s more conventional not to leave a gap, as shown in Fig-
ure 3.5. The histogram in the left panel of the figure plots the 
distribution of number of letters in the spelled forms of all the 
words in the interview with speaker s10. This is the same re-
cording that provided the tokens of government in Figures 
3.1, 3.2, and 3.3. The histogram in the right panel of the figure 
plots the distribution of another discrete numerical variable, 
which is the number of sounds in the dictionary form of each 
of those words. Note that we are counting every instance of a 

word separately here, so a word that occurs more than once 
contributes more than once to the bar for that number of let-
ters or that number of sounds. For example, the word the oc-
curred 257 times in this conversation and its dictionary form 
is ðə. So the word the accounts for 257 of the tokens counted 
in the bar for words with three letters in their spelled forms 
and it also accounts for that many of the word tokens counted 
in the bar for words with two sounds in their dictionary forms.

The third way that we have for measuring the size of the word 
tokens that we counted in making the two histograms of let-
ters and sounds in Figure 3.5 is to measure their actual physi-
cal durations. When we measure the duration, though, we are 
looking at a continuous numerical variable, instead of a dis-
crete numerical variable. Figure 3.6 plots the measured word 
durations for all of the same word tokens that provided the 
numbers in Figure 3.5. 

In measuring word length in terms of the number of letters in 
the word’s spelled form, as in Figure 3.5a, it’s impossible to 
get a word that is half a letter long. Similarly, in measuring 
word length in the number of consonant and vowel sounds 
specified in the dictionary for the word’s most formal “diction-
ary pronunciation” variant, as in Figure 3.5b, it’s impossible 
to get a word that is half a vowel or half a consonant long. In 
Figure 3.6, by contrast, the word durations are measured in 
seconds and fractions of a second. So half a second is a possi-
ble duration, and, in fact, three of the word tokens that are in-
cluded in Figure 3.6 are exactly 0.5 seconds long, once we 
round to the nearest millisecond. (Since the program that was 
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used to tag the times can differentiate times that are only 1/
16,000th of a second apart, no pairs of word tokens would 
have exactly the same measured duration value unless we 
rounded at least a bit.) 

Figure 3.5. Histograms of spelled word lengths (a) and of 
the number of consonant and vowel sounds in dictionary 
forms (b) for all of the words in the transcribed interview 
with speaker s10, with dotted lines at 10 letters (as in 
government) and 9 sounds (ɡʌvɚnmɛnt).

Figure 3.6. Histogram of measured word durations for the 
word tokens shown in Figure 3.5. As noted above the arrow 
at 0.5, there are 155 tokens that have a duration of roughly 
0.5 seconds. The bin size is 0.04 seconds (i.e. 40 ms). The 
dotted lines mark the measured durations of the three tokens 
of government that this speaker said. 

Since the measured duration of a spoken word token is typi-
cally much smaller than a second, word durations are often de-
scribed using a unit that is smaller, too. Most often, the 
smaller unit is the millisecond (abbreviated ms). The milli- 
part is from the Latin word mille for 1000 and one millisec-
ond is one 1/1000th of a second. The bin size that we used for 
the histogram in Figure 5.6 is 40 ms, and there are 25 bins of 
this width in 1000 ms, which is a 1 second. 

Rounding doesn’t matter, though, when plotting a histogram 
because a histogram counts all the tokens within a bin, which 
is a range of values. You might notice in the caption for Figure 
3.6, that we mentioned that we used a bin size of 0.04 sec-
onds, or 40 milliseconds, which is 1/25th of a second. So all 
the word tokens with a duration that was measured between 
0.00 and 0.039 are counted in the first bin, and all the word 
tokens with a duration that was measured between 0.480 and 
0.519 are counted in the thirteenth bin, and so on. So even 
though there are only three tokens with durations of exactly 
0.5 seconds, there are 155 tokens in that bin. If we made a dif-
ferent bar for each different possible measurement in our his-
togram, we’d have a great many very short bars that would be 
as difficult to interpret as the raw list of numbers, which is 
why we group the values into bins. The location of the bars cor-
responds to the numerical order of the variable, and the width 
of the bars corresponds to this bin size. This is why it is more 
typical to not leave gaps between the bars when creating a his-
togram, especially for continuous numerical data.
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Now that we’ve made the three histograms in Figures 3.5 and 
3.6, we can use them to make the same kinds of observations 
that we made in Chapter 2 for the histograms of the one dis-
crete numerical variable that we were using to measure the 
size of words in that chapter. First, we can look to see whether 
there is a single well-defined peak in the distribution. And 
then, if there is one, we can look to see where the peak occurs. 
The peak in a histogram tells us which bin (or bins) has the 
most tokens. The way the other bins are arranged around the 
peak tells us how typical the range around that peak value is, 
and whether it’s more likely that the rest of the values are 
above the peak or below it.

There is a single clear peak in each of the histograms of the 
two discrete numerical variables plotted in Figure 3.5. The 
peak in the histogram in the (a) panel is at 4 letters, which is 
at the same place as the peak that we saw in the histogram of 
lengths of word types that we counted in Richard Lederer’s es-
say on “The case for small words” in Chapter 2. Many of the 
word tokens in the conversation with speaker s10 are very 
small words such as and, I, the, you, a, to, and it. These seven 
words occurred so many times that, together, they are 20% of 
the word tokens that we are counting for the histograms here. 
Now, if we measure word size in terms of the number of conso-
nant and vowel sounds in the spoken form instead of in num-
ber of letters, the longest of these seven very frequent small 
words is and. It has a dictionary form ænd that is exactly 3 
sounds. The peak in the histogram in the (b) panel of Figure 
3.5 is at 3 sounds. 

There is also a single clear peak in the histogram of the con-
tinuous numerical variable plotted in Figure 3.6. It is for the 
bin centered at 0.14 seconds. That is, where the most tokens 
fall in the distribution (the tallest bar) is in the bin for word 
tokens that are longer than 120 ms (0.12 seconds), but shorter 
than 160 ms (0.16 seconds). More than 1600 of the word to-
kens (15%) had measured durations in this interval. Another 
1500 of the word tokens had measured durations in the next 
bin, for word tokens between 0.16 and 0.2 seconds. And there 
were more than 1400 tokens in the bin before it, for word to-
kens whose durations are between 0.08 and 0.12 seconds. To-
gether, these three groups of values account for nearly 40% of 
the word tokens in this interview. This makes sense if the 
physical duration of a word token is more or less directly re-
lated to the number of vowel and consonant sounds. That is, 
since there is a very clear peak at just 3 sounds in the histo-
gram of dictionary form lengths in Figure 3.5b, we aren’t sur-
prised to see a single clear peak in the histogram of the meas-
ured physical durations which is toward the short end of the 
duration scale in Figure 3.6. 

We can also see that there is a sharp drop off in counts to the 
left of the peak and a much more gradual trailing off to the 
right of the peak, with a smattering of very long word tokens 
that are around 1 second in duration. There is a similar-
looking asymmetry in each of the two histograms in Figure 
3.5. In panel (a) of that figure, there is a sharp drop off in 
counts to the left of the peak at 4 letters and a more gradual 
trailing off to the right, with a smattering of tokens of 13- and 
14-letter words, such as transmeridian and responsibility. In 

96



panel (b) of that figure, similarly, there is a sharp drop off in 
counts to the left of the peak at 3 sounds and a more gradual 
trailing off to the right, with a smattering of tokens of words 
with 13 or 14 sounds, such as trænzmərɪdiən and 
rɪspɑnsəbɪlɪti (the dictionary forms for transmeridian and 
responsibility).

The technical term for this kind of asymmetry around the 
peak is skew, and we talk about the direction of the skew us-
ing the direction of the trailing out tokens. For example, we 
may use the words “negative” and “positive” to designate 
whether the values trail off to the left or to the right. If the 
bars trail off to the left of the peak, which is the negative side 
relative to the peak value, the distribution is skewed to the 
left, and is said to have a negative skew. If the bars trail off 
to the right of the peak, as in Figures 3.5 and 3.6, the distribu-
tion is skewed to the right, and is said to have a positive 
skew. 

The positive skew in each of the panels in Figure 3.5 makes 
sense, because of the type of numbers that we are plotting 
there cannot be less than 1. That is, the shortest spelled form 
of a word is one letter, for words such as a, I, and B (which oc-
curs in the phrase B student in the interview with s10). And 
the shortest dictionary form of a word is one vowel sound, for 
words such as ə, aɪ, and o (which are the dictionary forms for 
the words a, I, and oh). This means that the bars on the left of 
these peaks have to stop abruptly at the bar for 1 letter or for 1 
vowel sound. Given where the peaks are, these distributions 
cannot have negative skew, even in theory.

The positive skew in Figure 3.6 also makes sense, because of 
the type of number we’re plotting there, which cannot be less 
than 0 seconds. That is, it’s possible to draw out the duration 
of a word as long as you don’t run out of breath, but a word 
can only be reduced so much before any trace of it in the 
speech signal is completely gone; it is not possible to pro-
nounce a word with a negative duration. This means that the 
duration values couldn’t trail off gradually to the left beyond 
the bin for the interval between 0 and 0.04 seconds. Again, 
given where the peak is relative to this lower bound, the distri-
bution cannot have negative skew, even in theory. 

A third thing to notice is the location of the vertical dotted 
lines that we have placed in each of the histograms, to mark 
the values for the three tokens of government that speaker 
s10 produced. In the histograms in Figure 3.5, there is only 
one such line, of course, since the number of letters in the 
spelled form and the number of sounds in the dictionary form 
don’t change. In both of these graphs, the dotted line is far to 
the right of the peak, way out in the trailing tail of the distribu-
tion. This lets us see clearly that government has more letters 
than the spelled forms of most of the words in the transcript 
of the conversation and ɡʌvɚnmɛnt has more sounds than 
the dictionary forms of the most of the words that s10 said in 
the conversation. 

So what about the duration values for these three tokens of 
the word government in Figure 3.6? Since the measured dura-
tion did vary, there are three dotted lines in this figure. The du-
ration of the first token (the one in the screen shot in Figure 
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3.1) is just below the bin centered at 0.5 seconds. This is in the 
part of the distribution where the heights of the bars are trail-
ing off, which is where we might expect a word with this many 
consonants and vowels to be. However, the lines marking the 
durations of the second and third tokens (the ones in the 
screen shots in Figures 3.2 and 3.3) are much closer to the 
peak in this histogram. This pattern suggests another bit of 
support for our idea that a token of a “big” word might be re-
duced in duration the second or third time it occurs. 

This supporting evidence is even clearer when we zoom in on 
just the “big” words, as in Figure 3.7. This is a histogram of 
word token durations, just like the one in Figure 3.6, but now 
including tokens only of words that are at least as long as 
ɡʌvɚnmɛnt. That is, we’re defining a “big” word as a word 
that has at least 9 sounds in its dictionary form, so that it’s at 
least as long as government when we measure length by the 
number of sounds (the measure of spoken word size in the his-
togram in Figure 3.5b). Since there are far fewer tokens of this 
kind of word than there are tokens of “small” words such as 
and, the, and it, here we’re also including tokens from the con-
versations with the seven other speakers that Tyson (2005) 
studied. 

Figure 3.7. Histogram of measured word durations for the 
tokens of words containing at least 9 sounds occurring in any 
of the 8 conversations analyzed in Tyson (2005). The bin size 
is 50 ms. The dotted lines mark the same values as in Figure 
3.6 and the dashed lines mark the durations of the two 
tokens of government in the conversation with speaker s03. 

The tallest bars in this histogram are the two for durations be-
tween 600 and 700 ms (i.e., 0.6 to 0.7). And the distribution 
is much more symmetrical than the distribution in Figure 3.6, 
because this peak is no longer very close to the theoretical 
lower bound of 0 ms, so there is room for the bars to trail off 
to the left of the peak. (Note that we had to change the x-axis 
to span the range from 0.2 to 1.4 seconds instead of the range 
from 0 to 1.1 seconds to make room to include tokens by 
slower talkers such as s03.) In this figure, the dotted lines for 
the durations of the second and third tokens of government 
pronounced by s10 are to the left of the peak, in the part 
where the distribution is trailing off toward the values that are 
more typical of “small” words. 

For comparison, we’ve also drawn dashed lines to mark the lo-
cation of the two tokens of government that speaker s03 pro-
nounced. These are the values in Figure 3.4b. This speaker’s 
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first token is much longer than s10’s, but his second token 
also is in the part of the distribution that is trailing off toward 
shorter values to the left of the peak, again supporting our 
idea that later tokens are reduced. 

Of course, looking at the positions of these lines in Figures 3.6 
or 3.7 is still just comparing two or three tokens. It still 
doesn’t give us much more information than the time plot in 
Figure 3.4. What we’d like to do is to combine the kind of vis-
ual information that we can see in time plots with the kind of 
visual information that we can see in histograms. 

3.5. Making histograms of differences
When we talked about the visual information in the time plots 
in Figure 3.4, we used the word “difference” several times. For 
example, we compared the difference between the duration of 
the first and second tokens of government in each of panels 
(a) and (b) to the overall difference between the durations of 
this word for speaker s10 and speaker s03 in those two panels. 
This gives us a clue about how we might extract the informa-
tion that we want from the time plots to look at the effect of 
more than one mention on a word’s duration. Specifically, we 
can take all of the words that occurred more than once in each 
person’s interview and compare them. So every second occur-
rence of a word in a conversation can be paired with the first 
occurrence of that word in that conversation, and so can every 
third occurrence of a word, and we can subtract the duration 
of the later token from the duration of the first token, to calcu-

late the difference. If this difference is positive, that means 
that the later token is shorter. Or, to use the term we intro-
duced earlier, that means that the later pronunciation of the 
word is reduced relative to the first pronunciation.  

Figure 3.8 shows histograms for such differences calculated 
for “big” words that occurred at least twice (panel a) or at least 
three times (panel b) in any of the eight conversations from 
the Buckeye Speech Corpus that Tyson (2005) included in his 
study. Including the two cases of the word government that 
was said twice by speaker s03 (i.e., the values of the two 
dashed lines in Figure 3.7 which are also the two data points 
in Figure 3.4b) and three times by speaker s10 (i.e., the values 
of the dotted lines in Figure 3.7 which are also the three data 
points in Figure 3.4a), and any other “big” words that were re-
peated at least twice, we found a total of 157 such word pairs. 
So we could subtract the duration of the second token by a 
speaker from the duration of the first token by the same 
speaker to get 157 differences to count for the histogram in Fig-
ure 3.8a. When we look at cases where a “big” word was re-
peated three or more times, we found a total of 71 such in-
stances. So we could subtract the duration of the third token 
from the duration of the first token to get 71 differences to 
count for Figure 3.8b.

Just as we did in the previous section, we can use these histo-
grams to make the same kinds of observations about distribu-
tions that we did in Chapter 2. For example, we can see 
whether there is a peak in the distribution. And if there is a 
peak, we can see where it is relative to some value of interest. 
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In each panel of Figure 3.8, there is a dotted line marking the 
bin that is centered at 0 seconds. Token pairs counted in this 
bin indicate a later token that would count as more or less 
identical in duration to the first token if we rounded the differ-
ence a bit. The bin size we used for these histograms is 50 ms 
(i.e., 0.05 seconds), so for cases in this bin centered at 0, the 
duration of the later token is within 25 ms of the duration of 
the first token (+/- 25 ms). The difference values in bins to the 
right of the dotted line, then, are for a later token that was re-
duced relative to the first token by at least 25 ms (i.e., the 
lower end of the bin range). If the later token is more predict-
able because the first token has already introduced the idea or 
topic that the word is about, then we would expect the differ-
ence to be in this region of the graph to the right of the bin cen-
tered at 0 seconds. Figure 3.8. Histograms of differences in measured duration 

between the first token of a word in a conversation in the 
Buckeye Speech Corpus and (a) the second token or (b) the 
third token of the same word in that conversation. In each 
panel, the dotted line marks the bin that is centered at 0 sec-
onds, containing difference values between -0.025 and 
+0.025 seconds. 

In Figure 3.8a, the tallest bar in histogram is the one for this 
bin centered at 0 seconds, where we’ve drawn the dotted refer-
ence line. This bin contains 27 values, meaning that in 27 of 
the 157 cases (17%), there was no real difference in duration 
between the first and second occurrences of the word. In Fig-
ure 3.8b, however, the tallest bar in the histogram for the dif-
ferences between the first and third tokens is well to the right 
of the dotted line. It is the bar for the bin centered at 0.15 sec-
onds. Having a value in this bin means that the third token 
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was reduced relative to the first token by about 150 ms, which 
is about as long as the most typical duration of all word tokens 
in the interview with speaker s10 in Figure 3.6. The locations 
of the peaks in these two histogram suggests that there is a ten-
dency to reduce later tokens of a “big” word by an amount that 
often is as much as the duration of the typical “small” word, 
but the tendency is more obvious when the word is used a 
third time.

As in the earlier section, we can also talk about asymmetries 
around the peak. Whereas the histogram in Figure 3.8a is 
fairly symmetrical, the histogram in Figure 3.8b has a nega-
tive skew, meaning that the heights of the bars drop off 
sharply to the right of the peak, but trail off gradually to the 
left. Before we try to figure out why these two distributions 
don’t look alike, and why neither has the positive skew that we 
saw in Figures 3.5 and 3.6, we should first note an important 
difference between the difference values in these two histo-
grams and the raw duration values in Figure 3.6. Specifically, 
there isn’t the same theoretical lower bound at 0 seconds. It is 
possible to get a negative value when we subtract the duration 
of the later token from the duration of the first token, and in 
both panels of Figure 3.8, there are negative values. These are 
the cases that are counted in the bars to the left of the dotted 
line. 

We shouldn’t be surprised to see such negative values, be-
cause the word could have been unpredictable or emphasized 
in the later occurrence for some reason despite not being 
“new” anymore. A word in a later occurrence might correct a 

misinterpretation, or show surprise, for example, as in the un-
derlined part of the last line of the conversation in (4). And in 
that case, the later tokens might be emphasized and drawn 
out instead of being reduced relative to the first token. This 
would result in a negative difference. 

(4) A: I’m so angry with our ex-roommate! 

  B: What did he do this time? 

 A: Remember how he told us that, if we wanted to 
keep the fridge, the dishwasher, and all of the 
other appliances he’d supposedly installed when 
the apartment was new, we had buy them from 
him when he moved out? Well, look at this section 
of the old lease that he never showed us.

 B: Gosh, I see why you’re angry. Even the dishwasher 
was part of the original set!

We can get a sense of the typical size of the elongation by look-
ing at the pattern of heights of the bars to the left of the dotted 
line in each panel of the figure. Most of the cases are in the 
three bins centered at -0.15, -0.1, and -0.05 (i.e., for elonga-
tions of the later token of about 150 ms, 100 ms, or 50 ms), 
but there is a smattering of even more extreme values. In each 
panel, there is even one value in the bin centered at -0.55, indi-
cating a second or third token that is drawn out relative to the 
first by more than half a second. This is quite a large differ-
ence relative to the typical word duration in Figure 3.6. This is 
nearly as extreme as the largest positive value in each panel, 
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which in both panels is the bar centered at 0.65 second, indi-
cating a case of reduction by about 650 ms. The fact that differ-
ences stretch out to a bit more than half a second in both direc-
tions suggests that there is some kind of practical limit on the 
amount by which the duration of a later token of a “big” word 
can be elongated or be reduced relative to the pronunciation 
of the word the first time that it is used in a conversation. 

We can also get a sense of how often the elongation or the re-
duction happens by seeing how many negative and positive 
values there are. In the histogram in Figure 3.8a, a full third 
of the values (52 out of the 157 cases) are in the bars to the left 
of the peak that is centered at 0 seconds in this histogram. In 
the histogram in Figure 3.8b, also, about a third of the values 
(25 out of the 71 cases) are in the bars to the left of the dotted 
line. On the other hand, in both panels, there are far more 
positive values than negative values. In panel (a), nearly half 
of the values (78 out of the 157 cases) are in the bars to the 
right of dotted line, indicating reduction of the second token 
relative to the first. Also, while the peak of this distribution is 
at 0 seconds, every one of the bars to the right of the peak in 
this panel is taller than the corresponding bar to the left. That 
isn’t enough to make the distribution visibly skewed, but it 
does mean that, if there is some difference in duration be-
tween the first and second token, it’s more likely that the later 
token is reduced by that amount relative to the first token, 
rather than that it is drawn out by that much. In panel (b), 
too, about half of the values (39 out of the 71 cases) are to the 
right of the dotted line, and every bar to the right of the dotted 
line is taller than the corresponding bar to the left of the line. 

Moreover, here, the peak of the distribution also is to the right 
of the dotted line. The visible negative skew in this panel then 
reflects the fact that it’s more likely for the third token to be 
reduced, in combination with the fact that there seems to be 
the same practical limit on the amount by which the third to-
ken can be reduced or be lengthened relative to the first token. 

3.6. Answering our research questions
At the beginning of this chapter we asked two questions that 
follow up on the bigger “why” question from the previous 
chapter. One question stemmed from qualitative evidence for 
variation in word size. Some common long words have corre-
sponding shorter spelled forms that can even be listed in the 
dictionary as “official” abbreviations and contractions (e.g., 
cell for cellular telephone). Since this variation in number of 
letters reflects variation in the number of vowel and conso-
nant sounds in the spoken forms (e.g., the spoken form of cell, 
which is sɛl, has three sounds, whereas the spoken form of cel-
lular telephone, which is sɛljʊlɚtɛləfon, has fourteen), we 
might expect that the pronunciations of most words also vary 
in duration, even if the variation isn’t so drastic as the differ-
ence between cell versus cellular telephone. We found evi-
dence in support of this prediction by comparing the meas-
ured durations of tokens of long words that occurred more 
than once in one or another interview from the Buckeye 
Speech Corpus. We paired tokens of words such as govern-
ment and association that occurred in the same interview (to 
make sure that the same speaker produced both) and found 
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sizeable differences in duration for most of the paired tokens. 
Many of these difference values were as large as the typical 
length of “small” words in the same corpus. 

The other question involved the positions in which different 
variants of a word can occur. We noted that when a word or 
word sequence has an “official” abbreviated or contracted 
form, there might be a relationship between which form is 
used and the position in the conversation. The long full forms 
might be used in positions where it is important to avoid ambi-
guity and the short contracted forms might be used in posi-
tions where they’re more predictable. We wondered whether 
variation in measured durations of other words also might be 
related to the tokens’ positions, so that tokens spoken in more 
predictable positions might typically be reduced (shortened in 
duration) by comparison to tokens spoken in less predictable 
positions, even when there aren’t “official” abbreviated or con-
tracted spellings for the shorter variant. We found some evi-
dence in support of this suggestion by looking at the distribu-
tion of values for the difference between the duration of later 
(and presumably more predictable) tokens of “big” words and 
the duration of the paired first (and presumably less predict-
able) occurrences of these words. Specifically, many more of 
the differences were positive than were negative, indicating 
that the later token is more likely to be reduced relative to the 
first than it is to be elongated relative to the first.  

This evidence of variation in durations measured for tokens of 
“big” words, and, specifically, of reduction for later (and pre-
sumably more predictable) word tokens suggests one of the 

reasons why there is an association between perceived word 
size and familiarity. The time plots in Figure 3.4 suggest that 
“big” words such as government can vary a great deal in dura-
tion. The histograms in Figures 3.6 and 3.7 further support 
this suggestion, and the histograms in Figure 3.8 show that 
the reduced forms can differ from the careful pronunciations 
of the dictionary form by as much as one or even two times 
the typical duration of a “small” word such as the or and. 
Taken together, these different kinds of evidence suggest a 
mechanism for how words that are “big” words (in both the 
“long” and “obscure” sense) when they first come into the lan-
guage might be shortened over their history as words of Eng-
lish, if they are widely adopted and used often by the people 
who adopt them. 

3.7. Summary
Computers and signal processing programs such as Praat 
make it possible to do things such as mark off the words spo-
ken in a recording of a conversation and then extract the be-
ginning and ending times to measure the durations of all of 
the spoken tokens of each word that was said. These meas-
ured durations give us another, finer-grained way to talk 
about a word’s size. 

We can use a histogram to examine the distribution of a sam-
ple of word durations measured in this way. To make such a 
histogram, though, we have to group values together, to count 
tokens that fall into each of a series of bins. We need to group 

103



values in this way because word duration is a continuous nu-
merical variable, instead of a discrete numerical variable. 

If words of interest occurred more than once in a recording, 
we also can make time plots to visualize the relationship be-
tween the measured durations of spoken tokens of a word and 
their positions in the series of occurrences of the word. Moreo-
ver, because the difference between the durations of two differ-
ent tokens of a word is also a continuous numerical variable, 
we can calculate a sample of such differences. 

We can do this by making a sample of cases where we pair the 
duration of each of the later tokens of a word with the dura-
tion of the first token. If the later token is emphasized, this dif-
ference could be negative, but if the later token is reduced rela-
tive to the first token, this difference is positive. Either way, 
the absolute difference value is a fine-grained measure of the 
degree to which the later token is elongated or reduced. We 
can use a histogram to examine the distribution of differences, 
and see whether they are more likely to be negative or positive 
— i.e., whether the later token is more likely to be elongated or 
reduced relative to the first.

Summary of key terms
Continuous numerical variable: A variable that is 

usually a measurement that can be broken down into 
smaller and smaller numbers, including decimals or frac-
tions.

Time plot: A plot of the relationship between values of an 
observed numerical variable and the times at which the 
observations are made. Example: Durations of tokens of 
a word that was said more than once plotted against the 
order in which the tokens were said (The waveform of 
an audio recording, such as the waveform in the screen 
shot in Figure 3.1, is also a time plot. See Appendix 3A.)

Histogram: A special type of bar plot used to represent 
the frequencies for different (ranges of) values of a nu-
merical variable. For a discrete numerical variable, each 
bar can represent the count for a single integer value. 
For a continuous numerical variable, each bar repre-
sents the count of values binned together into an inter-
val along the x-axis. Example: The plots in Figures 
3.5-3.8.

Bin size: The size of the range of numerical values in-
cluded in each bin, indicated by the width of each bar of 
a histogram. For example, the numbers 0.25, 0.36, and 
0.49 would all fall into a bin that ranged from 0.0-0.50.

Peak: For a histogram, the value (or the center value) of 
the tallest bar in a histogram, when the bars to either

104



 side show a clear trend to be progressively shorter in 
height the further they are from the tallest bar.

Skew: A pattern of pronounced asymmetry in the distribu-
tion of values in a histogram.

Positive skew: A skewed distribution has positive skew 
when the bars to the right of the peak trail off more 
gradually, so that there are more tokens with a positive 
difference from the peak value than with a negative one. 
Also called right skew. Examples: The patterns in Figures 
3.5 and 3.6.

Negative skew: The opposite of positive skew, where 
there are more bars trailing off to the left of the peak, 
that is, there are more trailing bars that have values that 
are smaller, or more negative, than the peak. Example: 
Figure 3.8b.

3.8 R code
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R code and exercises

3.8. R code
In the two parts of this section, we’ll give you some annotated 
R code, which can be downloaded at http://kb.osu.edu/ 
dspace/bitstream/handle/1811/77848/Chapter03.R, that you 
can use to begin to learn how to analyze variation over time 
and to look at distributions of continuous numerical variables. 
Specifically, the first part gives code for making time plots us-
ing the data that are plotted in Figure 3.4 and the second part 
gives code for making histograms using the data that are plot-
ted in Figures 3.6, 3.7, and the two panels of Figure 3.8. Both 
parts of the R code use the data file that Na’im Tyson pro-
vided.  So before you start either part, you need to download 
the data file Ch03.Textfile1.txt from the textbook web 
site (at http://hdl.handle.net/1811/77848, or individually at 
http://kb.osu.edu/dspace/bitstream/handle/1811/77848/Ch0
3.Textfile1.txt), and then set your directory to wherever the 
file is located. (Remember that you can change the working di-

rectory using the “Change Working Directory …” command, 
which is under the “Misc” pull-down menu on a Mac and un-
der the “File” pull-down menu on a PC running Windows.) Af-
ter you have set the working directory to where you put the 
files, use the read.delim() function and the = assignment 
operator to read in the Ch03.Textfile1.txt file and as-
sign it to the variable bsc (for Buckeye Speech Corpus).

bsc = read.delim("Ch03.Textfile1.txt")

Remember that you can use the dim() function and the 
head() function to check to make sure the file read in cor-
rectly. There should be 51659 rows and 5 columns, and the re-
sult of using head() to check the content of the first six rows 
should look like this: 

  spkr     word canPhon   dur noLets

1  s02 whatever       6 0.331      8

2  s02     they       2 0.070      4

3  s02     call       3 0.258      4

4  s02       it       2 0.132      2

5  s02   thirty       4 0.255      6

6  s02    three       3 0.330      5

The first column identifies the speaker (which is speaker 
“s02” in all of the first 6 rows), the second column gives the 
spelled form of the word, the third column gives the number 
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of consonant and vowel sounds in the dictionary form of the 
word, the fourth column gives the measured duration of the 
word token (in seconds), and the last column counts the num-
ber of letters in the spelled form. 

Part 1. Making time plots to look at durations for a se-
ries of tokens

Once you’ve read in the data, you can use the subset() func-
tion to extract all of the rows for a particular word in a conver-
sation with a particular speaker and assign those rows to a 
variable.  For example, we can assign the subset of all in-
stances of government produced by speaker s10 to a variable 
called gov10, like this:

gov10 = subset(bsc, word=="government" & 
spkr=="s10")

The first argument of the subset() function is the larger 
data frame from which a subset of rows will be extracted (here 
the data frame bsc that you read in), and the second argu-
ment describes the conditions that a row must satisfy in order 
to be included in the subset. 

Here, there are two conditions. First, the word variable in that 
row must have the value "government". (Notice the == opera-
tor, which asks whether the value of the thing on its left is 
equal to the value of the thing on its right. It is different from 
the = operator that assigns to the thing on its left the value of 

the thing on its right.) The second condition is that the spkr 
variable must have the value "s10".  

Since this new variable is also a data frame, you can check 
how many tokens there were using the dim() function, which 
asks for the number of dimensions: 

dim(gov10)

The result should be a vector of two numbers, telling you that 
gov10 has 3 rows and 5 columns:

[1] 3 5

Once you have extracted the rows for a subset of tokens in this 
way, you can use add a new variable, called time, for the order 
of occurrence of each token in that conversation, like this: 

gov10$time = seq(1, 3, 1)

Here, the seq() function generates a sequence, where the 
first argument (here 1) indicates the beginning of the se-
quence, the second argument (here 3) gives the end of the se-
quence, and the third argument (here 1) provides the step size 
of the sequence. That means that you’ll be generating a vector 
of values that start at 1 and increase by adding 1 at each step 
until the sequence reaches 3. So, typing seq(1, 3, 1) all by 
itself outputs the following vector of numbers on the R con-
sole window:

[1] 1 2 3
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We’ve chosen 3 as the last value because we knew that there 
were exactly three tokens of government in the conversation 
with this speaker, so the data frame gov10 would have three 
rows, and the vector of values that we needed for the added 
column is this sequence. If we didn’t know how many rows the 
gov10 data frame has, we could use the dim() function and 
take the first value in the vector of values that function pro-
duces to use as the second argument for the seq() function. 
That is, remember that the dim() function returns the num-
ber of rows and the number of columns, we can get the num-
ber of rows by asking for the first of these two values, like this: 

dim(gov10)[1]

And then we can stick that value into the seq() command, 
like this:

gov10$time = seq(1 , dim(gov10)[1], 1)

Now that you have variables for the duration and the time, 
you can use the plot() function to make the time plot. This 
function is a very general function for making plots where an 
x-axis variable that is paired with a y-axis variable can be plot-
ted together, such as in a scatterplot or a line graph, of which 
a time plot is a specific kind, having time on the x-axis. The 
first argument for this function is a formula using the ~ opera-
tor, like this:

y ~ x

which tells R what vector to use for the y-axis variable and 
what variable to use for the x-axis variable. You can think of 
the meaning of this operator as: “Relate the y values to the x 
values pair-by-pair.” Since the time variable is the x-axis vari-
able, the formula to make each plot should be:

plot(gov10$dur ~ gov10$time) 

where the first part of the y variable is the variable name you 
assigned to the data frame (gov10), followed by a $ which in-
dicates that you are going to next tell R the column name 
within the data frame that you want it to use (dur). The same 
applies to the x-variable, which has the name you assigned 
(gov10) followed by the column $time.

Alternatively, since both the x-axis vector and the y-axis vec-
tor are from the same data frame, you can specify the variable 
name of the data frame as the second argument, while just giv-
ing the column names as the x- and y-variables, like this:

plot(dur ~ time, data=gov10)

Notice that the default for the plot() is to just put a circle at 
each data point. You can specify that there be lines instead us-
ing the type="l" argument (where "l" stands for “lines”) or 
you can have both circles and lines, if you specify type="b" 
(where "b" stands for “both circles and lines”), like this:

plot(dur ~ time, data=gov10, type="l")

plot(dur ~ time, data=gov10, type="b")
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Many of the arguments that you used to control various as-
pects of the bar plots and histograms that you made with the 
R code in Chapters 1 and 2 also apply here. For example, 
here’s how to specify different labels for the x-axis and the y-
axis from the ones that R supplied by default: 

plot(dur ~ time, data=gov10, type="b", 

xlab="occurrence in interview",  
 ylab="duration (seconds)") 

You also might want to specify different ranges for the x-axis 
and the y-axis from the ones that R supplied by default, so 
that you can make a set of time plots with a constant range so 
that it’s easy to compare the durations of first and later tokens 
of government across speakers who said the word a different 
number of times and had different characteristic speaking 
rates. You can use the xlim and ylim arguments to do that, 
like this: 

plot(dur ~ time, data=gov10, type="b", 

xlab="occurrence in interview", ylab="dur-
ation (seconds)", 

xlim=c(0,4), ylim=c(0.27,0.72)) 

Once you have made a time plot, you can add a label to the 
plot as a whole using the mtext() function. The only obliga-
tory argument for this function is a character string contain-
ing the text of the main plot label, as shown below for the com-

mand to identify the time plot as panel (a), for the word gov-
ernment in the conversation with speaker s10.: 

mtext("(a) government, s10")

Part 2. Making histograms with no gaps.

In this part, we’ll first introduce the code that we used to 
make Figure 3.6. We started by extracting the rows for 
speaker s10 from the dur data frame using the subset() 
command, and assigning them to a variable called s10, like 
this:

s10 = subset(bsc, spkr=="s10")

We knew there were 10,714 rows, because we used the dim() 
command, with this new data frame as its argument, like this:

dim(s10)

and we got the following output on the R console:

[1] 10714     5

The five columns are of course the same five variables in the 
dur data frame as a whole, so we can refer to the durations us-
ing the $ operator, like this: 

s10$dur

to get a vector of the 10,714 duration values in our sample of 
word durations for this speaker. We could then plug this vec-
tor as an argument for the hist() function to make the histo-
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gram in Figure 3.6. That is, the only obligatory argument for 
this function is the data vector, so the basic command for mak-
ing the histogram in Figure 3.6 is:

hist(s10$dur)

Try doing that, and see what you get. Is it the same histogram 
as in Figure 3.6? Specifically, does it have the same bin size? 
Count the number of bars in the interval between 0 seconds 
and 0.2 seconds. Are there five bars, as in Figure 3.6, or only 
four bars? If there are only four bars, what does that mean for 
the bin size? 

You can control the bin size by using the breaks argument, 
to specify a sequence of bin edges. For example, the edges of 
the bins for the histogram that you made was this vector:

c(0, 0.05, 0.1, 0.15, 0.2, 0.25, 0.3, 0.35,  
 0.4, 0.45, 0.5, 0.55, 0.6, 0.65, 0.7,  
 0.75, 0.8, 0.85, 0.9, 0.95, 1, 1.05)

but the vector of edges that you need to get the same histo-
gram as in Figure 3.6 is the following: 

c(0, 0.04, 0.08, 0.12, 0.16, 0.2, 0.24,  
 0.28, 0.32, 0.36, 0.4, 0.44, 0.48, 0.52,  
 0.56, 0.6, 0.64, 0.68, 0.72, 0.76, 0.8,  
 0.84, 0.88, 0.92, 0.96, 1, 1.04) 

You can generate this series of bin edges using the seq() func-
tion, like this:

seq(0, 1.04, 0.04) 

And you can embed that seq() command into the hist() 
command as the value for the breaks argument, like this:

hist(s10$dur, breaks = seq(0, 1.04, 0.04))

Once you have drawn the histogram, you can also use box() 
to draw a box around it, just as you learned to do for the bar 
plots and histograms that you made with the R code in Chap-
ters 1 and 2. 

Most of the arguments that you used to control various as-
pects of those bar plots and histograms also apply here. For 
example, here’s how to specify different x-axis and y-axis la-
bels from the ones that R supplies by default:

hist(s10$dur, breaks = seq(0, 1.04, 0.04), 
 ylab="number of word tokens",  
 xlab="duration of word token (seconds)") 

Another argument that is specific to the hist() function is 
main, for the main label that goes in the margin above the his-
togram. Here’s how to change that label from the default that 
R assigns.

hist(s10$dur, breaks = seq(0, 1.04, 0.04), 
 main="speaker s10", ylab="number of word  
 tokens", xlab="duration of word token  
 (seconds)") 

Now that you know how to make a histogram for duration val-
ues, you can also recreate the histogram in Figure 3.7. To do 
this, you’ll need to extract all of the rows of the dur data 
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frame for tokens of words that have at least as many conso-
nant and vowel sounds as the dictionary form of government. 
The variable in the dur data frame for the number of sounds 
is canPhon. So you can refer to the number in the subset() 
command, like this:

bigwords = subset(bsc, canPhon == 9) 

if you wanted to extract all the words that were exactly 9 
sounds long, or like this:

bigwords = subset(bsc, canPhon >= 9) 

for all of the words that have 9 sounds or more. Since the num-
ber of sounds is a discrete numerical variable, you can also 
specify this by asking for all of the words that are longer than 
8 sounds, like this:

bigwords = subset(bsc, canPhon > 8) 

In these three commands, the “>” operator means “greater 
than” and the “==” operator means “equals” and the “>=” op-
erator means “greater than or equal to”. Now that you’ve 
made the data frame bigwords you can make the histogram 
for Figure 3.7, like this:

hist(bigwords$dur, breaks = seq(0, 1.04,  
 0.04), main="words that are at least 9  
 sounds, all speakers", ylab="number of  
 word tokens", xlab="duration of word token  
 (seconds)") 

Finally, let’s make the histogram for the number of sounds in 
the dictionary forms for all of the word tokens that speaker 
s10 pronounced, to recreate the information in Figure 3.5b. 
Since you now know what the variable is that is in the can-
Phon column, this is pretty straightforward. You can start by 
just using s10$canPhon instead of s10$dur for the vector of 
values in the basic hist() command, like this.

hist(s10$canPhon) 

Look at the differences between that histogram and the one in 
Figure 3.5b. Do the bin widths that R chooses for you seem ap-
propriate for this discrete numerical variable? Compare this 
to the bin size of the histograms we made in Chapter 2. 
Wouldn’t it also make more sense to have the bins centered at 
the integer value, as we did in Chapter 2? Here’s how to spec-
ify the breaks so that you can get the bins that you want:

hist(s10$canPhon, breaks = seq(0.5, 14.5, 
 1)) 

And you’ll want to provide more labels for the x-axis and y-
axis and for the graph as a whole. 

hist(s10$canPhon, breaks = seq(0.5, 14.5, 
 1), main="speaker s10", ylab="number of  
 word tokens", xlab="length of dictionary  
 form (number of sounds)") 
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3.9. Exercises
1. Jason is earning a master’s degree in Middle Childhood 

Education and is taking a year-long Advanced Field Experi-
ence course. He is placed as an assistant teacher for Lan-
guage Arts & Reading in a fifth grade class in a small urban 
school where a majority of the children have a home lan-
guage other than English. In one of his university courses, 
Jason has read a paper which reports that adult learners of 
English as a second language tend to speak more slowly and 
hesitantly than native speakers of English. Jason wonders if 
this is also true of children who learn English as a second 
language, particularly for children with little early exposure 
to English. He contacts the parents of the children in the 
class where he is getting his field experience. 33 of the chil-
dren’s mothers gives consent to be interviewed and gives 
him permission to record her child. 

The interviews: In the interviews, Jason asks about the chil-
dren’s language backgrounds and current language environ-
ments. He has set up the interview using a questionnaire 
form that he devised so that he can get the 6 variables de-
scribed in (a)-(f). He plans to use these variables to assess 
the child’s exposure to English. For each variable, answer 
the following questions: 

1. Are the data categorical or numerical?

2. If the data are categorical, should the types treated as 
an ordinal categorical variable?

3. If the data are numerical, are the numbers are a dis-
crete or continuous measure?

a. Jason asks each mother if she was born in the U.S. or 
immigrated, and counts to find there are 22 immigrant 
mothers and 11 who were born in the U.S.

b. He asks each of the 22 immigrant mothers when she 
arrived in the U.S., and counts how many immigrated be-
fore the child was born and how many brought the child 
to the U.S. afterwards. There are 11 in each group.

c. From the subset of 11 interviews with mothers who immi-
grated after the child was born, he takes the reported 
month and year of arrival in the U.S. and the child’s date 
of birth, to calculate the age, to the nearest month, at the 
time that the family immigrated. 

d. In the interviews with all 22 immigrant mothers, he asks 
how the child was first exposed to English regularly out-
side of the home, and records the response by checking 
on his interview sheets one of three boxes for: (1) in day 
care or the like before the age of five years, (2) in kinder-
garten or first grade, or (3) in second, third, or fourth 
grade after being schooled in the other language for at 
least one year. He counts the number in each of the three 
groups. 

e. He also asks about language use in the home, and he 
counts how many mothers report talking to the child 
mostly or entirely in English currently and how many re-
port talking to the child mostly or entirely in some other 

112



language. All 22 immigrant mothers report that they talk 
to their children primarily in their own native language, 
which is Spanish for 13 of the children and Somali for the 
other 9. Also, 3 of the 11 mothers who were born in the 
U.S. report talking to the child primarily in Spanish, 
which is the father’s native language.  

f. In each of these interviews, he asks how many other 
adults there are in each child’s household, and if there 
are other adults, how many hours they spend interacting 
with the child each week and what language they use in 
these interactions. All of the households include at least 
one other adult, and many include more than one.  So for 
each child, he can count the number of hours of interac-
tion in English and the number of hours of interaction in 
a different home language. For example, one child of im-
migrants interacts in English for 10 hours each week 
with an 18-year-old sister who takes care of her younger 
siblings on weekends, and interacts in Spanish for 30 
hours a week with his mother, father, grandmother, and 
a paternal uncle who lives with them.

The recordings: Jason records each of 33 children in a 
quiet room at the school. First, he interviews the child, ask-
ing the child to tell him about the child’s family and friends 
and to describe favorite activities in school and at home. So 
the first 30 minutes of the recording is a sample of the 
child’s spontaneous speech. He then asks the child to read 
a children’s book aloud, to get a sample of the child’s read 
speech. The book that he asks the child to read is Digging 

Up Dinosaurs, by the author-illustrator Aliki, which was 
first published in 1998, by Harper Collins. The text on the 
first page of the book is:

Have you ever seen dinosaur skeletons in a museum? I 
have. I visit them all the time. I went again yesterday. I 
saw APATOSAURUS.

Jason uses Praat to mark the beginning time and ending 
time of each word and each audible pause in the children’s 
recorded speech, in order to extract the variables described 
in (h)-(l). He plans to use these 5 variables to assess 
whether the speech of children with less exposure to Eng-
lish is slower and more hesitant when compared to the 
speech of children with more exposure. For each variable, 
answer the following questions: 

1. Are the data categorical or numerical?

2. If the data are categorical, should the types treated as 
an ordinal categorical variable?

3. If the data are numerical, are the numbers are a dis-
crete or continuous measure?

h. For each of the words that the child produced in the 30-
minute interview, he counts the number of syllables. 
Then for each of the words with exactly one or exactly 
two syllables, he subtracts the beginning time from the 
ending time, and multiplies by 1000, so that he has a 
measure of the word’s duration, calculated in millisec-
onds. This gives him a sample of one-syllable word dura-
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tions and a sample of two-syllable word durations for the 
child. 

i. For each of the sentences in the interview, he adds up 
the syllable counts for all the words in the sentence. This 
gives him a sample of spontaneous sentence lengths, 
measured in number of syllables. Assuming that a child 
who speaks quickly and fluently can say longer sentences 
more easily, he plans to use this sample as a coarse way 
to assess speaking rate.  

j. He also subtracts the beginning time of the first word in 
the sentence from the ending time of the last word in the 
sentence, to get the duration of the sentence in seconds. 
He divides the number of syllables in the sentence by the 
duration of the sentence, to get a measure of speaking 
rate. This gives him a sample of speaking rates, meas-
ured in syllables per second. 

k. For each of the sentences in the part of the recording 
where the child is reading Digging Up Dinosaurs, he 
checks whether he marked off at least one audible pause 
between words in the sentence. He plans to assess the de-
gree to which the child hesitated by counting the number 
of sentences which included such an audible pause and 
the number of sentences which did not include a pause. 

l. For each of the audible pauses that he observes for vari-
able (k), he also subtracts its beginning time from its end-
ing time, and multiplies by 1000, to get a sample of 

pause durations in milliseconds. He plans to use this vari-
able as another measure of hesitancy. 

2. Jason’s thesis advisor asks him to explain why variables (k) 
and (l) are measures of hesitancy. Jason thinks for a while 
and realizes that he is assuming that pauses indicate hesi-
tancy and that longer pauses are more hesitant than shorter 
ones. His advisor says that she has seen pause and pause du-
ration used in studies of speaking genre as measures of 
“careful” or “judicious” speech. For example, in one study, 
the researcher compared the number of pauses and also the 
pause durations in recordings of the lawyers’ speech in five 
civil cases that were tried with a jury. The study reported 
that the lawyers were far more likely to pause within sen-
tences in their closing arguments as compared to sentences 
from their examination and cross-examination of wit-
nesses. Moreover, the pauses produced in sentences in the 
closing arguments tended to be longer than the ones in ex-
amination and cross-examination. 

 Jason decides to add an experiment to test his assumption. 
From each child’s recording, he extracts the part where the 
child is reading the five sentences on the first page of the 
Digging Up Dinosaurs book. He recruits 90 college stu-
dents to participate in his experiment. He plays the 33 pas-
sages in two different random orders, so that each partici-
pant can judge each passage two times, (1) once for whether 
it sounded “very fluent” or “reasonably fluent” or “hesitant” 
and (2) once for whether it sounded “very spontaneous” or 
“somewhat careful” or “very careful and deliberate”. 
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a. How can Jason use these 5940 judgments to assess 
whether the pauses in each of the 33 passages are “hesi-
tant” pauses or “judicious” pauses? Think of a way that 
he can treat the judgments as two different sets of ordi-
nal categorical variables, one set per child. What should 
the distributions of these two variables look like if a 
child’s pauses are “hesitant”? What should they look like 
if a child’s pauses are “judicious”? 

b. How can Jason use these judgments to pick out the 
pauses in passages that were consistently judged as 
“very fluent” and the pauses in the passages that were 
consistently judged as “hesitant”? What kind of graphs 
can he make to compare their durations? How can he 
use these graphs to evaluate his assumption that longer 
pauses are more hesitant?

3.  Use the R code in Part 1 of section 3.8 to reproduce the 
time plot in Figure 3.1a.  Then, adapt the same R plot to re-
produce the time plot in Figure 3.1b. (Hint: replace 
spkr=="s10" with spkr=="s03".) 

4. Adapt the same R code to make a time plot for all four to-
kens of profanity that speaker s02 said. Also adapt it to 
make a time plot for all of the tokens of communications 
that speaker s03 said and a time plot for all of the tokens of 
charismatic that speaker s42 said.

5. The word probably occurs 8 times in the interview with 
speaker s10. Adapt the R code in Part 1 of section 3.8 to 
make an analogous time plot for the durations of successive 

tokens of probably. Keep the same y-axis range that you 
used to reproduce Figure 3.1 earlier. Explain what you can 
see in the graph. Is the pattern of durations of the eight to-
kens of probably expected? Explain why or why not.

6.  Use the R code in Part 2 of section 3.8 to reproduce the his-
togram in Figure 3.6. Then adapt the same R code to repro-
duce the histogram in Figure 3.7.  

7. Use the R code at the end of Part 2 to reproduce the histo-
gram in Figure 3.5b and then adapt the same R code to re-
produce the histogram in Figure 3.5a. Remember that in 
this figure, we are plotting two different discrete numerical 
variables, and we have centered each bar at the integer that 
is the only possible value for the interval covered by the bar. 
In order to get the bars centered in that way, you’ll need to 
specify a vector of edges for the bars using the 
breaks=seq(0.5,14.5,1) argument for the hist() 
function. Explain why we chose the numbers that we did in 
seq(0.5,14.5,1).

3.10. References and data sources
The words and sentences that we used to make the waveform 
plots in Figures 3.2-3.4 are from the Buckeye Speech Corpus: 

Mark A. Pitt, Laura Dilley, Keith Johnson, Scott Kiesling, 
William Raymond, Elizabeth Hume, and Eric Fosler-
Lussier (2007). Buckeye Corpus of Conversational 
Speech (2nd release) [www.buckeyecorpus.osu.edu] Co-
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lumbus, OH: Department of Psychology, Ohio State Uni-
versity (Distributor).

The Buckeye Speech Corpus (BSC) measurements in Figures 
3.5-3.8 are from the following paper:

Na’im R. Tyson (2005). Applying multiple regression mod-
els for predicting word duration in a corpus of spontane-
ous speech. In Interspeech 2005: Ninth European Con-
ference on Speech Communication and Technology.

Other papers about the BSC are listed at 
http://buckeyecorpus.osu.edu/php/publications.php

Appendix 3A. Waveform displays
The waveform displays that we showed in Figures 3.1-3.3 are a 
type of time plot that you will encounter frequently in study-
ing the sounds of languages. To see how these are time plots, 
look at Figure 3.9. The top panel of this figure zooms in on the 
part of Figure 3.1 that is highlighted for the word government. 
This interval covers a bit more than half a second. The middle 
panel of the figure zooms in on the part of the signal that was 
marked off as evidence for the first two sounds in the word – 
i.e., the initial voiced velar stop consonant ɡ and the following 
open-mid back vowel ʌ. This interval covers just a bit more 
than 150 milliseconds. The bottom panel covers only 5 milli-
seconds. It is the only “zoomed in” value where we can see the 
individual data points, as individual samples in the wave-
form. What do we mean by “sample” here? 

Since sound is audible fluctuation of energy over time, we can 
record the sound by having a machine record the amplitude of 
the energy at regularly spaced time points. Each such record 
of amplitude is a “sample” of the amplitude at that point in 
time. The sequence of lower and higher dots in the lowest 
panel are this series of samples of amplitude over time. 

Note that this time plot differs from the time plots in Figure 
3.4 in a way that is important for our understanding of sound. 
The x-axis in each panel of Figure 3.4 records the occurrence 
number of that token of the word. But these tokens can be 
very far apart in actual time. The second occurrence can be 
seconds or even minutes later than the first occurrence. If we 
wanted to get a sense of that physical separation, we could use 
the actual time of each later occurrence relative to the time of 
the first occurrence as the value on the x-axis. If we did that, 
we would get panels that are very narrow or very wide, de-
pending on how far apart the occurrences are. 

In contrast, the data points in a time plot that is a waveform 
are spaced at regular intervals. For example, the time plots in 
Figure 3.2 show observations that are recorded exactly 0.1 ms 
apart, so that there would be 10,000 observations recorded 
every second. When the times of the observations are con-
trolled to be regular in this way, we don’t have to record the 
time value for every y-axis value. Instead, we can just record 
the y-axis values in order, and specify either how often the val-
ues were recorded or how far apart successive records are. 
The first of these specifications is called the sampling fre-
quency, and the second is called the sampling period. So 
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the sampling frequency for the time plots in Figure 3.9 is 
10,000 times per second, and the corresponding sampling pe-
riod is 0.1 ms. 

When the sampling frequency is expressed in values per sec-
ond, it gets the unit name hertz (abbreviated Hz). So the sam-
pling frequency in Figure 3.9 is 10,000 Hz. The fidelity of a re-
cording is determined to some extent by the sampling fre-
quency. For example, a standard sampling frequency for com-
pact disc recordings of music is 44,100 Hz. 

Figure 3.9. Time plot of amplitude (y-axis) over time (x-
axis) recorded at 0.1 ms intervals in a token of the word 
government extracted from an interview in the Buckeye 
Speech Corpus. The top panel shows the whole word, the 
middle panel shows the first two sounds in the word, and the 
bottom panel shows a 5 ms interval extracted from the 
middle of the first vowel. 
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