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11.1. Can you grow a “foreign accent” in your 
native language?
Did you ever notice that when music stars or movie stars live 
outside of the country for a while, sometimes they start talk-
ing differently? For example, the music icon Madonna no 
longer has a Detroit accent (if she ever had one), and the tab-
loids and even mainstream press frequently comment on her 
“quasi-British accent,” while those in the UK ponder Cather-
ine Zeta-Jones’ “faux American accent.” Catherine Zeta-Jones 
apparently had to brush up on her native accent for a docu-
mentary about famous Welsh explorers because she didn’t 
sound Welsh enough! Other stars have been derisively noted 
to develop a “pseudo-European” accent while living abroad. 

While these stars may just be affecting the accent as part of 
their professional personas, a number of studies have shown 
that many people who aren’t movie stars also develop differ-
ences in their native language sounds after living in a place 
where the language or dialect spoken in the environment isn’t 
their native tongue. Sometimes these differences are large 
enough to be glaringly obvious, such as when a speaker from 
Ohio moves to Georgia and starts dropping the r sound in 
words such as bird and car. Often, though, the differences are 
more subtle, so that they can only be pinned down by measur-
ing some physical property that is quantitatively different be-
tween the two languages. For example, Sancier and Fowler 
(1997) investigated the case of a bilingual Portuguese-English 
speaker who sounded a little different to her Portuguese-
speaking friends and family after she returned home from a 

prolonged stay in the United States. Her father called her 
speech “explosive” but couldn’t be more specific about which 
sounds exactly were involved in this impression. Sancier and 
Fowler knew that one of the ways that Portuguese and English 
differ is in the way that voiceless stops are pronounced. Spe-
cifically, when one of the voiceless English stop consonants p, 
t, and k is at the beginning of a word, it is typically pro-
nounced with an explosive burst of “aspiration” noise, like a 
short h stuck in between the release of the stop and the start 
of the vowel. The Portuguese stop consonants p, t, and k typi-
cally don’t have such an h-like interval. The father’s descrip-
tion suggested to Sancier and Fowler that they should look at 
her stop consonants using a measure of the duration of the 
h-like interval after the stop burst, which is called voice onset 
time, or VOT for short. (We will explain VOT in more detail in 
the next section.) They measured VOT values in both the 
woman’s English stops and her Portuguese stops after she had 
lived for some months in the U.S. and after she had returned 
to Brazil and lived there for some months. They found small 
differences in the VOT values for her Portuguese p, t, and k be-
tween the times she lived in the two different countries, sug-
gesting a subtle adjustment toward the sound pattern of the 
language in the environment. These differences were, on aver-
age, smaller than the big difference between the means for the 
VOTs of voiceless stops in the two different languages, but 
large enough relative to the variation in the VOT of her Portu-
guese stops when just living in Brazil that it was unlikely to be 
due to chance. They concluded that living in the U. S. versus 
Brazil caused a small, but measurable shift in how she pro-
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nounced Portuguese p, t, and k, such that she sounded “explo-
sive” to her father after a stay in the United States. 

How can we assess whether a small difference in mean values 
is too large to be due to the chance? In Chapter 10, we talked 
about the z-score and how to compare a value to the expected 
value for a population, but how can we compare mean values 
across two samples? In this chapter we will talk about a 
method for making this kind of assessment using a family of 
probability distributions that is similar to the normal distribu-
tion, but more reliable when comparing samples. We will use 
these methods to address the smaller research question for 
this chapter, “is a change in the pronunciation of voiceless 
stops after living in a foreign country a significant difference?” 
First though, we will describe the differences in VOT between 
English and Portuguese in a bit more detail, so that it’s clear 
what exactly changed to make the woman’s speech sound “ex-
plosive” to her father.

11.2. Sounding “explosive”
As we just said, one of the many differences between Portu-
guese and English phonology is that in English, voiceless 
stops p, t, and k at the beginning of words are aspirated, 
which means they have a little burst of air following the re-
lease of the stop closure, whereas in Portuguese, p, t, and k 
are unaspirated. You can see the aspiration in the English 
stops if you hold a piece of paper in front of your mouth when 
you say a word like pin; the paper flutters a bit from the burst 

of h-like noise that you produce right after you open your lips. 
Another difference is that Portuguese voiced stops are always 
truly voiced, which means that even during the closure (the in-
terval when airflow is blocked at the place in the mouth where 
the stop is articulated), the vocal folds are audibly vibrating. 
This is not always true of English. Many English speakers pro-
nounce b, d, and ɡ at the beginning of words without any voic-
ing during the closure, but even though English voiced stops 
are frequently voiceless, they are never aspirated. And the lack 
of aspiration is enough to distinguish them from word-initial 
p, t, and k, which are aspirated in most dialects, in addition to 
being voiceless. After an s, though, English speakers do not as-
pirate a voiceless stop, so the p in spin sounds more like a Por-
tuguese p. If you can remove the s from a word like spin, you 
will hear that the remainder sounds like the word bin rather 
than like the word pin. If you are using Praat, you can record 
yourself, and hear and see the difference. 
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Figure 11.1. Spectrograms of utterances of words with b and 
p in English (top 3 panels) and in Portuguese (bottom 2 
panels). The black arrow marks the time of the stop release 
and the red arrow marks the time of voice onset if it is not 
simultaneous with the release. 

These differences are illustrated in Figure 11.1. The figure also 
illustrates one way of describing this difference in acoustic 
terms, which is to talk about the voice onset time (VOT). 
To understand how VOT is defined, you have to know that a 
stop is a consonant made by closing off the nasopharyngeal 
passage (the opening at the back of the mouth where air 
passes from the top of the pharynx into the nose when you 
breathe out) and also closing off air flow out of the mouth by 
clamping the lips shut or by raising the tongue tip or tongue 
body to press up against the roof of the mouth. Because air is 
still flowing out of the lungs into the cavity behind the seal, air 
pressure builds up behind this seal so that when the seal is bro-
ken (by opening the lips or lowering the tongue), the air 
rushes out with a popping noise. That’s called the “release” of 
the stop. We define VOT as the amount of time between the 
time of the release of the stop (marked by the black arrow in 
each of the panels of Figure 11.1) and the time of the begin-
ning of voicing (marked by the red arrow if it is not simultane-
ous with the release). To calculate VOT we subtract the time of 
the release of the stop from the time of the beginning of voic-
ing, as in (1) for the five example utterances in Figure 11.1:

(1)  VOT = time of the beginning of voicing – time of the 
release of stop  

 VOT in English bin example in Figure 11.1 =  0.21 – 
0.21 = 0 seconds (= 0 ms)

 VOT in English spin example = 0.225 – 0.225 = 0 
seconds (= 0 ms)

 VOT in English pin example = 0.18 – 0.10 = 0.08 
seconds (= 80 ms)

 VOT in Portuguese bato example = 0.083 – 0.132 = –
0.049 seconds (= –49 ms)

 VOT in Portuguese pato example = 0.066 – 0.057 = 
0.009 seconds (= 9 ms)

Generally, voicing starts before the release of the stop in 
voiced stops, coincides more or less with the release of the 
stop in unaspirated voiceless stops, and starts well after the re-
lease of the stop in aspirated voiceless stops. This gives us a 
negative VOT value for voiced stops, a VOT that is at or very 
close to 0 ms for unaspirated voiceless stops, and a large posi-
tive VOT for aspirated voiceless stops. 

You can see that the release times of the stops (marked by the 
black arrows) in Figure 11.1 are at the point where there is a 
sudden start of activity across most of the hertz range in the 
spectrogram. The beginning of voicing is indicated by the start 
of a voice bar, activity at the lowest frequencies in the spectro-
gram. You can see that in the bottom left panel (Portuguese 
bato) there is activity at the very bottom of the spectrogram 
before the release of the stop. This is the voice bar. You can 
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also see that in the top right panel (English pin) there is no ac-
tivity at the very bottom of the spectrogram immediately after 
the release of the stop until the start of the dark bands. This 
voiceless interval is the h-like “aspiration” interval mentioned 

above. 

You can see from com-
paring the first and 
third spectrograms in 
the top row that this pro-
duction of English 
word-initial b is not ac-
tually voiced and that 
this production of Eng-
lish word-initial p is as-

pirated, with a pronounced positive lag between the release 
and the onset of voicing. We can call this difference a differ-
ence between a large positive (+80 ms) long lag VOT in p and 
very small short lag VOT (here essentially 0 ms) in b. If b 
were truly voiced, there would be a voice bar before the re-
lease, which would result in a negative VOT, also called lead 
VOT, as in the production of Portuguese b in the first spectro-
gram in the bottom row of the figure (-49 ms VOT). 

Sancier and Fowler decided to measure the voice onset time 
(VOT) of the Portuguese-English bilingual’s voiceless stops to 
see if they changed depending on where she was living. They 
thought that her productions of p, t, and k might have slightly 
longer VOT values after she had stayed in the U. S. for a while. 
And they thought that the inverse would occur after staying in 

Brazil, that her stops would exhibit shorter VOT values. The 
mean VOT values for t from this study are shown in Figure 
11.2. Clearly, the Portuguese voiceless stops have a much 
shorter VOT than their English counterparts. We could run 
statistical tests on this difference, but it is such an obvious dif-
ference that there is little point. However, the differences be-
tween the VOT after each stay are much smaller. It would be 
worthwhile to find out if these differences are, in fact, signifi-
cant. But, what does it mean to be significant? 

When we ask whether a difference in mean values between 
two samples is significant, what we are asking is whether 
the difference between samples is large relative to the uncon-
trolled differences within each sample. For example, when we 
ask whether the mean VOT values for English p and t are sig-
nificantly longer than the VOT values for Portuguese p and t, 
what we are asking is whether the difference between lan-
guages is bigger than the differences within each language due 
to other influences. These other influences include the effect 
of context. For example, the VOT in p after s is much shorter, 
as we saw by comparing the spectrograms of pin and spin in 
the top row of Figure 11.1. Stops can behave differently before 
or after certain sounds, such as losing aspiration after s or 
gaining aspiration before r (think about how you pronounce 
the word train). Other influences include dialect differences, 
and rate of speech, that is, how quickly you are talking.

Figure 11.2. Data from Sancier and Fowler (1997). Average 
VOT for Portuguese and English t after a 4.5 month US stay 
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(US1), a 2.5 month Brazil stay (Brazil), and again after a 4 
month US stay (US2).

So when we ask whether the mean VOT values for English p, t, 
and k are, on average, longer than the VOT values for Portu-
guese p, t, and k, we are asking whether the cross-language dif-
ferences are large relative to the within-language variation. In 
other words, to see if a difference in means across samples is 
large enough to be statistically significant, we need to com-
pare the difference to the variation that we expect to see 
within each of the populations from which the samples are 
drawn. Let’s talk about a family of probability distributions 
and a test that we can use to make this comparison. 

11.3. The t-distribution
Sancier and Fowler used a different kind of test on their data 
from the ones that we are going to show you, because they had 
several variables to keep track of, including the stop type (i.e., 
p versus t versus k) and the language (Portuguese versus Eng-
lish) as well as when the recording was made (i.e., after the 
first stay in the US versus after the short visit home to Brazil 
versus after the second stay in the US). But, if we wanted to 
compare just one type of stops, the Portuguese t, for example, 

just before and just after the 2-month stay at home in Brazil, 
we could use a statistical test called a t-test to compare the av-
erage VOT before the stay in Brazil to the average VOT after 
the stay. (The actual set we will compare is productions of 
Greek t by a native speaker of Greek before and after staying 
in the United States. Greek is similar to Portuguese in con-
trasting short lag VOT in t to lead VOT in d.) 

In Chapter 10, we introduced the central limit theorem, the 
standard normal distribution, and the z-score statistic. Essen-
tially, these give you a way to tell when the mean of a sample 
of data is different from what we expect based on a model of 
the distribution of sample means for samples of that size from 
a particular population. In this chapter, we will focus on a set 
of tests involving the same type of model, but using a different 
family of probability distributions called the t-distribution.

 

Figure 11.3. The graph on the left (reproducing Figure 
10.10) shows where the z-scores of ±1.96 fall in the 
probability density function for the standard normal 
distribution, enclosing 95% of the area under the curve. The 
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graph on the right compares the same standard normal 
distribution (solid line) to the Student’s t-distribution with 
10 degrees of freedom (dashed line) and to the Student’s t-
distribution with 5 degrees of freedom (dotted line). 
[Remember from Chapter 7 that the degrees of freedom 
(abbreviated df) are the number of subparts to the 
calculation that are “independent” of each other or are “free 
to vary.”] The Student’s t-distribution, as it is often called, 
resembles a normal distribution, but has a slightly greater 
spread, with fewer values in the peak and more in the tails. 
As the degrees of freedom increase (i.e. as the sample size 
increases), the t-distribution becomes closer to the standard 
normal distribution. 

The t-distribution (which is also called Student’s t-
distribution) is a family of probability distributions that more 
or less approximate the standard normal curve. Different 
members of the family are differentiated from each other by 
their degrees of freedom. Remember from Chapter 7 that the 
degrees of freedom are the number of subparts to the calcula-
tion that are “independent” of each other or are “free to vary.” 
The value for the degrees of freedom is related to the sample 
size, although in slightly different ways depending on the par-
ticular type of test. Essentially, other things being equal, the 
larger the sample size, the greater the number of degrees of 
freedom, and the closer the applicable member of the t-
distribution family comes to approximating the normal curve. 
The graph on the right side of Figure 11.3 shows the slight dif-
ference between the standard normal distribution and two 
members of this family, one for a very small sample size (this 
is the dotted line) and one for a somewhat larger sample size 
(this is the dashed line). A t-test uses the appropriate mem-

ber of the t-distribution family to calculate the probability that 
one or two sample means are drawn from some hypothetical 
population, much in the same way as a z-score.

11.4. Three types of t-test
There are three main types of t-test, designed to answer differ-
ent questions about different kinds of data. The first type is 
the one-sample t-test. You can use a one-sample t-test if 
you have a priori knowledge (or an a priori model) of what 
the population mean (µ) is for some population of values, and 
your data are a small sample of values with a sample mean (x̅) 
that is different from the known population mean, and you 
want to ask whether the sample data could have been drawn 
from the larger population. This is just like the test with the 
standard normal distribution that is illustrated in Figure 11.3 
and that we discussed in Chapter 10 when we showed you that 
figure the first time, as Figure 10.10. That is, you calculate the 
t-value using the equation in (2), which is almost exactly like 
the z-score calculation in Chapter 10, except it uses the sample 
mean instead of the population mean, and then you evaluate 
the t-value by using the appropriate t-distribution instead of 
the standard normal distribution. You choose the member of 
the Student's t-distribution family to use by calculating the de-
grees of freedom, which for this type of t-test is n-1 (that is, 
the total number of measurements or tokens in your sample, 
n, minus one). You can then look up the value in a table of p-
values for different members of the t-distribution family to 
find the p-value for that t-value for that member of the t-
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distribution family. The advantage of using a one-sample t-
test over the method we showed in Chapter 10 is that you can 
evaluate the t-value reliably for very small samples, where the 
estimation of the standard deviation of the population is less 
reliable and very much affected by outliers. You can use a one-
sample t-test with samples as small as 5.

 (2)    t = 
(x̄ − μ)

s

n

  

The second type of t-test is a paired t-test. You can use a 
paired t-test when you want to compare the means for two dif-
ferent samples, and you can match up every data point in the 
first sample with exactly one data point in the second sample. 
For example, if you want to see if people have lower-pitched 
voices when they first wake up in the morning than they do at 
night, you could try to recruit a sample of people who are will-
ing to let you record their productions of your test words or 
sentences twice, once in the morning when they’ve just woken 
up, and then once more later in the day, just before they go to 
bed. If you can get such pairs of recordings to measure, then 
you would want to take advantage of the fact that you can com-
pare the pitch measurements person by person, rather than 
lumping all the measurements for the morning into one group 
and all the measurements for the evening into another group. 
Because you can pair up numbers and calculate a difference 
pair-by-pair, the paired t-test is essentially the same type of 
test as the one-sample t-test except that the sample mean is 

now not the actual measurements, but the differences be-
tween the two measurements in each pair. This means that 
the null hypothesis that you would expect is that the pair-wise 
difference is actually 0, that the difference between each pair 
is not large enough to be significant. You again choose the par-
ticular t-distribution by calculating the degrees of freedom, 
which again is n-1, where n now refers to the number of pairs 
of measurements rather than to the total number of measure-
ments. We could use this test in the case of the VOT values in 
the bilingual speaker’s Brazilian Portuguese t tokens before 
and after her stay in the US, if, for example, the VOT measure-
ments came from the same list of sample words, and could be 
matched up exactly. In this case, you would measure the VOT 
values for each t in the list of words twice, one before her stay 
in the US, and once after. 

The third type of t-test, and the one we will focus on for the 
rest of the chapter, is a two-sample t-test. As the name sug-
gests, we use this to compare two samples to find out if they 
are similar enough to have come from the same population, or 
if they are statistically different from each other, and therefore 
likely to have been drawn from two different populations. We 
use the central limit theorem to help us decide if two sets of 
data with their specific mean and standard deviation values 
are likely to fit into the same population distribution. The 
null hypothesis in this case is that the two samples are not 
significantly different, that is, that they share enough similari-
ties to have been hypothetically drawn from the same popula-
tion. 
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11.5. Greek unaspirated voiceless stops
To answer the question proposed by Fowler and Sancier, 
which is whether or not exposure to a particular linguistic en-
vironment can affect some aspects of a person’s pronunciation 
of their native language, such as VOT of stops, we borrowed 
some data from a pair of researchers who looked at the VOT 
measurements of a native speaker of Greek after she had 
spent 8 months in the USA and after returning from a two-
month-long visit home to Greece (Kong & Syrika 2009). 
Greek, like Portuguese, has a distinction between voiced and 
voiceless stops that is based on voicing, while in English, 
“voiceless” stops at the beginning of a word are distinguished 
by aspiration (long lag VOT), because “voiced” stops may not 
have any voicing at all (short lag VOT).

Figure 11.4. Histogram of the VOT values (in milliseconds) 
of Greek t produced after an extended stay in the US (light 
gray bars), and after a two-month stay in Greece (slashed 
bars). 

 

Looking at the data in Figure 11.4, we can see that the VOT val-
ues of the Greek t seem generally longer after the talker stayed 
in the US than when she stayed in Greece. The shapes of the 

two data sets are differ-
ent, too. Notice that there 
is a lot more spread be-
tween the lower and 
higher values for the time 
spent in the US, and that 
the values for the time she 
was in Greece cover a 
smaller range. We could 
hypothesize that the 

means (and standard deviations) of the two samples of Greek 
t VOT values are significantly different, such that after staying 
in the US, the Greek speaker produced significantly longer 
VOTs. That will be our alternative hypothesis (H1) in this case. 
The null hypothesis (H0) for a two-sample t-test is that the 
two samples are drawn from the same (or similarly distrib-
uted) population(s), therefore that their means are not statisti-
cally different from each other. That is, the null hypothesis for 
the two-sample t-test is the assumption that two samples are 
drawn from the same population, which means that they 
should have similar sample means and standard deviation. 

11.6. The t-statistic and the degrees of freedom 
for a two-sample t-test
In order to use the raw data, which consists of lots and lots of 
measurements, it is much more practical to use statistical soft-
ware such as R to calculate a t-value than to perform the opera-
tion by hand, but it is important to know how the process 
works, so we will first perform the calculations by hand using 
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values we calculate for you, then we will show you what the 
same operation looks like in R.

First, some terminology: Two-sample and paired t-tests are 
frequently used to determine if one particular factor is respon-
sible for a difference between sample A and sample B. Tradi-
tionally, condition A would be the ‘before’ or ‘control’ condi-
tion, which is assumed to represent some kind of independent 
state, while condition B would be the ‘after’ or ‘treatment’ con-
dition, which could mean that some factor has been altered be-
tween condition A and condition B, such as in medical trials 
involving weight loss or some such thing. The measurements 
in condition A might be the weights of individuals before im-
plementation of some diet or exercise program, and then the 
measurements of condition B would be their weights after the 
program.

For this set of data, we could say that the VOT measurements 
for a Greek t are more likely to be in their natural, or independ-
ent, state after the speaker has been in Greece for a while, so 
this would be condition A, and after being surrounded by 
American English speakers, the VOT for the Greek t might be 
changed, so we will call this condition B. In the end, even 
though the t-value may be negative or positive depending on 
which sample is labeled condition A or B, the p-value won’t 
change.

To calculate the two-sample t-test, we use this formula:

(3) t =  
x̄A − x̄B

s2
A

nA
+

s2
B

nB

You can understand formula (3) in terms of these simple 
steps:

(3a) First get the difference between the sample means 
by subtracting the sample mean of sample B (x̅B) 
from that of sample A (x̅A). [This corresponds to the 
deviation of the sample mean relative to the popula-
tion mean in equation (2) above.]

(3b) Divide up the denominator into simpler steps by cal-
culating what’s inside the square root first: 

(i) Take the variance (that’s the sample standard devia-
tion squared, or s2) of A and divide by nA, which is 
the size of the A sample (how many tokens).

(ii)  Likewise, take the variance of B and divide by nB, 
which is the size of group B. 

(iii) Add these two (i and ii) together.

(3c) Calculate the square root of the result of (3b). This 
is the denominator. (This corresponds to the “stan-
dardized” standard deviation for a sample of a particu-
lar size in the denominator of equation (2).)

(3d) Divide the result of step (3a) by the result of step 
(3c). This is your t-value.
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Once you have your t-value, the next thing to do is to calculate 
the degrees of freedom (df). How you calculate the degrees of 
freedom depends on whether your sample sizes match and on 
whether the samples have the same variances. Use equation 
(4) if your sample sizes and sample variances are equal. Use 
equation (5) if the sample sizes are different but the sample 
variances are the same. Use equation (6) if the sample vari-
ances are different.

(4) df =  (nA – nB) – 2

(5) df = 
(nA − 1)s2

A + (nB − 1)s2
B

nA + n−
B 2

 

  (6) df = 
( s2

A

nA
+

s2
B

nB )
( (

s2
A

nA
)2

n−
A 1 ) + ( (

s2
B

nB
)2

n−
B 1 )

Once you have the value for the degrees of freedom, you can 
look up the t-value returned in equation (3) in a table of p-
values for the t-distribution for that many degrees of freedom. 
Of course, statistical software, such as R, will do all of these 
calculations for you with a simple function:

t.test(a,b)

where a and b are your two lists of values.  (Perhaps you’re be-
ginning to see why we encourage you to become familiar with 
R?)

But it is important to know what the test is calculating, so you 
can figure out if the answer makes sense. Essentially, the test 
is a calculation of the difference between sample means di-
vided by the collective sample error. If you look at the formula 
closely, you may notice that it is very similar to the formula we 
gave for calculating a z-score for a sample mean. The main dif-
ference is that we are using [two samples] instead of [one sam-
ple and a known population that is a potential source for the 
sample], and that we are estimating the two potential source 
populations based on the samples. 

11.7. Working out the problem
Now, let’s see the formula in action, so to speak. We can com-
pare the VOT measurements for the Greek t after time spent 
in Greece (A) and after time spent in the US (B), if we have the 
following values: sample mean of each (x̅), the number of 
measurements in each sample (n), and the sample standard 
deviation, squared (s2, which is also called the variance, as you 
might remember from Chapter 9 on measures of dispersion). 
Table 11.1 shows these values.

Table 11.1. Sample means, standard deviations, and n from 
Kong and Syrika (2009) 

Mean of Greece VOT (x̅A): 11.616 Mean of US VOT (x̅B): 16.289
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Plugging these values into equation (3), we can use R to calcu-
late a t-value, as in R Note 11.1:

R Note 11.1: calculating a two-sample t-test, 
using the formula in (3).
First, assign variable names to the numbers in Table 11.1.

xbarA = 11.616

xbarB = 16.289

varA = 9.736

varB = 18.254

nA = 95

nB = 95

Then, use the formula from (3), which is repeated here:

(3) t = 
x̄A − x̄B

s2
A

nA
+

s2
B

nB

Formatted for R, the formula looks like this:

t=(xbarA-xbarB)/(sqrt((varA/nA)+(varB/nB)))

Since we assigned the equation to the name t, we can then sim-
ply type t into the R console to get the t-value. This is the t-
value that R returns:

[1] -8.609068

Because our sample variances are quite different, we should 
use equation (6) to calculate the degrees of freedom. We do 
that in R Note 11.2. 

R Note 11.2:  Calculating degrees of freedom 
(df) for equal-sized samples with unequal 
variances.
Use the same numbers in R Note 11.1 for means, variances, 
and sample sizes, and use the formula from 6:

(6) df = 
( s2

A

nA
+

s2
B

nB )
( (

s2
A

nA
)2

n−
A 1 ) + ( (

s2
B

nB
)2

n−
B 1 )

Formatted for R, the formula looks like this:

df=((varA/nA)+(varB/nB))^2/

Since we assigned the equation to the name df, we can then 
simply type df into the R console to get the degrees of free-
dom. This is the value that R returns:

[1] 172.0647

Then you will want to look at a t-table, cross-referencing 172 
df with a t-value of -8.609. Most charts stop at 100 or have 
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only large values after 100 such as 1000 and 10,000. This is 
because the p-values don’t change as quickly for distributions 
based on such large df values. You can safely round to 100 df 
in this case. If you have a single-sided chart, as is probably the 
case, you can just look for positive 8.609; the answer will be 
the same because the peak of the t-distribution is always at a 
t-value of 0, and the t-distribution is symmetrical, so the prob-
ability of having a t-value of x or -x as a distance from zero is 
the same.

11.8. Answering the research question
As noted earlier, R has a built-in function for doing a t-test. In 
R Note 11.3 below we show how to use this t.test() func-
tion to calculate the same t-value and df value that we worked 
through in R Notes 11.1 and 11.2. As you can see from the re-
sults in R Note 11.3, the results include a t-value, a p-value, 
and the degrees of freedom on the first line, which match up 
very closely with the values we calculated using the formulas 
above. The slight differences can be attributed to the fact that 
we rounded to the thousandths, which doesn’t make much dif-
ference at all, since we are already dealing with milliseconds. 

R also reminds us of our alternative hypothesis just in case we 
get a significant p-value, which we can see is much less than 
0.05. (Remember that the e-15 represents scientific notation, 
and means to move the decimal in the base number (4.5) 15 
spaces to the left.) The last line includes the sample means of 
both sets, which match up with the means in the histogram in 

Figure 11.4. The p-value of considerably less than 0.05 shows 
how implausible the null hypothesis is, and upholds our alter-
native hypothesis, that the Greek t, as pronounced by our 
speaker, had significantly longer VOT values after a stay in the 
US as compared to after a stay in Greece.

This replicates the results of Sancier and Fowler (2001) men-
tioned in section 11.1. Voiceless stops, especially in bilinguals, 
may be subject to gestural drift, in which a small but meaning-
ful change in pronunciation occurs based on the ambient lan-
guage patterns. 

R Note 11.3 – Calculating the t-statistic and 
p-value for a two-sample t-test
Using the t.test() function in R to calculate t, df, and p-
values.

First, read in the file called Ch11.Textfile1.txt, which is 
where we got the numbers for Table 11.1, using the 
read.delim() function. 

VOTs <- read.delim("Ch11.Textfile1.txt")
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Then we need to create a subset of just the values for the voice-
less alveolar stop, t: 

tVOT <- subset(VOTs , place=="alv" &  
 voicing=="vl")

We want separate vectors for the t in the productions re-
corded after the extended stay in the U.S. versus the t in the 
productions recorded just after returning from Greece. The 
values in the vot column in this data frame are in seconds, 
whereas the values in the figure are in milliseconds, so we mul-
tiply by 1000 to convert seconds to milliseconds.

greektVOT <- subset(tVOT, location=="GR")  
 $vot*1000

ustVOT <- subset(tVOT, location=="US")  
 $vot*1000

When asking R to perform a two-sample t-test, there are two 
obligatory arguments, which are the vector of values for sam-
ple A, and the vector of values for sample B, in that order:

t.test(greektVOT,ustVOT)

Which yields:

Welch Two Sample t-test

data:  greektVOT and ustVOT

t = -8.6098, df = 172.066, p-value = 
4.5e-15

alternative hypothesis: true difference in 
means is not equal to 0

95 percent confidence interval: 

-5.744877 -3.602036

sample estimates: 

mean of x mean of y

11.61563  16.28908

 

11.9. Summary
In the last chapter, we looked at an application of the Central 
Limit Theorem, which allows us to compare the mean of a 
sample of a particular size to the distribution of expected val-
ues for means of samples of that size taken from a population 
with a known mean and a known standard deviation. In this 
chapter, we showed how to extend the ideas from the last 
chapter to smaller samples and to comparisons between sam-
ples that are potentially taken from different (unknown) popu-
lations, by using the t-distribution family. That is, we showed 
how to use this family of distributions with various kinds of t-
tests, which allow us to make comparisons when the popula-
tion is not a known quantity, that is, when we are comparing 
two samples. As with the z-score in the last chapter, we use t-
tests when we are comparing measurements that that can be 
influenced by many different independent elements.
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Summary of key terms:
Voice onset time (VOT): The amount of time between 

the time of the release of the stop closure (shown in Fig-
ure 11.1 marked by the black arrow) and the time of the 
beginning of voicing (marked by the red arrow in Figure 
11.1, if it is not simultaneous with the release). It can be 
calculated as time of voicing onset – time of release. 
Truly voiced stops have negative VOT values, while aspi-
rated voiceless stops have large positive VOT values.

One-sample t-test: Similar to a z-score, this test tries to 
establish whether a given sample is likely to have come 
from a hypothesized population, which is estimated.

Paired t-test: Uses the same formula as a one-sample t-
test, and tries to establish whether the differences  
between paired measurements are significantly differ-
ent from zero. 

Two-sample t-test: This test tries to establish whether 
the means of two samples are significantly different rela-
tive to the dispersion of the two samples.

t-distribution: A family of probability distributions de-
fined by sample mean, standard error, and degrees of 
freedom. These are different from a normal distribution 
in that the standard error is used instead of the stan-
dard deviation, because the standard deviation from the 
population being studied is not known.

11.10 R code
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R code and exercises

11.10. R code 
This R code section shows you how to make the overlaid histo-
grams in Figure 11.4, how to get the values that we plugged 
into the equations for the t-value and df in R Notes 11.1 and 
11.2, and how to run a two-sample t-test. You’ve already seen 
examples of all of the R code that you need, so this will be 
mostly a review with applications to the data set that we’re us-
ing to illustrate the ideas in this chapter, including those from 
R Notes 11.1-11.3. A copy of this R note is saved inside a script 
that is called Chapter10.R and can be found in the list on 
the course website, at http://hdl.handle.net/1811/77848, or 
directly at http://kb.osu.edu/dspace/bitstream/handle/ 
1811/77848/Chapter10.R. You will need to download the 
Ch11.Textfile1.txt data file at http://kb.osu.edu/ 
dspace/bitstream/handle/1811/77848/Ch11.Textfile1.txt and 
read in the data:

VOTs <- read.delim("Ch11.Textfile1.txt")

Let’s start by recreating Figure 11.4, for the two sets of values 
for t. Since this data file includes values for other types of con-
sonants, you’ll want to create a new data frame that is just the 
subset of rows for words with target voiceless alveolar stops t.

tVOT <- subset(VOTs, place=="alv" &  
 voicing=="vl") 

We want separate vectors for the t in the productions re-
corded after the extended stay in the U.S. versus the t in the 
productions recorded just after returning from Greece. The 
values in the vot column in this data frame are in seconds, 
whereas the values in the figure are in milliseconds, so we mul-
tiply by 1000 to convert seconds to milliseconds.

greektVOT <- subset(tVOT, location=="GR")  
 $vot*1000

ustVOT <- subset(tVOT, location=="US")  
 $vot*1000

Here are the values that we specified for the bins of the two 
overlaid histograms, and the various other arguments that we 
specified for the hist()commands, and the legend we made: 

brks <- seq(0,36,2)

hist(ustVOT, breaks=brks, col="gray",  
 ylim=c(0,30), main="", ylab="number of  
 tokens", xlab="VOT (ms) in Greek \'t\' "))

hist(greektVOT, breaks=brks, density=25,  
 add=TRUE)
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legend("topright", c("after Greece", "after  
 US"), fill=c("black", "grey"), density=  
 c(25, 0)) 

We also used the same vectors in doing the t-test. To get the 
values to plug into the equations for the t-value and df in R 
Notes 11.1 and 11.2, we used these commands:

xbarA = mean(greektVOT)

xbarB = mean(ustVOT)

varA = sd(greektVOT)^2

varB = sd(ustVOT)^2

nA = length(greektVOT)

nB = length(ustVOT)

t=(xbarA-xbarB)/(sqrt((varA/nA)+(varB/nB)))

df=((varA/nA)+(varB/nB))^2/(((varA/nA)^2/  
 (nA-1))+((varB/nB)^2/(nB-1)))

And here again is how we used them as arguments in the t-
test() function. Note that we didn’t specify any other argu-
ments, because we were happy with the defaults, which give a 
two-sample t-test using the appropriate equation given the 
lengths of the vectors and the standard deviations calculated 
within the function itself.

t.test(greektVOT,ustVOT)

11.11. Exercises
1. The following sample is composed of pitch (f0) measure-

ments (in Hz) from a class of college students. Create 
two vectors, one for women, and one for men. Adapting 
the code from section 11.10, create a histogram overlay-
ing both samples. Then perform a t-test using either the 
formulas in (3)-(6), or the t.test()function in R. Re-
port the mean and standard deviation of each sample, 
and a t-value, p-value and the degrees of freedom (df). 
What is the null hypothesis? What is the alternative hy-
pothesis? And which do we accept based on the results 
of the t-test?

 women men 
 187.9 114.1
 284.5 140.4
 239.8 139.3
 287.1 112.8
 245.3 157.5
 248.3 137.2
 254.1 193.2
 287.2 141.6
 235.9 127.0
 244.8 135.4
 229.4 127.8
 261.4 174.1
 233.1 
 233.1 
 308.2  
 233.4 
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2. Using the R code in section 11.10 and the file called 
Ch11.Textfile1.txt, replicate the histogram in Fig-
ure 11.4, and perform a t-test. Report the means and 
standard deviation for each sample, as well as the t-
value, df, and p-value.

3. As you may recall, we mentioned that voiced stops may 
have a negative VOT if voicing begins before the release. 
A more negative number (that is a smaller number) indi-
cates that more of the stop is voiced, as in the histogram 
below. Next to the histogram, we provide the appropri-
ate numbers to calculate a two-sample t-test from the 
VOT measurements of Greek d from the same speaker 
we discussed and analyzed in 11.3 and 11.4, after a stay 
in Greece, and after a stay in the US. Does the voiced 
stop also show signs of gestural drift? Follow the instruc-
tions for a two-sample t-test, and calculate a t-value, the 
df, and a p-value. What is the null hypothesis (H0)? 
What is the alternate hypothesis (H1)? Which hypothesis 
should you accept based on the values you obtain?

F i g u r e 1 1 . 5 . 
Histogram of the VOT 
values (in milliseconds) 
of Greek d produced 
after an extended stay 
in the US (light gray 
bars), and after a 2-
month stay in Greece 
(slashed bars).

4. Using the same instructions as in exercise 3, read in the 
data file Ch11.Textfile1.txt and perform a two-
sample t-test using the R code in 11.10, instead of calcu-
lating the t-value by hand. Since you will be looking at 
the alveolar voiced stop d, instead of the voiceless stop t, 
you will want to create a subset of all alveolar voiced 
stops (rather than a subset of alveolar voiceless stops as 
we did in Section 11.10 and R Note 11.3). So, you will 
want to change this line of code:

 tVOT = subset(grVOT, place=="alv" &  
  voicing=="vl") 

 to this line of code: 

 dVOT = subset(grVOT, place=="alv" &  
  voicing=="vd") 

 to reflect the fact that you are using d, a voiced alveolar 
stop.

 Compare these results with your answer to exercise 3 
above.

5. Download the file called Ch11.Textfile2.txt from 
the course website (http://kb.osu.edu/dspace/ 
bitstream/handle/1811/77848/Ch11.Textfile2.txt). This 
is a list of the duration measurements (in milliseconds) 
of the words in the woodchuck tongue-twister (‘How 
much wood would a woodchuck chuck if a woodchuck 
could chuck wood?’). In the list column, the durations 
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reflect measurements of the words read from a word list. 
In the twister column, the measurements were taken 
from the words as spoken in the tongue-twister. Our al-
ternative hypothesis is that the list condition will pro-
duce longer durations than the tongue-twister condition. 
Adapt the code from 11.10 to perform a two-sample t-
test on these data. Report the results, including means, 
standard deviations, t-value, df, and p-value. Then say 
whether these results uphold the null hypothesis or 
whether we can reject the null hypothesis in favor of the 
alternative hypothesis.

6) In this exercise, you will perform a two-sample t-test us-
ing some American English voiced stops. These voiced 
stops are measured from the TIMIT corpus sentence She 
had your dark suit in greasy wash water all year. The 
spectrograms below show VOTs for some productions of 
the d in the word dark and the ɡ in the word greasy.

An English b, d, or ɡ is more likely to show a voice bar 
after a nasal but also more likely to show some aspira-
tion before the r sound, as you can see by comparing the 
spectrograms of the d of dark and the ɡ of greasy in Fig-
ure 11.6. These spectrograms are extracted from three 
productions of the sentence She had your dark suit in 
greasy wash water all year. The ɡ is more likely to have 
a voice bar because it is after the nasal consonant n in 
this sentence, but it can also be more likely to be mildly 
aspirated because of the following r. There is also varia-
tion across speakers, which may be an effect of dialect. 

That is, 105 of the 630 speakers in the TIMIT corpus pro-
duced the ɡ of greasy with a voice bar, and 8 produced 
the d in dark in this way. However, the majority of 
speakers who produced a voice bar in either stop were 
from Southern or Midlands dialect regions, and only 9 
of the speakers from New York City or New England pro-
duced a voice bar in either stop.

Figure 11.6. Spectrograms of the sequences of words …your 
dark… (top row) and …in greasy… (bottom row) from the 
TIMIT corpus sentence She had your dark suit in greasy 
wash water all year. produced by speakers HJB0 and TRTO 
(both 28-year-old men from a Midlands dialect region) and 
MXS0 (a 32-year-old man from a Northern dialect region). 
The black arrow underneath each spectrogram points to the 
release of the alveolar stop d in the word dark or the release 
of the velar stop ɡ in greasy — i.e., the end of the stop 
closure. The red arrow points to the time of voice onset when 
it is not simultaneous with the stop release. Speaker HJB0 
has a voice bar (and negative VOT) in both stops. In speaker 
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MXS0’s production, by contrast, there is complete silence 
during the closure for both stops, indicating a voiceless stop, 
with the ɡ somewhat aspirated under the influence of the 
following r sound. (Think of your pronunciation of the t at 
the beginning of the word train.) All but one of the speakers 
from the two Northeastern (New England and New York City) 
dialect regions produced the d of dark in this way. Speaker 
TRT0 shows VOT values that are in between the values for 
the other two speakers. 

To illustrate, let’s look at the VOT data from the ɡ of greasy in 
the TIMIT sentence. The bottom row of Figure 11.6 shows 
three productions of this ɡ. The histogram in the right panel 
of Figure 11.7 shows the distribution of VOT values in this ɡ 
for two different groups of male speakers. You can see that the 
VOT values are more likely to be negative (voiced) in the to-
kens produced by the Southern speakers and more likely to be 
positive and larger (voiceless) in the tokens produced by 
Northeastern speakers.  

 
Figure 11.7. Histograms for the VOT values measured in the 
d of dark (left) and the ɡ of greasy (right) in the TIMIT 
sentence produced by men from Southern and Northeastern 

(New York City and New England) dialect regions. The solid 
gray and dashed red lines show the means for each group.
 

Looking at the data, we should be able to hypothesize that 
Southern men’s VOT values and Northeastern men’s VOT val-
ues for voiced stops could be different enough to come from 
different “populations” (like the different populations of 
Portuguese-influenced versus English-influenced values in the 
Portuguese VOT means shown on the left-hand graphs in Fig-
ure 11.2). 

Download the Ch11.Textfile3.txt file at 
http://kb.osu.edu/dspace/bitstream/handle/1811/77848/Ch1
1.Textfile3.txt and perform a two-sample t-test using the 
VOTs for the ɡ in greasy. Follow the instructions for a two 
sample t-test, and calculate a t-value, the df, and a p-value. 
What is the research question? What is the null hypothesis 
(H0)? What is the alternate hypothesis (H1)? Which hypothe-
sis is supported by the values you obtain? How does this an-
swer your research question?

Mean of Northeastern men’s VOT (x̅B): 37.677

Mean of Southern men’s VOT (x̅A): 7.758

Northeastern variance (s2B): 590.29

Southern variance (s2A): 1763.97

n of Northeastern measurements (nB):  31

n of Southern measurements (nA):  62
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