
Chapter 10
Normal variation and the 
Central Limit Theorem

Contents:
10.1. Is the Southern “drawl” actually slower than other Ameri-
can speech?
10.2. Comparing the center, spread, and shape of different dis-
tributions
10.3. Estimating the center and spread of a population
10.4. The sampling distribution of the sample mean
10.5. The Central Limit Theorem
10.6. The normal distribution
10.7. Evaluating hypotheses about sample means
10.8. Answering the research question
10.9. Summary
10.10. R code
10.11. Exercises
10.12. References and data sources



10.1. Is the Southern “drawl” actually slower 
than other American speech?
In a ground-breaking article called “Five visions of America” 
that was published in 1986, Dennis Preston describes a 
method of using maps to get people to reveal their attitudes 
about regional dialects. In this paper, and in many later 
follow-up studies using the same method, he documents per-
sistent stereotypes about “Southern” American English. One 
of these stereotypes is that Southerners are not as quick as 
Northerners, that they “drawl” out their words and take 
longer to say anything. In a 1994 study Dani Byrd found a bit 
of evidence in support of this stereotype about Southern 
speech rates when she compared the average durations of two 
sentences read by 630 talkers from the 8 dialect groups in Fig-
ure 10.1. 

The sentences that Byrd (1994) looked at are from the TIMIT 
database (Garofolo et al., 1993), which has been used to train 
and test many automatic speech recognition systems for Eng-
lish. The map in Figure 10.1 shows how the developers of the 
TIMIT database defined the 8 dialect groups. The database in-
cludes two “shibboleth” sentences that all 630 talkers read. 
These sentences are shown in (1) and (2).

(1) She had your dark suit in greasy wash water all year.

(2) Don’t ask me to carry an oily rag like that.

Figure 10.1. TIMIT dialect groups 1-7 are defined in terms 
of the regional varieties in this map, which roughly followed 
boundaries defined by the TELSUR project vowel analyses 
when the TIMIT data were recorded.1 The number of talkers 
is given in parentheses after the dialect group name. Group 8 
(“Army Brat”) comprises 33 talkers who moved extensively 
from one region to another during childhood, and thus have 
mixed regional features.  

They are “shibboleth” sentences in the sense that they were de-
signed to elicit productions of words containing vowel and con-
sonant sounds that are stereotypically different across dia-
lects. Thus, they can be used to highlight different characteris-
tics of different dialects. For example, the ‘s’ in the middle of 

1 See http://www.ling.upenn.edu/phono_atlas/NationalMap/NatMap1.GIF for a 
more recent map that reflects the final analysis published in Labov, Ash, and 
Boberg (2006). We have drawn the 7 TIMIT regions on a free map downloaded 
from http://www.50states.com/maps/usamap.htm.
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greasy in (1) is typically pronounced as s in the majority of 
U.S. dialects, but many speakers of Southern and Midland dia-
lects pronounce a z for that word-medial consonant (as do 
many speakers of more conservative dialects of British Eng-
lish). And the ‘r’ in the words your, dark, and year is not pro-
nounced by many East coast dialect speakers.

Byrd (1994) used the durations of these two sentences as a 
measure of relative speaking rate. Figure 10.2 shows the dura-
tions for sentence (1), with the dialect groups ordered from 
the slowest talkers (the group with the longest average dura-
tion) at the top to the fastest talkers (the group with the short-
est average duration) at the bottom. The 98 talkers in the 
Southern group were the slowest, with a mean sentence dura-
tion that was 112 ms longer than the mean value for the 630 
talkers in the dataset as a whole.

Figure 10.2. Box plots for sentence durations measured for 
the first of the two TIMIT database shibboleth sentences, 
with dialect as the grouping variable. The solid vertical line 
at 2967 ms marks the median value and the two dotted lines 
at 2737 and 3248 ms mark the first and third quartiles for all 
630 sentence durations. The two columns of numbers at the 

right are the sample means and standard deviations and the 
overall mean and standard deviation.

What should we make of this 112 ms difference? When we 
look at Figure 10.2, we can see that the variation in sentence 
durations within the Southern group is quite large. The differ-
ence between the values for the slowest and the fastest South-
ern talkers is 2495 ms (i.e., nearly 2.5 seconds) and the inter-
quartile range for this group is 558 ms (i.e., nearly five times 
as large as the difference between the mean for the Southern 
talkers and the mean for all 630 talkers). For this research 
question, we should ask: are there other differences between 
talkers within the Southern group that can account for this 
variation in their sentence durations? And what kinds of differ-
ences should we look for? 

One difference among talkers in the Southern group (and 
among talkers within each of the other groups, too) was in the 
extent to which pronunciations of particular words in the shib-
boleth sentences showed the characteristics of their dialect re-
gion. An example is the pronunciation of the ‘s’ in greasy that 
we talked about earlier. In an article published in the journal 
American Speech not long before the TIMIT database record-
ings were made, Kenneth Shields describes a study showing 
that the more conservative Southern pronunciation of this con-
sonant as z was already losing ground to the more innovative 
Northern pronunciation of it as s in some parts of the two Mid-
land dialect regions. The transcriptions of this word in the TI-
MIT database show that the same was true of the talkers in 
the Southern dialect region in their study. This can be seen in 
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Table 10.1 below, which shows the distribution of the two vari-
ant pronunciations of greasy in the TIMIT corpus talkers’ pro-
ductions of the shibboleth sentence in (1). As you can see, only 
48% of the Southern talkers were transcribed as pronouncing 
the ‘s’ in greasy with the voiced z variant of this fricative. 

Table 10.1. Distribution of the two greasy pronunciations 
across talkers in the eight TIMIT dialect groups.

fricative in greasyfricative in greasyfricative in greasyfricative in greasy

dialect s % z %
New England 46 94 3 6
New York City 45 98 1 2
Northern 98 96 4 4
North Midland 91 89 11 11
South Midland 46 46 54 54
Southern 51 52 47 48
Western 97 97 3 3
Army Brat 29 88 4 12
total 503503 127127

The two spectrograms in Figure 10.3 and the two overlaid his-
tograms in Figure 10.4 show how this variation in the pronun-
ciation of ‘s’ in greasy could affect our measure of speech rate. 
The fricative z in the middle of the first example of speech in 
Figure 10.3 is 85 ms long, whereas the fricative s in the mid-
dle of the second example of speech is 119 ms long. As the two 
overlaid histograms in Figure 10.4 show, this difference be-
tween the duration of the voiced z versus voiceless s variant is 
typical of the two alternative pronunciations. The median du-

ration of the fricative for the 47 Southern talkers who pro-
nounced this ‘s’ as the voiced fricative z is 71 ms, whereas the 
median duration of the fricative for the 51 Southern talkers 
who pronounced it as the voiceless fricative s is 119 ms, and 
there is very little overlap between the values for the longest 
tokens with the z variant and the values for the shortest to-
kens with the s variant. While this 48 ms difference between 
the median durations of z and of s is hardly enough to ac-
count for the huge range of variation in the duration of the sen-
tence as a whole, we have to remember that this consonant is 
just one of 3 consonant sounds and 2 vowel sounds in this one 
word, and there were 11 words in the sentence as a whole. 
There are variant pronunciations of other consonants and vow-
els that the TIMIT transcribers may not have noted, such as 
the r-lessness that is more common in mid-Atlantic southern 
states, or the intrusive /r/ that can appear in the word wash 
(pronounced wɔrʃ), which is more common in rural inland ar-
eas. 

For another example, compare the ɡ sound at the beginning 
of the word greasy in Figure 10.3. Talker CMB0’s production 
of this stop consonant in the panel on the left is more like the 
voiced stops of Spanish that Peter Ladefoged describes on p. 
137 of his book Vowels and Consonants; it has a short, fully 
voiced closure and a very short burst. By contrast, the ɡ sound 
in talker BGT0’s production of the word in the panel on the 
right is more like the voiced stops that Ladefoged describes 
for (western U.S. and British) English; it has a longer closure 
that shows a clear gap in the voicing and a 34 ms burst. So 
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CMB0’s production of the word greasy as a whole is slightly 
shorter than BGT0’s production, even though CMB0 doesn’t 
sound like he’s talking any faster here than BGT0. 

 
Figure 10.3. Spectrograms showing the word greasy (with 
some of the surrounding context) in TIMIT shibboleth 
sentence (1) as produced by two of the men from the 
Southern dialect region who pronounced the ‘s’ in this word 
as z (left) or as s (right). Below each spectrogram, there are 
arrows showing where the TIMIT transcribers marked the 
end of the stop closure for the initial ɡ and where they 
marked the start and the end of the medial z or s consonant 
sound. The waveform plots above each spectrogram zoom in 
on 300 ms of utterance centered around the medial fricative, 
with the vertical lines marking the start and end of the z or 
s.

Another difference between these two talkers is the speaking 
style. CMB0 read the sentence very expressively and empha-
sized the phrase all year at the end. He did this by drawing 
out the vowel in the word all so that this word as a whole is 
418 ms long in his production of the sentence. By contrast, 
BGT0 didn’t especially emphasize any particular phrase, so 
that the word all is only 178 ms long in his reading of the sen-
tence. When all of the sources of variation in the durations of 
individual sounds and words are added together, they could 
result in a large difference in overall sentence duration even 
for two talkers who have the same perceived speech rates. In-
deed, the overall sentence duration for talker CMB0 was 3108 
ms, whereas for talker BGT0 it was 3003 ms, a difference of 
103 ms that is nearly as large as the 112 ms difference between 
the mean duration for the 98 Southern talkers and the mean 
duration for all 630 talkers.

Again, then, we have to wonder how we can evaluate the evi-
dence in Figure 10.2 that Southern talkers normally talk 
slower. Given the many potential sources of uncontrolled ran-
dom differences among their productions of the sounds and 
words in this sentence, how confident can we be that the 112 
ms difference between the average value for the sample of 98 
Southern talkers and the average value for all 630 talkers in 
the database says anything at all about what is a “normal” 
speaking rate for a talker from the Southern dialect region? 

This chapter introduces some of the tools that are used to as-
sess arguments about typical values for continuous variables 
such as the durations of consonant and vowel sounds, words, 
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Figure 10.4. Durations 
(and median values) of 
the fricative ‘s’ in the 
word greasy for the 98 
S o u t h e r n t a l k e r s , 
grouped by whether the 
‘s’ was pronounced as 
voiced z or as voiceless s. 



and sentences. The key tool is a model of the kind of variation 
that is “normal” for many of the numerical variables that we 
use to describe natural populations such as the set of possible 
durations for productions of this sentence of English. This 
model lets us use the mean value for a sample as a robust esti-
mation of the population mean even when the population 
mean is not any one of the observed values. (In fact, this 
model lets us treat the sample mean as an estimate of the 
“typical” value for a population even when the mean is an im-
possible value for that variable.) The model also lets us esti-
mate rather precisely the range of deviations from the popula-
tion mean that is “normal” for a random sample of any given 
size. The model is a family of probability distribution func-
tions called the normal distribution. We’ll introduce that 
family after reviewing what we learned about numbers such as 
the sample mean in the chapters on measures of central ten-
dency and on measures of dispersion (Chapters 8 and 9).

10.2. Comparing the center, spread, and shape 
of different distributions 
In the chapter on measures of central tendency, we reviewed 
the use of the mode of a sample as a measure of the most typi-
cal value for the sample, and then introduced the median 
and the mean as two alternative measures of this most typi-
cal “central” value when the sample is drawn from a popula-
tion of observations for a numerical variable. In the chapter 
on measures of dispersion, we then introduced the inter-
quartile range and the standard deviation as associated 

measures of dispersion – i.e., of how spread out the distribu-
tion is around the central value. 

In Figure 10.2, we displayed and compared the median and 
mean values and the associated interquartile ranges and stan-
dard deviations for eight smaller samples that were drawn 
from the sample of measured durations for the first shibbo-
leth sentence in the TIMIT database. Because we used box-
plots to display the medians and interquartile ranges, we can 
use the figure to also get a rough sense of the shape of the dis-
tribution for each of the 8 smaller samples. Specifically, we 
can compare the distance between the first quartile and the 
median to the distance between the median and the third quar-
tile to see how symmetrical each distribution is. For example, 
the box for the 46 talkers in the New York City dialect group 
suggests that the distribution of values in this subset has a pro-
nounced negative skew. That is, in this box the distance be-
tween the first quartile and the median is larger than the dis-
tance between the median and the third quartile. By contrast, 
the box for the 100 talkers in the South Midland dialect group 
suggests that this subset of values has a pronounced positive 
skew, and the vertical lines drawn across all of the box plots 
suggests that the same is true of the larger distribution of val-
ues for all 630 talkers. That is, the distance between the first 
quartile and the median is smaller than the distance between 
the median and the third quartile. By comparison, the box for 
the Southern talkers suggests a fairly symmetrical distribu-
tion, with only a few very long outliers drawing out the tail on 
the right. 
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These suggestions about the positive skew for the distribution 
of the whole dataset versus the more symmetrical distribution 
of the 98 values for the Southern talkers is confirmed by the 
histograms plotted in the left panel of Figure 10.5. In this 
panel, the histogram with gray bars shows the distribution of 
all 630 tokens of this population of sentence durations. The 
overlaid histogram with black diagonally shaded bars shows 
the distribution of the subset of 98 tokens produced by the 
Southern talkers. The vertical lines mark the mean value for 
the larger population and the mean value for this smaller sub-
set. The mean for the population as a whole is to the right of 
the mode for the distribution, confirming the suggestion that 
the overall population distribution has a positive skew. By con-
trast, the mean for the durations of the 98 sentences produced 
by the Southern talkers is very close to the mode for this 
smaller sample, which is two bars to the right of the mode for 
the larger sample of 630 sentence durations. 

The positive skew for the larger population of 630 durations is 
perhaps due in part to the boundary condition at the value 
of 0 ms. A talker can do all sorts of things to slow down, such 
as inserting a pause or elongating a vowel to emphasize a 
word, but there is a limit on how much a talker can speed up. 
The sentence cannot be shorter than 0 ms. If the majority of 
the 630 talkers are relatively fast speakers, the overall distribu-
tion should have a positive skew because of this boundary con-
dition. Conversely, if the 98 Southern talkers tend to be rela-
tively slow speakers, then this boundary condition should not 
have such a big effect on the distribution of their sentence du-
rations. So the difference in distribution shapes could be more 

evidence in support of Byrd’s interpretation of the 112 ms dif-
ference in mean durations as evidence for the stereotype that 
Southerners talk more slowly than speakers from other dialect 
areas.

At the same time that we note the difference in mean values 
and in the distribution shapes, however, we also have to note 
that the overall range of values for the Southern talkers is 
nearly as large as that for the population as a whole. Although 
there may be proportionally fewer very fast talkers, we cannot 
say that there are no talkers in the Southern group who say 
this sentence as quickly as the fastest of the talkers in the 
other groups. So is the 112 ms difference between the mean 
for the Southern talkers and the mean for all the talkers a case 
of random variation, or is it evidence for the stereotype? 

Figure 10.5. Histograms of the durations of the first TIMIT 
shibboleth sentence (left) and of the fricative ‘s’ in the word 
greasy in this sentence (right), with means marked for all 
630 tokens and also for a particular subset of the tokens. 

For comparison to a clearer case, we show in the right panel of 
Figure 10.5 the distribution of all the 630 durations of the 
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fricative consonant sound that is spelled by the letter ‘s’ in the 
word greasy in this first shibboleth sentence, with an overlaid 
histogram for only the subset of 127 fricative durations for 
only the tokens that were pronounced z. Because the typical 
duration for the voiced variant is so much shorter than the du-
ration of the voiceless variant, there is a shorter peak in the 
left tail of the distribution of all 630 durations, which almost 
exclusively represents the durations of tokens of the z variant. 
You can see that the bars for the z subset almost completely 
overlap the four leftmost bars of the whole distribution. This 
pattern is unsurprising, given the very little overlap between 
the durations of the two variants for the Southern talkers that 
we showed in Figure 10.4. So we can confidently interpret the 
negative skew in the distribution for the population of all ‘s’ 
durations as being due primarily to the fact that a small pro-
portion of those tokens were pronounced in the more conser-
vative Southern way, with the shorter z variant. Here it is obvi-
ous that the 31 ms difference between the mean for the z vari-
ant and the mean for the population of fricatives as whole is a 
meaningful one. That is, the pronunciation of the ‘s’ in greasy 
– i.e., whether it is the voiced z variant or the voiceless s vari-
ant – is the primary source for the observed pattern of varia-
tion in the measured durations of the consonant.   

Often, though, we are trying to evaluate patterns that are 
more like the one in the left panel of Figure 10.5. As noted 
above, talkers can differ in how they pronounce different 
words and also in how expressively they read. So there are 
many other features besides the talkers’ habitual speaking 

rates that could affect the measured durations of the sentence 
as a whole. When there are many different features that can 
be a source of variation, they can add up in a way that makes 
it very difficult to isolate the one feature that we are trying to 
model. The sources of variation are far too complicated to sort 
out just by eye-balling distribution shapes for the population 
and for a relevant sample that is selected to reflect the feature 
of interest. We need a model of how the differences due to just 
one feature should be distributed when there are many 
sources of variation added together at random in this way. 
That is, we need a way to model the expected spread of mean 
values for random subsets. Once we have such a model, we 
can use it to set up a null hypothesis against which we can jux-
tapose the alternative hypothesis that the 112 ms difference in 
mean values here is meaningful – i.e., that it signifies a non-
random difference between what is a normal duration for this 
sentence for the subgroup of Southern talkers and what is a 
normal duration for this sentence for the population as a 
whole. The first thing that we need to do in order to build such 
a model is to figure out how to get reliable estimates of the cen-
ter and of the spread of the population as whole. 

10.3. Estimating the center and spread (but not 
the shape) of a population 
In the chapters on measures of central tendency and disper-
sion, we illustrated how the sample mean and sample 
standard deviation of a random sample can be fairly ro-
bust estimates of the population mean and the popula-
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tion standard deviation of the larger population from 
which the sample is drawn. Figure 10.6 illustrates this point 
again, using 8 randomly selected subsets drawn from the 630 
sentence durations that we plotted in the left panel of Figure 
10.5. Each panel of Figure 10.6 shows the the histogram of all 
630 sentence duration measurements (grey bars), overlaid by 
a histogram of one of the 8 subsets (black hashed bars) of 98 
tokens that were randomly sampled from the sentence dura-
tions for all 630 productions of sentence (1). Each panel also 
lists the mean value and the standard deviation for the rele-
vant sample. We chose a sample size of 98 because there are 
98 Southern speakers, and we wanted to illustrate what a 
truly random sample of 98 speakers would look like. 

Figure 10.6. Each panel shows the histogram of the 
durations of the first TIMIT shibboleth sentence that was 
plotted in the left panel of Figure 10.5 (the solid gray bars), 
with an overlaid histogram for a different randomly selected 
group of 98 tokens taken from these 630 duration values. 
There are two vertical lines in each panel, one marking the 
mean value of 3015 ms for the 630 tokens as whole and the 
other marking the mean value for the random sample of 98 
tokens. The standard deviation for the 630 tokens is 418 ms.
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Before we compare the means and standard deviations of the 
samples to the mean and standard deviation for the larger 
“population” of durations for talkers from all of the dialect re-
gions, let’s first look at the shape of each of the distributions 
plotted in the 8 overlaid histograms. For some of the random 
samples, the shape of histogram is very similar to the skewed 
shape of the histogram of the population as a whole. Sample 
3, in particular, has the same mode and virtually the same pat-
tern of steep rise on the left and less steep fall on the right. 
Sample 4 and sample 5, by contrast, are not nearly as skewed. 
And sample 2 even has a bimodal distribution, with the taller 
of the two peaks at the mode for the distribution as a whole 
and the shorter of the two peaks near the mode for the South-
ern talkers in Figure 10.5. This illustrates a point that random 
samples taken from a distribution can have very different 
shapes because they are randomly selected. 

Whatever the shape of its distribution, however, the mean 
value for each random sample is not very different from the 
mean value of 3015 ms for the 630 tokens as a whole. For 
many of the samples, the difference is so small that it’s hard to 
see that there are two vertical lines on the plot. The largest de-
viation is the -61 ms difference for sample 8. Also, the stan-
dard deviation for each of the 8 random samples is very simi-
lar to the standard deviation for the 630 tokens as a whole. 
The largest difference is the 60 ms difference for sample 6. So, 
while we wouldn’t want to use any of these random samples to 
estimate the shape of the distribution for the 630 talkers, we 
can feel fairly confident in using the sample mean and sample 
standard deviation for any of the 8 random samples of 98 to-

kens to estimate the mean and the standard deviation of the 
“population” of 630 durations as a whole.  

We can contrast these small deviations for the sample means 
and sample standard deviations of the 8 randomly selected 
subsets of 98 sentence durations to the much larger devia-
tions for the subset of 98 sentence durations by Southern talk-
ers shown in the first panel of Figure 10.5. The value of 3127 
ms for the sample mean of this (not randomly selected) sam-
ple is a less good estimate of the population mean of 3015. It 
is much higher than the means of the randomly selected sam-
ples. (We can guess that perhaps the mean is higher because 
the 98 Southern talkers typically say the sentence more slowly 
than the 102 Northern and 102 North Midland talkers.) And 
the value of 516 ms for the sample standard deviation for this 
(not randomly selected) sample of Southern talkers also 
would be a less good estimate of the population standard de-
viation of 418. It again is much greater than the standard de-
viations of the randomly selected samples. (Perhaps the stan-
dard deviation is greater because the 98 Southern talkers com-
mand a greater variety of speech styles, some of which are 
very businesslike and fast, as in the more “standard” dialects, 
and others of which are more expressive and slow in parts, as 
in CMB0’s reading of the sentence, where the all year was em-
phasized and drawn out.) 

Again, for the sake of comparison to a case where the relation-
ships are clearer, we show an analogous figure for the fricative 
durations. That is, Figure 10.7 shows eight samples of 127 to-
kens drawn at random from the population of 630 durations 
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of the ‘s’ in greasy in this sentence.  Each random sample has 
127 tokens because this is the same number of tokens as the 
(not randomly selected) group of fricative tokens that were 
pronounced as z, as shown in the overlaid histogram in the 
right panel of Figure 10.5. None of these random samples has 
a distribution shape that is even remotely like the shape of the 
distribution for the 127 tokens of the ‘s’ of greasy that were 
pronounced as z. However, as in Figure 10.6, the 8 sample 
means and the 8 sample standard deviations are all very simi-
lar to the mean and standard deviation for the whole popula-
tion of 630 fricative durations. The biggest deviation for sam-
ple means is 3 ms (i.e., the 109 ms sample mean for samples 4 
and 6 is that much more than the population mean of 106 
ms). This is less than one tenth of the 31 ms difference be-
tween the mean of 75 ms for the tokens that were pronounced 
as z and the population mean of 106 ms. And the biggest devia-
tion for the sample standard deviation is also 3 ms (i.e. the 19 
ms standard deviation for sample 3 is that much less than the 
population standard deviation of 22 ms). By contrast, the stan-
dard deviation for the 127 tokens that were pronounced as z is 
only 16 ms. There is a smaller spread of values around the cen-
ter of the distribution for this sample because it is not ran-
domly selected from a population that mixes 20% of shorter z 
tokens with 80% of longer s tokens. That is, the grouping vari-
able here has isolated this major source of variation in frica-
tive durations, so the spread of values around the center is re-
duced considerably. This pattern is similar to the one we saw 
when we compared subsets of vowels in Chapter 9.

Figure 10.7. Each panel shows the histogram of the 
durations of the ‘s’ that was plotted in the right panel of 
Figure 10.5, with an overlaid histogram for a group of 127 
tokens selected at random from these 630 duration values. 
The mean and standard deviation for the 630 tokens as 
whole are 106 and 22 ms, respectively.

10.4. The sampling distribution of the sample 
mean 
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As illustrated by Figures 10.6 and 10.7, a truly random sam-
ple provides a fairly reliable estimate of the population mean 
and of the population standard deviation. By contrast, a non-
random sample provides much poorer estimates if the feature 
that was used to select the sample is one that is associated 
with a meaningful source of variation in the variable of con-
cern. We can use these properties of the sample mean and 
sample standard deviation to build a model of the distribution 
of sample means for all possible random samples that are the 
same size as the actual sample that we are evaluating. That is, 
to evaluate the observed sample we will build a model of what 
the sample means are likely to be for samples of 98 sentence 
durations, or 127 fricative durations, chosen at random from 
these populations of duration values. The model that we build, 
then, is not a model of the population itself, but instead a 
model of the sample means for all of the possible samples 
of a given size drawn randomly from a population. It is a 
model of what is often called the sampling distribution of 
the sample mean. 

Figure 10.8 illustrates this concept. Each panel of the figure 
shows the distribution of values for the sample means calcu-
lated for 10,000 samples of a certain size selected randomly 
from the population of interest. That is, we selected samples 
at random from the population of duration values, just as we 
did for the 8 random samples of 98 sentence durations in Fig-
ure 10.6, and the 8 random samples of 127 fricative durations 
in Figure 10.7, except that we did this process not 8 times, but 
10,000 times each. We calculated the mean value of every one 
of the 10,000 samples, and added each mean value to our vec-

tor of values for this variable of sample means. So the sample 
mean from each of the 10,000 samples is plotted as one token 
in the resulting histogram. 

Figure 10.8. Histograms of the sample means for 10,000 
samples of 98 or 47 sentence durations drawn randomly from 
the 630 sentence durations (left two panels) and for 10,000 
samples of 127 or 47 fricative durations drawn randomly 
from the 630 fricative durations (right two panels). Vertical 
solid lines show the mean value for the distribution of 
sample means and vertical dashed lines show the mean value 
for the relevant non-random group that determined the 
sample size. N=sample size.

We did this exercise twice for each of the variables, to explore 
the differences between means of two different sizes of sam-
ples (47 vs. 98 and 47 vs. 127) from the same population of in-
terest. In the two histograms on the left of Figure 10.8, this 
“population of interest” is the 630 sentence durations that we 
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plotted earlier in Figure 10.6 (as well as in the left panel of Fig-
ure 10.5), and in the histograms on the right, the “population 
of interest” is the 630 fricative durations plotted earlier in Fig-
ure 10.7 (as well as in the right panel of Figure 10.5). In both 
columns, the samples that provide the means for the histo-
gram in the top row are larger than the samples that provide 
the means for the histogram in the bottom row. 

 Note that the larger sample sizes for the top row match the 
sizes of the target subsets shown in Figure 10.5. That is, in the 
top left panel the size of each of the 10,000 randomly selected 
samples is 98, which is the number of Southern talkers whose 
sentence durations were shown in the overlaid histogram in 
the left panel of Figure 10.5. (This number also matches the 
size of each of the 8 random samples in Figure 10.6.) Simi-
larly, in the top right panel, the size of each of the 10,000 ran-
domly selected samples is 127, which is the number of talkers 
from any dialect who produced the z variants whose durations 
were shown in the overlaid histogram in the right panel of Fig-
ure 10.5. (This number also matches the size of each of the 8 
random samples in Figure 10.7.) In each of these panels, there 
are vertical lines both at the mean value for the distribution of 
sample means (the solid line) and at the mean value for the 
relevant non-random group that determined the sample size 
(the dashed line). 

In the bottom two panels, the size of each of the 10,000 ran-
domly selected samples is the number of Southern talkers 
who pronounced the ‘s’ of greasy as z (i.e., 47). That is, these 
sampling distributions are for means of samples that have the 

same size as the group of talkers that combine the two fea-
tures that defined the non-random groups for the overlaid his-
tograms of Figure 10.5. Again, we have put vertical cursors at 
the mean value for these sample means (the solid line) and 
also at the mean value for the relevant non-random group that 
determined the sample size (the dashed line). 

If you compare the top and bottom histograms on either the 
left or the right side of the figure, you can see that the lines at 
the mean values for the 10,000 sample means stay in the 
same place. That is, the mean for the sampling distribution of 
sample means stays the same, even though the sample size 
changes. Moreover, these cursors in the left two panels are at 
3015 ms, which is also the mean value for the original “popula-
tion” of 630 sentence durations. And these cursors in the right 
two panels are at 106 ms, which is also the mean value for the 
original “population” of 630 fricative durations. So, the mean 
of the sampling distribution of the sample means is 
the same as the mean of the population from which the sam-
ples are taken. 

Another thing to notice about all four of the histograms in Fig-
ure 10.8 is that the distributions are peaky and symmetrical, 
i.e., evenly distributed around the mode. Not one of them is 
skewed in the way that the samples themselves tend to be 
skewed, or in the way that the original population was 
skewed. 

The thing that does change in going from the larger samples 
in the top row of histograms to the smaller samples in the bot-
tom row of histograms is the spread of the individual sample 

329



means around the mean of this distribution at the solid line 
(which is also the population mean). For example, the distribu-
tion of means for the 10,000 samples of 98 sentence dura-
tions in the top left panel is very peaky, meaning that the val-
ues of the sample means cluster very tightly around the mean 
of the sample means. This sample of 10,000 mean values has 
a standard deviation of only 43 ms. By contrast, the distribu-
tion of means for the 10,000 samples of 47 sentence durations 
also is peaky, but there is more spread than for the means of 
the larger samples. Here the standard deviation is 61 ms. The 
distributions in the right-hand panels also differ in how peaky 
they are, and here the difference is even more dramatic. 
Whereas the standard deviation for the means of the smaller 
samples in the lower panel is 3 ms, the standard deviation for 
the means of the larger samples in the top panel is less than 1 
ms. 

In other words, if random samples are reasonably large, the 
distribution of the sample means tends to be peaky and sym-
metrical. Distributions for different sample sizes differ mostly 
in exactly how peaky they are. The main effect of going from 
the larger samples in the top two panels to the smaller sam-
ples in the bottom two is to change how compact the distribu-
tion of sample means is around the center. The mean of the 
sampling distribution itself does not change. So, again, we see 
that the mean of a sample drawn at random from the popula-
tion is a reliable estimate of the population mean. Also, the 
larger the sample, the more reliable an estimate it is of the 
population mean. 

10.5. The Central Limit Theorem
These properties of distributions of sample means hold when-
ever the sample sizes are large. That is, sampling distributions 
of sample means will be symmetrical and peaky whatever the 
shape of the original population and whether or not the ran-
dom samples themselves are skewed. This is part of what is 
called the Central Limit Theorem. Essentially, the theo-
rem says that distributions of numerical variables that are de-
rived by summing the influence of many different independ-
ent elements will be peaky and symmetrical. Since the sample 
mean for a random sample of values involves summing up the 
values before dividing by the number of values, the distribu-
tion of sample means for random samples that are reasonably 
large (containing at least 30 tokens) will be symmetrical and 
more or less peaky. Thus, the Central Limit Theorem allows 
us to make a model that predicts the relationship between a 
sample mean and the mean of a population from which it is 
taken if the selection is random. Whatever the shape of the 
original population distribution, we can rely on these proper-
ties of sampling distributions to evaluate the likelihood of get-
ting a sample that has a mean that is different from the popula-
tion mean by a given amount. We can do this by calculating 
just where the sample mean that we’re evaluating falls in the 
relevant distribution of sample means, like the ones in Figure 
10.8. 

How do we calculate that? Here the differences in spread be-
tween the top row and the bottom row of the panels in Figure 
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10.8 become important. What the Central Limit Theorem says 
about these differences is that, as the sample size gets larger 
and larger, the closer and closer all of the sample means will 
come to the true mean of the population. You can appreciate 
this especially if you notice that in all four panels, the x-axis 
scale is zoomed in relative to the scale that we used in Figure 
10.5. You can think of the tokens in Figure 10.5, as each being 
a sample of size 1, which is much smaller than even the sam-
ples of 47 tokens whose means are plotted in the lower row of 
histograms in Figure 10.8. In short, the larger the sample size, 
the more compact the distribution of sample means is, and 
hence the more reliable any single sample mean will be as an 
estimate of the population mean. 

A sample size of 98 sentence durations is even bigger than a 
sample size of 47 sentence durations. So we can use the distri-
bution in the top left panel to evaluate the distance between 
the mean of the not random sample of 98 sentence durations 
produced by Southern speakers and the mean of all 630 sen-
tence durations. And we can use the distribution in the top 
right panel to evaluate the distance between the mean of the 
non random sample of 127 fricative durations of the z variant 
and the mean of all 630 fricative durations. Compare the rela-
tive lengths of the arrows in the top two panels to the same ar-
rows drawn on the two panels in Figure 10.5. When we look at 
the arrow on the original histogram for the fricative durations 
in the right-hand panel in Figure 10.5, it is obvious that the 
mean value for the z variant is far to the left of the center of 
the overall distribution, and very near the shorter peak that 
we can see in the lower tail. When we look at the arrow in the 

upper right panel of Figure 10.8, we can see that the arrow 
points to a value that is quite short relative to even the small-
est mean in the histogram of sample means, confirming our 
impression that this difference was very unlikely to have come 
about by chance if the 127 z variants were in fact not generally 
shorter than the mean for both variants. So here we couldn’t 
zoom in very far if we wanted to show the mean for the z vari-
ants on the same figure.

For the distribution of means for the samples of sentence dura-
tions, on the other hand, we can zoom in a bit more, because 
the arrow is much shorter relative to the x-axis scale on the 
plot that showed the distribution of all 630 sentence durations 
in the left-hand panel of Figure 10.5. When we originally 
looked at the arrow on that histogram showing a difference of 
112 ms between means, it was difficult to be sure that it said 
anything about how the mean sentence duration for the 98 
Southern talkers compared to the mean sentence duration for 
all 630 talkers. Looking at the 112 ms difference relative to the 
distribution of means for random samples of the same size in 
the left panel in Figure 10.9 makes it easier to be confident 
that the difference signifies something. Only 53 of the 10,000 
random samples of 98 sentence durations have mean values 
that are larger than the mean for the 98 Southern talkers. So 
we can be more confident in concluding that there is a mean-
ingful difference between the average sentence duration for 
this group of 98 Southern talkers and the average for the en-
tire TIMIT database population of 630 talkers from all 8 dia-
lect groups. 
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Exactly how confident can we be? We can quantify this by 
looking at the difference in means relative to the appropriate 
member of a family of distributions that model the shape of 
the sampling distribution of sampling means. We will de-
scribe this family of distributions, called the normal distri-
bution, in the following section. For now, we illustrate this 
idea in Figure 10.9, which is composed of the same histo-
grams as in the top panels of Figure 10.8, overlaid with the 
probability distributions for the two members of the family of 
distributions that models the sampling distribution of sam-
pling means shown in each panel. This is the solid bell-shaped 
curve laid over the bars of the histogram in each panel of the 
figure. We will use the curves as a probability distribution to 
find the probability of a sample mean being drawn from a 
population. 

Figure 10.9. Histograms of the sample means for 10,000 
samples of 98 values drawn randomly from the durations of 
the 630 TIMIT talkers’ productions of the first shibboleth 
sentence (left) and for 10,000 samples of 127 values drawn 
randomly from the 630 fricative durations for the ‘s’ in 
greasy in this sentence (right), with normal curves overlaid 
that have the same mean and standard deviation as the 

sampling distribution of the sample means for samples of 
these sizes from these populations.

In the left-hand panel, we can calculate the area under this 
curve that is to the right of 3127 ms – i.e., the area that is out-
lined in red – to estimate the probability of getting a mean 
value for a sample of 98 sentence durations that is this much 
larger than the population mean if the sample of 98 Southern 
talkers were a random sample from this population – i.e., if 
the feature governing their selection had no effect on the meas-
ured durations. You can see that the area outlined in red is 
quite small, so the probability of getting such a large mean 
value for a random sample of 98 sentence durations is small. 
(For comparison, we also show the mean for the truly random 
sample of 98 durations from Figure 10.6 that was the most dif-
ferent from the overall mean. The probability of getting a 
mean that is this much smaller than the overall mean is the 
area outlined in blue. You can see that this area is quite a bit 
bigger than the area outlined in red, so the probability of get-
ting this mean value for a random sample of 98 sentence dura-
tions is larger.)  

In the right-hand panel, similarly, we can calculate the area 
under this curve that is to the left of 79 ms – i.e., the area that 
is outlined in red – to estimate the probability of getting a 
mean value for a sample of 127 fricative durations that is this 
much smaller than the population mean if the sample of to-
kens where the ‘s’ is pronounced as z were a random sample 
from this population. You can see that the area outlined in red 
is extremely small. So the probability of getting such a small 
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mean value for a random sample of 127 fricative durations is 
extremely small, and we can be quite confident that the sam-
ple of 127 fricative durations where the ‘s’ is pronounced as z 
differs from what we would expect for a random sample. (For 
comparison, we again show the mean for the two actually ran-
dom samples of 127 durations in Figure 10.7 that were the 
most different from the population. The probability of getting 
a mean that is this much larger than the overall mean is the 
area outlined in blue. Again, you can see that this area is quite 
a bit bigger than the area outlined in red.) 

So how can we calculate how large those four areas are to find 
out the exact probability of a sample with those means being 
drawn randomly from the relative populations in question? 

10.6. The normal distribution 
The family of distributions that allows us to calculate these ar-
eas is called the normal distribution, and the probability 
distribution for any member of this family is called a normal 
curve. Other names that you will hear for these are “Gaussian 
distribution” (after the famous 18th century mathematician 
who did a lot of early work on predicting the distribution of 
measurement errors in natural experiments) and “bell curve” 
(after the shape). 

Figure 10.10 shows several more examples. The probability 
distributions for all normal curves are shaped exactly like 
these. Each normal curve is perfectly symmetrical, with the 
mean value at the center, lining up exactly with the mode. 

What distinguishes one normal curve from any other normal 
curve is its mean (the value at the peak in the center) and/or 
its standard deviation (how compact or spread out the curve is 
around the peak). That is, a normal curve is bell-shaped and 
perfectly symmetrical around its mean value, and it can be 
completely defined just in terms of the values of its mean and 
of its standard deviation. These properties of the normal distri-
bution make it a very useful tool for statistical analysis. 

The particular normal curve in the panel on the left in Figure 
10.10 is an especially useful one, where the mean is 0 and the 
standard deviation is 1 unit along the x-axis. The normal distri-
bution that has these values is called the standard normal 
curve, because it is used as a standard – i.e., as a reference 
curve for calculating the probability of getting a sample mean 
at a particular distance from the mean value of the normal 
curve. For example, if we know the mean and standard devia-
tion for some population, and we have a sample that purports 
to be drawn randomly from that population, we can estimate 
where the mean for our sample falls in the sampling distribu-
tion of sample means by shifting the normal curve to be cen-
tered at 0, and then normalizing whatever units of measure-
ment that define the standard deviation to be units of stan-
dard deviation instead. That is, we “normalize” the values of a 
distribution to shift the mean to be 0, which means that the 
half of the values that fall to the left of the mean will be nega-
tive, and the half of the values that fall to the right of the mean 
will be positive. Then, instead of plotting each of the values in 
the units of measurement (such as duration in ms), we can 
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plot how far away from the mean each token is in terms of its 
standard deviation. 

Figure 10.10. The standard normal curve (left) and three 
other normal curves that differ from the standard normal 
curve in their means and/or standard deviations (right). The 
dotted lines in the panel on the left mark off z-scores of 
±1.96, the area where 95% of values occur.

10.7. Evaluating hypotheses about sample 
means
What all of this means is that if we know the values for the 
mean and the standard deviation of a normally distributed 
population, we can use what is called the z-score to figure 
out the likelihood that an observation of a particular value was 
sampled from that population. We can calculate this statistic 
by “normalizing” all of the data so that they fall into the stan-
dard normal curve, and then comparing where the normalized 
value falls relative to the standard normal curve. (Remember 
that a standard normal curve has a mean of 0, and standard 
deviation of 1, so it is easy to make comparisons across data 
points.) The formula for calculating the z-score statistic is:

(3) z =  
(x − μ)

σ

where x is the value for the variable and µ (mu) and σ (lower-
case sigma) are the mean and the standard deviation, respec-
tively, of the population from which the sample is drawn. Es-
sentially, this z-score value measures the difference (in units 
of standard deviations) between each data point in a popula-
tion and the population mean. For example, a z-score of 0 is 
zero standard deviations away from the mean; it is equal to 
the mean, which is the expected value. A z-score of 0.5 is half 
a standard deviation above the mean, and a z-score of -0.5 is 
half a standard deviation below the mean. 

Using the z-scores and the normal distribution function, we 
can estimate the probability that any data point is drawn from 
a larger population of known mean µ and known standard de-
viation σ. A particularly useful number to remember here is 
1.96. A z-score of -1.96 or of +1.96 lies 1.96 standard devia-
tions from the mean. The dashed lines in the graph on the left 
of Figure 10.10 show where -1.96 and +1.96 lie in a normal dis-
tribution. We know that 95% of the data lie between 1.96 stan-
dard deviations on either side of the mean.2 Conversely, if a 
value lies outside of this range, we can be fairly confident in 
rejecting the hypothesis that the data point was drawn from 
the population. 
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If we want to compare a sample mean (rather than an individ-
ual data point) to a known population, then, we use a similar 
calculation to standardize the sample mean to the standard de-
viation for the population of means of samples of that size. 
This is the formula we use:

(4) z = 
(x − μ)

σ

n

2 The empirical rule states that 68.27% of the data fall between one standard devia-
tion on either side of the mean, and 95.45% of the data fall between 2 standard de-
viations of the mean, and 99.73% fall within 3 standard deviations of the mean. So 
any value that is +/-1.96 standard deviations away from the reference mean is the 
cutoff point for exactly 95% of the data, which is useful to know if your alternative 
hypothesis calls for a two-tailed test and your arbitrary cutoff point (your α value) 
for significance is p<0.05. 

where x̅ stands for the mean of the sample and n stands for 
the number of data points in the sample. Notice that instead 
of calculating the difference between a point x and the mean, 
as in formula (3), we are now calculating the difference be-
tween the sample mean and the population mean. That is, the 
Central Limit Theorem allows us to assume that sample 
means will be distributed in a normal curve. Moreover, this 
normal curve will have the same mean as the population 
mean. The standard deviation is estimated by taking the stan-
dard deviation of the population divided by the square root of 
the sample size. So, we can use the z-score in the same way as 

above to see if the sample mean is likely to occur in a given 
population. 

Formula (5) illustrates this for the sample of fricative dura-
tions in the right panel of Figure 10.5 and the associated distri-
bution of 10,000 sample means in the right panel of Figure 
10.9. The mean for the 127 fricative durations in greasy that 
were pronounced as z was about 79 ms, so we set x̅  = 79. We 
use the mean and standard deviation for all 630 tokens of this 
‘s’ in greasy to stand for the population mean and population 
standard deviation, so µ = 106 and σ = 22. Plugging those val-
ues in equation (4), we get:

(5) z = 
(79 − 106)

22

127

=
−27

22
11.3

=
−27
1.95

= − 13.83  

This z-score value of -13.83 lies so far to the left of the distribu-
tion in the left panel of Figure 10.10 that we would have to 
zoom out the x-axis by quite a bit in order to show it in the fig-
ure. The area under the curve for this z-score value is our p-
value for the probability of getting at most z = -13.83. We 
could look up this p-value in a table of areas under the stan-
dard normal curve, but it is easier to just use R to tell us the 
corresponding area under the tail of the standard normal 
curve, as shown in R Note 10.1. As the note shows, the prob-
ability of getting this z-score if the sample of 127 fricatives 
shown in the right panel of Figure 10.5 were a random sample 
from the population of 630 durations is less than 1 in 
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1,000,000,000,000,000,000,000,000,000,000,000,000,00
0,000.  

R Note 10.1 – Calculating the area under the 
lower tail of the standard normal curve
You can use the pnorm() function to calculate the area under 
the normal curve corresponding to any z-score. The only 
obligatory argument is the z-score itself, as shown below.

pnorm(-13.83) 

This returns the following value.

[1] 8.401026e-44

To do this two-tailed test, we add the area under the corre-
sponding upper tail (i.e., the area to the right of 13.83) to the 
area under the lower tail. We can find the value for the upper 
tail by specifying lower.tail = FALSE as a second argu-
ment, like this:

pnorm(13.83, lower.tail=FALSE) 

We can then add that to the area under the lower tail, like 
this:

pnorm(-13.83) + pnorm(13.83, 
lower.tail=FALSE) 

On the other hand, because the normal distribution is per-
fectly symmetrical, this area is exactly the same. So we could 
just double the area under the lower tail to make the two-
tailed test.

pnorm(-13.83) * 2

Note that the p-value that we have calculated here is for a 
one-tailed test of significance. That is, we are looking here 
just at the value in the lower tail, to the left of the mean for the 
z variant in the right-hand panel of Figure 10.9. Here our alter-
native hypothesis is that a value of 79 ms is too small to be a 
likely mean value for a random sample of 127 fricative dura-
tions – i.e., that the z variants are significantly shorter than av-
erage. 

We can also evaluate the z-score for a more conservative alter-
native hypothesis that says that the mean duration for the z 
variant is simply different from the overall mean, and not nec-
essarily just shorter. We do that by adding to the area in the 
lower tail that is outlined in red in the figure, the area in the 
upper tail – i.e., the area under the normal curve that is to the 
right of 135 ms, which is the same distance above 105 ms as 
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the distance from 75 ms to 105 ms. We could go to the trouble 
of calculating this area explicitly, as shown in R Note 10.1. Al-
ternatively, we could just double the value that we get for the 
area under the lower tail. That is, because every normal distri-
bution is perfectly symmetrical, the area under the upper tail 
is exactly the same as the area under the lower tail. So the p-
value for a two-tailed test is just double the p-value for a 
one-tailed test. Because the area outlined in red in the right 
hand panel of Figure 10.9 is so small, doubling it doesn’t make 
much difference. So even if we use the more conservative two-
tailed test, we still reject the null hypothesis in favor of the al-
ternative that says that the average duration of the z variants 
of the ‘s’ in greasy is significantly different from the overall av-
erage.

10.8. Answering the research question
In the first section of this chapter, we asked if Southerners 
really do talk more slowly. More specifically, we asked: How 
confident can we be that the difference between the average 
duration value for the sample of 98 Southern talkers and the 
average duration value for all 630 talkers in the TIMIT data-
base is really different, in light of all the possible variation 
that could occur in the sentence that was measured?

Formula (4) gives us a way to quantify how confident we can 
be in saying that the mean sentence duration for 98 Southern 
talkers is different from the mean for the population as a 
whole. We just need to plug in the values for the four numbers 

in the equation. The mean for the Southerners is a bit less 
than 3127 ms, so we set x̅  = 3127. We use the mean for all 630 
talkers to estimate the mean for the population, so µ = 3015. 
We use the standard deviation of the entire database to esti-
mate the standard deviation for the population, so σ = 418 
ms. And there are 98 Southern talkers, so n = 98. Plugging 
those values into equation (4), we get equation (6).

(6) 
(3217 − 3015)

418

98

=
112
418
9.9

=
112

42.22
= 2.652

This z-score is positive, so here we need to specify that we are 
looking in the upper tail – i.e., the area outlined in red to the 
right of 3127 in the left panel of Figure 10.9, as shown in R 
Note 10.2. 

The p-value that R returns is a bit more than 0.004. This is 
well below our cutoff criterion of α=0.05, so we can be more 
than 95% confident in rejecting the null hypothesis that the 
mean sentence duration for Southern talkers is a likely mean 
value to have for a sample of 98 durations selected randomly 
from the whole population of durations from the 1st TIMIT 
sentence. 

Since we are doing a one-tailed test here, looking only at the 
area in the upper tail, the alternative hypothesis that we ac-
cept states that the mean sentence duration from the sample 
of Southerners is significantly longer than the mean sentence 
duration for all 630 TIMIT talkers. That is, the mean of the 
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sentence durations for the Southern talkers suggests that this 
sample of 98 durations was not selected randomly from the 
population of 630 sentence durations, but instead comes from 
a different population.

R Note 10.2 – calculating a z-score and p-value 
for positive z-score in R
You can use the formula shown in (4) to have R calculate a z-
score for you. 

z = 
(x − μ)

σ

n

 

First read in a data file that contains the values of interest and 
assign the values for the chosen subset (in this case the South-
erners’ sentence durations) to the vector x, as shown below:

timit = read.delim("Ch10.Textfile1.txt")

x = subset(timit, dialect == "South-
ern")$sentDur

The sample size (n) can be calculated in R using the 
length() function.

n = length(x) 

Then, supply the population mean (µ) and standard deviation 
(σ) for the population you want to use for comparison. You 
can do this by assigning known numbers directly, as we did in 
(5). Alternatively, if the population is contained in the file 
you’ve read in, you can specify the calculations to estimate the 

numbers, like this:

mu = mean(timit$sent1dur)

sigma = sd(timit$sent1dur)

Then plug the variables that you’ve defined into the formula 
in (4). 

z = (mean(x)-mu)/(sigma/sqrt(n))

To find the probability, use the pnorm() function with 
lower.tail = FALSE so as to tell R to find the sum of the 
probability distribution in the upper tail, to the right of your 
z-score.

pnorm(z, mean = 0, sd = 1, lower.tail = 
FALSE)

The value that this returns is:

[1] 0.004096172

10.9. Summary
In this chapter, we examined some of the sources of variation 
within a population. We found that even in a population with 
a large amount of potential variation, the Central Limit Theo-
rem allows us to make predictions about the distribution of 
means of samples drawn at random from the population. Spe-
cifically, we can predict that sample means will be normally 
distributed – i.e., that the probability of getting any particular 
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mean can be evaluated by looking at the appropriate member 
of the family of normal curves. In cases where we know the 
population mean and standard deviation, we can specify that 
the appropriate normal curve is the one that is centered at the 
population mean and that has a standard deviation which is 
the population standard deviation divided by the square root 
of the sample size. We can then evaluate the distance between 
the population mean and the mean of the sample that we are 
evaluating by looking to see where the sample mean lies rela-
tive to the standard normal curve. We do this by calculating a 
z-score. To calculate the z-score, we first subtract the sample 
mean from the population mean, in effect shifting the normal 
curve to be centered at its peak. We then “normalize” the dis-
tance, so that the units are not the original natural units but 
instead some fraction or multiple of the standard deviation. 
This lets us refer to areas under the lower and/or upper tail of 
the well-studied standard normal curve to calculate the prob-
ability that the mean of the sample that we are evaluating was 
derived from a sample selected at random from the popula-
tion. The corresponding alternative hypothesis is that the sam-
ple was not selected randomly – i.e., that the property that we 
specified in selecting the sample affects the variable in a mean-
ingful way. In our examples we saw that being a Southerner 
affected the sentence durations in a meaningful way, and that 
the ‘s’ in greasy being pronounced as z affected the fricative 
durations in a meaningful way, such that these samples were 
not representative of the population from which they were 
drawn.

Summary of key terms:
Random sample: a sample taken at random from a popu-

lation. In a truly random sample, every individual in 
that population has an equal chance of being selected.

Sampling distribution of the sample means: a distri-
bution created by plotting the means of a large number 
of samples taken from some population. The resulting 
distribution gets closer to a normal curve the larger the 
samples and the larger the number of samples, but re-
tains the mean of the population.

Central Limit Theorem: a theorem stating that numeri-
cal variables that are derived by adding together many 
different independent numbers will have a normal distri-
bution. Since sample means for random samples are de-
rived by adding together the values before dividing by 
the sample size, the sampling distribution of sample 
means will converge on a normal distribution with a 
mean approaching the population mean. So, if you take 
the means from a bunch of samples from one population 
and graph them, they will form something close to a nor-
mal distribution, with a mean that is close to the mean 
for the population. This is the basis for a number of sta-
tistical tests that compare sample means to means from 
a known or hypothetical population to establish the rela-
tionship between a sample and a population.

Normal distribution: a family of probability distribu-
tions, each of which can be described completely once 
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 we know its mean and its standard deviation. Every nor-
mal distribution is symmetrical, with mean=mode=-
median. 95% of the values will lie with in +/- 1.96 stan-
dard deviations from the mean.

Standard normal curve: a special normal distribution, 
where the mean=0 and the standard deviation=1, so you 
can more easily tell where a given value lies within that 
distribution, using units of standard deviation.

z-score calculation for a sample mean: takes the dif-
ference of the sample mean from the population mean, 
divided by the quotient of the standard deviation over 
the square root of the sample size. This gives a result 
that tells how many standard deviation units the sample 
mean is from the population mean. 

(x − μ)
σ

n

 

One-tailed test: evaluates a null hypothesis using just 
the lower tail (the area to the left of a test statistic such a 
z-score) or just the upper tail (area to the right of the 
test statistic) of a relevant distribution (which is the stan-
dard normal distribution in the case of the z-score).

Two-tailed test: evaluates a null hypothesis using both 
the lower and upper tail. In the case of the z-score, the 
p-value is just double the p-value for the one-tailed test. 

10.10 R code
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R code and exercises

10.10. R code
This R code section has two parts. Part 1 gives you instruc-
tions on how to make the overlaid histograms in Figure 10.2. 
Part 2 shows you how to create the overlaid histograms the 
left panel of Figure 10.5, comparing the distribution of 98 sen-
tence durations for the Southern talkers to the distribution of 
all 630 sentence durations. 

A copy of this R note is saved inside a script that is called 
Chapter10.R and can be found in the list on the course web-
site, at http://hdl.handle.net/1811/77848, or directly at 
http://kb.osu.edu/dspace/bitstream/handle/1811/77848/Cha
pter10.R.

To apply the code in both sections, you need to download the 
Ch10.Textfile1.txt data file at http://kb.osu.edu/ 
dspace/bitstream/handle/1811/77848/Ch10.Textfile1.txt con-
taining information about some of the variables for each 

talker’s production of the two shibboleth sentences (1) She 
had your dark suit in greasy wash water all year. and (2) 
Don’t ask me to carry an oily rag like that. After setting the 
working directory to where you downloaded the file, read the 
file into R and assign it to a variable:

timit = read.table("Ch10.Textfile1.txt",  
 header=T)

Part 1. Reproducing Figure 10.2.

The variables that you’re interested in for Part 1 are the dia-
lect variable in column 2, which specifies the dialect region 
of the speaker for that row, and the sentDur variable in col-
umn 10, which specifies the duration, in ms, that was meas-
ured for the production by that speaker of sentence (1). You 
can use the levels() function to check what the dialect re-
gions are called.

levels(timit$dialect)

You can see that the names assigned to the dialect regions ap-
pear in alphabetical order. You'll want to reorder the types, so 
that they're in order from the dialect with the speakers who 
produced the shortest sentences on average (the Army Brat 
group) to the dialect with the speakers who produced the long-
est sentences (the Southern group). 

You can do this by first using the tapply() function to calcu-
late the mean value for the sentence 1 durations for each 
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group of speakers. This function has three obligatory argu-
ments: (1) a vector of values (here we are specifying the meas-
ured durations of the first sentence), (2) a list of one or more 
grouping factors that will be used to select subsets of values in 
this vector of values (here we are specifying the dialect area of 
the talker who produced that sentence token), and (3) a func-
tion to apply to each subset of values (here we are specifying 
the R mean function). 

s1durs = tapply(timit$sentDur,  
 list(dialect=timit$dialect), mean)

The sort() function will sort this list of mean values.

sort(s1durs)

You can redefine the s1durs variable to be the sorted vector 
of mean values.

s1durs = sort(s1durs)

You can embed this sorted vector within the names() func-
tion to get the names of the types for this categorical variable 
sorted by the mean values for the associated numerical vari-
able.

names(s1durs)

Then you can use the factor() function to redefine the ti-
mit$dialect variable to be reordered by the mean values 
for each of the levels of the categorical variable. 

timit$dialect = factor(timit$dialect,  
 levels = names(s1durs))

Once you've done that, you can use the dialect variable as 
the grouping argument for the boxplot() function, like this.  

boxplot(sent1dur ~ dialect, timit, range=0,  
 xlab="dialect", ylab="median sentence  
 duration (ms) for TIMIT shibboleth  
 sentence 1")

Here we’ve used the default arrangement of vertically oriented 
boxes, which makes the boxes very fat, particularly if we 
stretch the graph horizontally in order to see all of the x-axis 
tick mark labels, by dragging the edge of the graph. We can 
change the orientation to be the same horizontal orientation 
as in Figure 10.2 by specifying horizontal=TRUE. But first 
let’s use the par() function to widen the left margin and spec-
ify that all tick mark labels should be horizontal, so that the 
dialect names will fit along the y-axis. The las=1 argument 
specifies that tick mark labels should be horizontal (instead of 
perpendicular to the axis) and the mar=c(3,7,0.1,0.1) ar-
gument specifies the number of lines of white space to leave in         
c(bottom margin, left margin, top margin, 

right margin). Notice that we specified a left margin of 7 
lines (instead of the default value of 4 lines), so that the long-
est dialect names are not cut off.

par(mar=c(3, 7, 0.1, 0.1), las=1)
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Here is the boxplot() command again, with the adjust-
ments that you need to get horizontal bars instead of the de-
fault vertical bars. 

boxplot(sent1dur ~ dialect, timit, range=0,  
 horizontal=TRUE, xlab="median sentence  
 duration (ms) for TIMIT shibboleth  
 sentence 1", ylab="dialect")

You can specify that a solid vertical line be drawn at the over-
all median value and dotted lines at the 1st and 3rd quartiles.

abline(v=quantile(timit$sent1dur)[c("25%","  
 50%","75%")], lty=c(3,1,3))

Part 2. Reproducing the left panel of Figure 10.5.

We’re going to create two histograms overlaid on each other, 
starting with the durations for all 630 sentence productions. 
Eyeballing the edges of the whiskers for the fastest and slow-
est groups in the figure you made in part 1, you can estimate 
the range of values for the entire set of 630 sentence dura-
tions, and use that to specify the minimum (2000) and maxi-
mum (5000) values for a sequence of bin edges for the histo-
gram, where the bins are 200 ms wide:

brks = seq(2000, 5000, 200)

We want the y-axis to be big enough to show the tallest bars in 
both distributions, so we will use the ylim argument to spec-
ify that the y-axis should go as high as 150 tokens. And we 

want to differentiate the two distributions, so we make the 
bars in the histogram for the population as a whole be a light 
shade of gray.

hist(timit$sent1dur,main="",breaks=brks,  
 ylim=c(0,150), xlab="whole sentence  
 duration (ms)", ylab="number of tokens",  
 col="gray80")

For esthetics, we draw a box around the graph. 

box()

The histogram that we will overlay is for the subset of 98 sen-
tence durations for the Southern speakers. Since we will be re-
ferring to this subset more than once, we will extract it to a 
new vector.

Southern = subset(timit, dialect== 
 "Southern")$sentDur

We can now make the overlaid histogram. We want this histo-
gram to be somewhat transparent, so we can see the gray bars 
in the region of overlap, so we specify density=25. We also 
have to tell R not to erase the last plot, but rather add to it, so 
we use the add=TRUE argument.

hist(Southern, main="", breaks=brks,  
 density=25, add=TRUE)

Then we can add vertical lines for the means of the two distri-
butions, with a solid line (lty=1) for the population mean 
and a dashed line (lty=2) for the mean of the smaller subset.
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abline(v=c(mean(timit$sentDur),  
 mean(Southern)),lty=c(1,2))

And we can also add a legend so that the reader knows which 
bars are for all 630 talkers and which bars are for the South-
ern talkers. The first argument of the legend() function 
specifies the position of the legend in the figure. The bty="n" 
argument tells R to not draw a box around the legend. The 
c() argument specifies the text that should appear in the leg-
end. The density, fill, and lty arguments specify the 
transparency, color, and line types used in the box next to 
each text, so that the boxes match the corresponding histo-
grams in the figure.

legend("topright", c("all 630 talkers",  
 "Southern talkers"), bty="n", density=  
 c(-1,25), fill=c("gray80","black"),  
 lty=c(1,2))

10.11. Exercises
1. Use the R code in Part 1 of Section 10.12 to recreate the 

boxplots in Figure 10.2 of the durations of TIMIT shibbo-
leth sentence (1), grouped by dialect region and ordered 
from the group with the longest mean duration at the 
top to the group with the shortest mean duration at the 
bottom. Adapt the sort() and tapply() commands 
in the R code to make a sorted vector of median values 
in addition to the means. Compare the two vectors. Is 

the dialect group with the longest median value the 
same as the dialect group with the longest mean value? 
If not, can you explain why there is this discrepancy be-
tween the two ways of deciding which group of talkers is 
on average the “slowest”? 

2. Use the R code in Part 2 of Section 10.2 to reproduce the 
overlaid histograms in the left panel of Figure 10.5. Add 
a vertical line at the value that is as much lower than the 
overall mean as the mean for the Southern talkers is 
above the overall mean, to visualize what a two-tailed 
test would measure.

3. Use the code in R Note 10.2 to calculate a z-score and an 
associated p-value for a two-tailed test of the null hy-
pothesis that the mean duration for the sentence (1) to-
kens produced by the Southerners is a reasonable mean 
value to expect for a sample of 98 values selected at ran-
dom from the TIMIT sentence (1) durations. Report the 
z-value and the p-value. Then, assuming a criterion of 
α=0.05, say whether this p-value would lead you to re-
ject the null hypothesis in favor of the alternative hy-
pothesis that the mean for the Southerners is signifi-
cantly different from the overall mean duration. 

4. Add a vertical dotted line (lty=3) to the figure that you 
made in Exercise 2 at the value for the mean duration of 
random sample 8 in Figure 10.6. Use the code in R Note 
10.2 to calculate a z-score and an associated p-value for 
a one-tailed test of the null hypothesis that the mean du-
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ration for this random sample is a reasonable mean 
value to expect for a sample of 98 values selected at ran-
dom from the TIMIT sentence (1) durations. Report the 
z-value and the p-value. Then, assuming a criterion of 
α=0.05, say whether this p-value would lead you to re-
ject the null hypothesis in favor of the alternative hy-
pothesis that the mean for this random sample of 98 sen-
tence (1) durations is significantly shorter than the over-
all mean duration. 

5.  Adapt the R code in Part 2 of Section 10.2 to reproduce 
the overlaid histograms in the right panel of Figure 10.5. 
Hint: The relevant variable here is timit$fricDur 
and the command for picking out the subset of fricative 
durations for the z variant is:

 zVariant = subset(timit, fricLab=="z")  
 $fricDur

6. Add another dashed vertical line (lty=2) to the figure 
you made in Exercise 5 at the value that is as much 
higher than the population mean as the mean for the z 
variant tokens is lower than the population mean for 
these fricative durations for the ‘s’ in greasy in TIMIT 
shibboleth sentence (1). Adapt the R code in R Note 10.2 
to calculate the z-score and p-value for a two-tailed test 
of the null hypothesis that the mean duration for the sub-
set of ‘s’ fricatives that were pronounced as z is a reason-
able mean to expect for a sample of 127 durations sam-
pled at random from this population. Report the z-value 

and the p-value. Then, assuming a criterion of α=0.05, 
say whether this p-value would lead you to reject the 
null hypothesis in favor of the alternative hypothesis 
that the mean for this sample of 127 fricative durations 
is significantly shorter than the overall mean duration.

7. Add a dotted vertical line (lty=3) to the figure that you 
made in Exercise 5 at the value for the mean of random 
samples 4 and 6 in Figure 10.7 (which was 109 ms). 
Adapt the code in R Note 10.2 to calculate a z-score and 
an associated p-value for a one-tailed test of the null hy-
pothesis that the mean duration for these two random 
samples is a reasonable mean value to expect for a ran-
dom sample of 127 ‘s’ fricative durations in the word 
greasy in the TIMIT shibboleth sentence (1) produc-
tions. Report the z-value and the p-value. Then, assum-
ing a criterion of α=0.05, say whether this p-value would 
lead you to reject the null hypothesis in favor of the alter-
native hypothesis that the mean for these random sam-
ples of 127 fricative durations is significantly shorter 
than the overall mean duration. 

8. Read in the file Ch10.Textfile2.txt 
(http://kb.osu.edu/dspace/bitstream/handle/1811/7784
8/Ch10.Textfile2.txt), which contains the durations of 
all of the vowel tokens in the Hillenbrand et al. (1995) 
dataset. Adapt the code in Part 1 of section 10.12 to recre-
ate the left part of Figure 9.9 in Chapter 9 on measures 
of dispersion. That is, make a figure with 12 boxplots for 
vowel durations grouped by vowel type, and ordered 
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from the durations for the vowel type with the shortest 
mean duration on the left to the durations for the vowel 
type with the longest mean duration on the right. 

9. Adapt the R code from Part 2 of section 10.2 to make 
four figures, one for each of the four “short” vowels ɪ, ʊ, 
ɛ, and ʌ. (These will be identified as “uh”, “ih”, “oo”, 
and “eh” in the “vowel” column of the data frame.) In 
each figure, make a histogram for all of the vowel dura-
tions and overlay a histogram for the durations of the 
particular short vowel that you are plotting in that fig-
ure. 

10. For each of the figures that you made in Exercise 9, 
adapt the code in R Note 10.2 to calculate a z-score and 
a p-value for a one-tailed test evaluating the difference 
between the mean for the particular vowel and the mean 
for the population of Hillenbrand vowels as a whole. 
That is, the alternative hypothesis here is that the short 
vowel is significantly shorter. Based on the p-values that 
you calculate for each short vowel, say whether or not 
you can reject the null hypothesis in favor of the alterna-
tive hypothesis.

11. Create a histogram as in Exercise 9, but this time com-
paring the distribution for the vowel ɔ: (which is identi-
fied as “aw” in the vowel column) to the overall distribu-
tion. Now do the same thing as in Exercise 10, except 
evaluate the z-score and p-value for the difference be-
tween the mean of this longest vowel and mean of the 

whole population. Again, make it one-tailed, to evaluate 
the alternative hypothesis that the mean duration value 
for ɔ: is significantly longer than the average duration 
for all of the vowels in the database.
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